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MITHE

« —4)3E: PCP %3¥F decode-only FULL CUDA BHZ—HEMmNEE

- WESME: EERIE, BEESEFEZ=L: —= partition_batch # num_reqgs_after_padding
B FiE X (BESZAT vs padding {THEEANE) , BRE FULL BEKRK shape BY; —
& PCPManager.prepare_inputs_to_capture 5 get_dummy_block_tables B4FFA
buffer / rank-local &K 8%, X2 EIBIRMIFATREIIE; =& validate_config 4nfaH
separate_routine() &3A Tdecode ®L FULL. prefill R4T) X—A K, ZEIX[E R IE
pisceskkk/vIim#8 BIEMITE, FEAE maintainer ATERIE InputBatch R ERIREE,
ZIRIEL B FULL_DECODE_ONLY, ZMEBEITEINZ P ERA buffer. EREUK
& T seq_lens padding 1T A,

THRES B

PR body BA# Br2 1L prefill context parallelism (PCP) ERZ#&EMA Lt decode-only B FULL
CUDA graph, MK decode MERME RIS RAEF#H. AFRLEER B maintainer
LucasWilkinson: "Im not sure we want this?! I dont it makes sense to have a PCP
deployment doing decodes (i.e. PCP is primarily for P/D). Is there a use case im
missing?"; #E& L Ascend £ GLM-5.2 / DeepSeek-V4 HREERBRZWE R, E4H PCP R
IXAT P/ID K &3%%, REHET prefill BERE, T TPOT WELF, 35| PR#52162

(PCP x DP BE&E2Z) #dE; Lucas BE/EIAT "with that context this makes more
sense’,

ST AR
1. BERK: M T—FZF FULLI B TRZ 4 FULLY

vlim/v1/worker/gpu/pcp_manager.py 8§ PCPManager.validate_config #, BRERE
cudagraph_mode.has_full_cudagraphs() 4 NotImplementedError; FLZEEAD and not
cudagraph_mode.separate_routine(), BRRA FULL 5 PIECEWISE # A routine By4%
FULL R #$E%4, FULL_DECODE_ONLY / FULL_AND_ PIECEWISE #%4T. BRERZ PCP 8y
prefill £#EXd dispatch BIBATERIZ, RE decode routine #WiFH Emtt Lo e B ;
sparse MLA + DCP=1 3% cudagraph_mode=NONE, XEHQAREKE,

2. batch 4 X B&IERE padding



. F1EESH 5% PCPManager._resolve_num_reqs_after_padding: padded_num_regs is
None BFR[EIESZ num_local_regs (PIECEWISE / eager T AFRZE) ; JE None B4#
input_batch.has_prefill E3#E# RuntimeError("PCP FULL graphs require a
decode-only batch."), Wz BHEZEZAR/NT rank-local batch,

« partition_batch #3E padded_num_regs %, EREKE (seq_lens. query_start_loc.
local_is_prefilling_np. seq_lens_cpu_upper_bound_np.
dcp_local_seq_lens_cpu_upper_bound) %—3# num_reqgs_after_padding % Eg,
padding T¥8ZE; replace(...) BEEK num_reqgs_after padding 5 K& 3K shape XF5%,
num_regs I AESL local EREK,

« BIRFFE maybe_partition_pcp_batch B9 ASM padded_num_tokens #EX,
batch_desc: BatchExecutionDescriptor, REF&EF#H S : JE NONE =A% token 4
padding, FULL B H1EK4E padding,

3. FAMALE rank-local block table

. ¥713¢ PCPManager.prepare_inputs_to_capture: H replace REHF ) InputBatch, 18
input_ids / positions / is_padding / query_start_loc / seq_lens ©&kFg A
PCPManager.input_buffers B9¥1 FBIAR, FRIEFIREHD KA S B iREE S A 8930k —EK,

« ¥13% PCPManager.get_dummy_block_tables: 3R self. local_block_tables BEAEE
, #% dummy MMEESAESF block table,

4. dummy / capture B2 ML

« vlim/v1/worker/gpu/cudagraph_utils.py::prepare_inputs_to_capture BX4EH
pcp_manager.prepare_inputs_to_capture(input_batch), F3F block_table_provider =
pcp_manager or block_tables R B#EMt dummy block table 5§ dummy slot mapping,
MR T Ak B PCP. metadata RE2RE] BWA—3K,

« vlim/v1/worker/gpu/model_runner.py ¥ execute_model ) dummy run X EHK: &
ZEF A buffer — BH| skip_attn_for_dummy_run — B prepare_dummy_attn — &J5
set_dummy_context; prepare_dummy_attn HEKH self.pcp_manager or
self.block_tables ¥4 provider,

« vlim/v1/worker/gpu/input_batch.py::set_dummy_context ¥ w3%E5 3Kk
input_block_tables: Sequence[torch.Tensor] | None, kREREANEZ 2R, RAAN
= A$E PCP-local RfE#HKMATTRLRRES

5. M5 KirEE

tests/v1/worker/test_gpu_pcp_manager.py #3% make_config /

_make_capture_manager B helper, BAX test_validate_config_accepts_decode_only fu
ll_graphs. test_validate_config_rejects_full_graph_for_prefills.
test_partition_padding_is_derived_from_batch_descriptor,
test_capture_uses_pcp_persistent_inputs. test_dummy_context_updates_pcp_local_block
_tables EANABI; JRE DCP metadata AHFIRF EHA padding FTKE ([17, 25, 0, 0]) o
fE# B H100 x2 / GLM-4.7-Flash / TP=1, PCP=2, EP=2 L% GSM8K 2& 1319 &
A AR X b



R

vlim/v1/worker/gpu/pcp_manager.py (#3k PCP &2 ; K% source; ER
dependency-wiring; %5 PCPManager.validate_config,

_resolve_num_reqgs_after_padding, partition_batch, prepare_inputs_to_capture) : &
PR B9A%&: FXFF FULL BIEEERE. FEIERE padding ST S IFARHHERMA, FHiE
partition A0 AEFEUX BatchExecutionDescriptor,
vlim/v1/worker/gpu/model_runner.py (iR BEARIFITE; K5 source; ER
data-contract; 55 execute_model, prepare_dummy_attn, prepare_inputs) : dummy

run SEERZHUADTEH: & dummy batch &3F A buffer, B £E%& attention
metadata, 48 PCP-local block table 54 set_dummy_contexto

tests/v1/worker/test_gpu_pcp_manager.py (#3k PCP MiR; 25| test; ER
test-coverage; &5 _make_config, _make_capture_manager,

test_validate_config_accepts_decode_only_full_graphs,
test_validate_config_rejects_full_graph_for_prefills) : ¥ E BRI, padding #EF.
FAHIAS dummy block table BRI, 4% codex review ERIEIMINR X HEFH EZ
suite,
vlim/v1/worker/gpu/cudagraph_utils.py (#£k BRI E; 25 source; EH
core-logic; 5 prepare_inputs_to_capture) : KA D KA E A PCPManager BIHEFA
N5 block-table/slot-mapping provider, % full graph 3K 8ERR LBy * BATHE &,
vlim/v1/worker/gpu/input_batch.py (#E3% #A#IR; KB source; EH data-contract

Y =1

;. &5 set_dummy_context) : set_dummy_context $13E input_block_tables 5%k, {#
dummy context ] LB N PCP-local kA2 )E block table,

X5 PCPManager.validate_config, PCPManager._resolve_num_regs_after_padding,
PCPManager.partition_batch, PCPManager.prepare_inputs_to_capture,
PCPManager.get_dummy_block_tables, maybe_partition_pcp_batch,
prepare_dummy_attn, prepare_inputs_to_capture, set_dummy_context

KR Fr B]

vlim/v1/worker/gpu/model_runner.py

dummy run S5HEBRZHAOTER: & dummy batch %X buffer, HEE attention
metadata, FF3E PCP-local block table £%5 set_dummy_context,

# vlim/v1/worker/gpu/model_runner.py (F3%: dummy / capture o X B9 PEAL)

def prepare_dummy_attn(self, input_batch, valid_state_slots=False):
# PCP 3% T block table B932#4tE# & PCPManager: ©3iR[E rank-local %;
# 3E PCP 37202 R K self.block_tables, fTARZE,
block_table_provider = self.pcp_manager or self.block_tables
block_tables = block_table_provider.get_dummy_block_tables(input_batch.num_regs)
# ... (valid_state_slots 4% 5 dummy slot mapping B) ...
return block_tables, slot_mappings

# prepare_inputs RIS XA : padding £EHEF TR PCP &k



input_batch = pcp.maybe_partition_pcp_batch(
self.pcp_manager,
input_batch,
batch_desc, # JRR R 1E padded_num_tokens=batch_desc.num_tokens

# execute_model WE) dummy run 43
else:
# No actual tokens to run. A dummy run for DP or memory profiling.
dummy_num_reqgs = batch_desc.num_reqgs or num_reqgs
input_batch = InputBatch.make_dummy(
dummy_num_regs,
batch_desc.num_tokens,
self.input_buffers,
max_query_len=batch_desc.max_query_len,
)
# 5%6% 3| PCP # A& buffer, BRERZT AL attention metadata:
# HRE ERGHERR— B
if self.pcp_manager is not None:
input_batch = self.pcp_manager.prepare_inputs_to_capture(input_batch)
if skip_attn_for_dummy_run:
assert batch_desc.cg_mode |= CUDAGraphMode.FULL, (
"Attention metadata must be prepared for dummy runs when using "
"FULL cudagraph mode."
)
block_tables = None
slot_mappings = None
else:
block_tables, slot_mappings = self.prepare_dummy_attn(
input_batch, valid_dummy_state_slots
)
if not skip_attn_for_dummy_run and context_len:
assert block_tables is not None
# %2 ¥ PCP-local By block table &% set_dummy_context,
# TNESEKLR self.block_tables.input_block_tables,
set_dummy_context(
input_batch,
self.block_tables,
context_len,
self.kv_cache_config.num_blocks,
self.max_model_len,
input_block_tables=block_tables,
)

vlim/v1/worker/gpu/cudagraph_utils.py

HWHRAO KA EH PCPManager BIFAHIAS block-table/slot-mapping provider, & full
graph ¥EIRAE AR LB K SRATHE S,

# vllm/v1/worker/gpu/cudagraph_utils.py (Fi%: IR Z%— provider)



def prepare_inputs_to_capture(
num_regs: int,
num_tokens: int,
model_state: ModelState,
input_buffers: InputBuffers,
block_tables: BlockTables,
attn_groups: list[list[AttentionGroup]],
kv_cache_config: KVCacheConfig,
full_cudagraph: bool,
max_query_len: int | None = None,
pcp_manager: "PCPManager | None" = None,
) -> AttentionState:
input_batch = InputBatch.make_dummy(
num_reqgs, num_tokens, input_buffers, max_query_len=max_query_len
)

if pcp_manager is not None:
# IR dummy batch i3] PCP #F A buffer £, 53zfTHAHAR—Atut,
input_batch = pcp_manager.prepare_inputs_to_capture(input_batch)

# block table 5§ slot mapping 3 E—/ provider, # % HI
# Tltoken ¥ AR B PCP. attention metadata KB/ k] XER—K,
block_table_provider = pcp_manager or block_tables
input_block_tables = block_table_provider.get_dummy_block_tables(nhum_reqgs)
slot_mappings = block_table_provider.get_dummy_slot_mappings(num_tokens)
slot_mappings_by_layer = build_slot_mappings_by_layer(

slot_mappings, kv_cache_config

)
# ... (DCP local seq lens #55 AttentionState A% ER) ...

Wb B

1) ABIEEMZ4%: LucasWilkinson B# review HEEFi%E PCP ¥ decode HIE X, review
R4 DISMISSED; k& LUREIEBNELE TPOT #EE, H5|H PR#52162 (PCP x
DP BE&EZ) , Lucas Z&IA "oh sorry i missed #52162 ... with that context this makes
more sense, thanks!", &% APPROVED, 2) EMARZ%: Lucas #&IX "thoughts on
something like pisceskkk/vIim#8 ?", BR3E InputBatch T EHFEE. A% —N
block-table provider 3% dummy attention J&%&; 1E& RNZH EFH %A commit
997afd8 (Co-authored-by Lucas Wilkinson) , BJRA2EXH slot mapping / block table
EFRULSXA pcp_manager or block_tables, 3) MRLELR: chatgpt-codex-connector[bot]
B P11 EIN, ERIEIEH tests/vi/worker/test_gpu_pcp full decode_only.py &3F##E%
K test_gpu_pcp_manager.py (5| AGENTS.md:L88-L89) ; 1E&RE/E L "test(pep):
consolidate full graph coverage" &, & diff PARBHFEMINRAXHF, 4) SIEEE:
mergify Z X REFH MR, pre-commit kK, EERE /ci run 5§ rebase, mAE
Buildkite #88985 L EiXiEi; XMABET 16 4 commit FKE "Merge upstream main" #j
R,



« PCP HEZREFEZE decode 5§ FULL B (ABIEIEM) (design): ABIMIESZ, review M
DISMISSED # 4 APPROVED ("LGTM, thanks for the contribution!") ,

+ 1€ InputBatch W FEHPEEWNEMH E (design): X maintainer A, slot
mapping / block table #%3%%— 4 pcp_manager or block_tables (W,
cudagraph_utils.prepare_inputs_to_capture 5 model_runner.prepare_dummy_attn) »

MRS H3#HEEH PCP manager suite (testing): fE& L "test(pcp): consolidate full
graph coverage" &3 RG], &% PR RMEEK test_gpu_pcp_manager.pyo

« FULL BIFR&IBIA R RIK4T decode-only routine (design): FULL_DECODE_ONLY /
FULL_AND_PIECEWISE 34T, #h FULL 1A#3E4H+ 45 HBAMEEIRIER; sparse MLA +
DCP=1 #&KIHZE K NONE,

c SHFBRE Cl REEHN (other): 2% rebase (16 A commit B AE% 2 Merge
upstream main § mergify &%) J& Buildkite CI #88985 fit & H EiRET,

R 5 B

« R 1) BOOHIREEREIYT: partition_batch BYIEREY F BHERE FULL Bl E KT
shape 5§ KV &5 4T; seq_lens[num local regs:] R num_local tokens == 0 B else
AXERNFE, EXE batch FEZH padding ITHEEKRBIFA buffer FEEHHLEE,
HOMANFZE buffer BEINRZIEMES, £F EAR— buffer. B rank-local 1E3RK%K
BREPNMIGRFROBEENE, ZBBGN—%KEHR buffer WENIAHF, 2) RERE:
_resolve_num_regs_after_padding F assert fiE B E (padded_num_regs >=
num_local_reqgs) , & python -O T&¥ERIE; has_prefill ERABIZ RuntimeError, #
EZRER—3K, 3) BEBAESEZ: validate config MERZAE sparse MLA. DCP
backend. speculative (DSpark / single-module MTP) . separate_routine(), F£—4H&
H9iE X EREPEE K, FULL_AND_PIECEWISE 5 FULL_DECODE_ONLY #EE
decode-only batch X—[&&RIiR, & LIFRAEILRES batch %3t decode routine, 2%
IATEAM RuntimeError MIEREHERIEL, 4) EFMMIEERIR: ©ERXA CPU Bll5
—AN skipif(not torch.cuda.is_available()) B9, WMEIEHBEXNFT (RZE 0.61 pp W)
TEEBIEEF T GSMEK BiE, ) Cl (himiinEE. 5 BERIEALE:
set_dummy_context 3% input_block_tables £%k. maybe_partition_pcp_batch #& 4.
prepare_inputs_to_capture (cudagraph_utils 5§ PCPManager A& ARE) Z4&FEOFE
s, HMARAERIBELARASERERAL X,

< W AP BA MRV2 + PCP MIREBINAE = X4 FULL_DECODE_ONLY /
FULL_AND_PIECEWISE, decode MrERG 2B EkUkE, RERE prefill &£
PIECEWISE/eager #8&42; B PCP MEZITALE, XA%: KHEFE MRV2 1
GPU worker (vliim/v1/worker/gpu/) BANREL S, input_batch.set_dummy_context 5
cudagraph_utils.prepare_inputs_to_capture BTEEZAN AR S EANALTERIK, &
mMEAR Y PCP A%, (B3 input block tables=None BJEI$%5 pcp_manager or
block_tables BIERIAD ZARIEIE PCP 377 S M. XRIFA: XZ MRV2 PCP BEASEMH—X
¥R& (MAE] PCP R4 PIECEWISE 2 NONE) , W#sL 7 —# [capture B AR E
A buffer] MISZIER, B4 PCP/HiSparse A aBE X &=L E A
prepare_inputs_to _capture 5 provider %,



o REARIE: BOIEIRKRIZZTE | FULL A5 PCP prefill BI2EF , 3FA buffer EEFRTE
R, ZEREFER assert, 33|38 ERAMIRHF T GSM8K I8

RERIREE

- PR #52162 PCP x DP R&#Z (i10+ 3| A, WmEKFEITLHEET) : Lucas EITBHHIA
% PR it PCP R EHE T decode TR EHE, EA PR ABIKLAAIR; (FEHAE
YERR GBS /TPOT KIIEHR,

« PR #56825 [Bugfix][SparseMLA] Fix piecewise cudagraph capture crash in index
group: ERE4T PCP / sparse MLA 8 cudagraph capture #42 (index_group.py.
forward_context.py) , 54 PR {&ERB9HHIKAA attention metadata E & & EA4AR,

« PR #56382 [Bugfix] Carry over queued work when materializing the dedicated

stream: R & ARE cudagraph 3K / EXRAIMFIRI, A PR 89 FULL BIFFA buffer
RENERE NRF 8, BTR—EEERIERMMER-,



