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# vlim/config/vlim.py

# %75 UKE V2 Model Runner 7R X #a94FH

# AOREEIMIFR T AT prefill context parallelism B2 E

# I H PCP manager / attention backend / B-EM B TR E

def _get_v2_model_runner_unsupported_features(self) -> list[str]:
"""Collect features not yet supported by the V2 model runner."""

unsupported: list[str] = []

model_config = self.model_config

speculative_config = self.speculative_config

# UTHRERE
if self.compilation_config.mode == CompilationMode.STOCK_TORCH_COMPILE:
unsupported.append("stock torch.compile")

if (
self.compilation_config.pass_config.enable_sp
and self.parallel_config.tensor_parallel_size > 1

unsupported.append("sequence parallelism")

# V2 R FF torchrun PP i 89S #&, E LIRS external_launcher + PP

if (
self.parallel_config.distributed_executor_backend == "external_launcher"
and self.parallel_config.pipeline_parallel_size > 1

unsupported.append("pipeline parallelism with external_launcher")
if speculative_config is not None:

if speculative_config.method in ("ngram",
unsupported.append("ngram/ngram_gpu speculative decoding")

ngram_gpu"):

elif speculative_config.method not in (
||eag]eu,
"eagle3”,

mtp’,
"dflash",

"dspark”,
"extract_hidden_states",

unsupported.append(f'speculative method '{speculative_config.method}'")
return unsupported
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