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PATHRE

« —A)iE: BhS DSV4 C4 E458 GEMM, ROCm fRRDIZEA 1.5 {2

- EMME: EEEIER, AHXEI=S: —=& prepare_compressor_gemm_fusion F set_ +
JEFFA buffer EFENREIT TR, BARESEF W0 checkpoint 8, XAFLEER
fig; —& offloader EEMMA& (NoopOffloader #%) &iHERTE, EMEEMILEHT
FAGREFITEH;, ZRMAXNF#EAEAZE (data_ptr. storage_offset,
state_dict #) BEHETE, ESEXMREMIMFER, BARKNITREE, 4
1.4~1.5x B9 GEMM iAo 2~3% B93R BRIk IR BN X,

THHES BAL

PR body itBH: DeepSeek V4 C4 target-model B EEERBIZRE S indexer E4E IR LA
AR AS K £, {2 ROCm B2 XA GEMM B1THAT, kernel BMEE, FEWE
PREEFRELN GEMM & 3ILA 2R EPAT, 8K graph 2 stream FE, STNEE (
gfx950/HIP 7.2.53211, M=4/K=7168/N=2048+512) : eager H{u%k 42.04us -> 29.16us
(1.442x) , graph-replay 37.16us -> 24.44us (1.520x) ; TP8 flRE T TPOT K&
2.15%~2.81%, HIEA 2.15%~2.85%, BIAHH token BEk5 baseline T4 —K,

TR

A PR 9T E AT EBREMBZKEH process_weights_after_loading #F, #ZOEKENET
¥E ROCm £EH DeepseekVAROCMAIterMLAAttention, SZILIFAELNT :

1. FREESIRAS (viim/models/deepseek_v4/amd/rocm.py) : T
DeepseekV4AROCMAIterMLAAttention. init_ ®3EMIERF A buffer
_fused_compressor_weight (persistent=False, ¥ % N state_dict § checkpoint g&f
%) , FE fused _compressor split_sizes: tuplefint, int] | None I REELRS
indexer BYHIH FE 2

2. REFT® AL prepare_compressor_gemm_fusion (rocm.py) : B%&it, ERESHEHEE
R[E False; 4GkeE get offloader() ZF A NoopOffloader, offload #E I &EH BT (
offloader KEHEFSEK. WK set. BAWHEMARZ) ; MEREAMERA 2D, #
Z K 4E. dtype 5 device; MRELZMEE dim 0 — KM torch.cat BHEEA [2560, 7168]
, I torch.no_grad() TH set_ BANRSEHIRMEZ L E APHE buffer WA A, 5L
MEFEN A G, RRRESHH RS MBEN checkpoint #,



3. AiARE 12 _run_parallel_input_projections (rocm.py) : Eb&£RETA—K
torch.mm(hidden_states, fused_weight.t(), out_dtype=torch.float32) (B [M, 7168] x
[7168, 2560]) BRBERHFHXEIT mm, FH#E fused compressor_split_sizes 1A
FEINEARAINAERES; KSR ERI|FEX GEMM B2, RIEFREZMKE,

4. INEBELEHTF (viim/models/deepseek_v4/amd/model.py) :
DeepseekV4ForCausallLM.process_weights_after loading 7E3& R 3RES 5618 A
prepare_compressor_gemm_fusion() (£ prepare_attn_preshuffle Z 8], EX
preshuffle RAIEFTREANMARE., FEMERBRINRE) , RITRAEBHOHT %
logger.info B &.

5. MiRELE (tests/models/test_deepseek v4 rocm_compressor_gemm_fusion.py, #ig
141 417) : 3NETNRALEEE: BEERNRSEE HH#E buffer £EF— storage (
H untyped_storage().data_ptr() 5 storage_offset() ¥5#akis) E state dict BIRFLR
. EERARE; offload R TS, RAEEZRME K torch.mm A B#H
TCHIBXARE, MIRAE _ new_ FIHBER/ attention 5261, B RABMARER,

R

« vllm/models/deepseek_v4/amd/rocm.py (#3k ROCM &; 2£5| source; EH! core-logic
;. f&5 prepare_compressor_gemm_fusion, _run_parallel_input_projections, init) : #
RS #3E IR A buffer IR, prepare_compressor_gemm_fusion REFIT® AL,
_run_parallel_input_projections ¥ GEMM Eh& Rl E&12, BARMREMALEY TR,

« vlim/models/deepseek_v4/amd/model.py (3R #Rn#k; 285 source; FER core-logic
. 5 process_weights_after_loading) : ¥R& AND#HEIREMBELIERE: &
process_weights_after_loading #3& EE A prepare_compressor_gemm_fusion, F%it
BEBRHITHE,

. tests/models/test_deepseek_v4 rocm_compressor_gemm_fusion.py (&3 BpMHR; %
B test; KA test-coverage; 5 _WeightOnlylLinear, _Compressor,
_IndexerWeightsProjection, _Indexer) : #73% 3 NETTNR, 1HHETEEMEANELTE (
data_ptr. storage_offset) . state_dict & M. offload BkiLFHES #E R mm ARITAH
, ERLEIERAMNEERE,

X5 prepare_compressor_gemm_fusion, _run_parallel_input_projections,
process_weights_after_loading

KPR R B
vlim/models/deepseek_v4/amd/rocm.py

SIS #F3EIERF A buffer JRAS. prepare_compressor_gemm_fusion FREITEA O,
_run_parallel_input_projections 8 GEMM Rh-&RIEERZ, BARMEERILE TR,

# UTFAREBALTF viim/models/deepseek_v4/amd/rocm.py B9 DeepseekV4ROCMAiterMLAAttention,
# __init__ PHIEHRESIRA:

# self._fused_compressor_weight: torch.Tensor | None

# M AEFAX buffer, BRI state_dict, fRIE checkpoint HARZE:

# self.register_buffer("_fused_compressor_weight", None, persistent=False)

# self._fused_compressor_split_sizes: tuplelint, int] | None = None



def prepare_compressor_gemm_fusion(self) -> bool:
#BE: PRMAOSMEEIERE False, FEEITH. REE buffer
if self._fused_compressor_weight is not None:
return False

from vlim.model_executor.offloader import NoopOffloader, get_offloader

# offloader REHE FEEIWIRET set_ MRS,
# HILIRE offload BUER Bk REE, RIFS offload #E
if not isinstance(get_offloader(), NoopOffloader):
logger.warning_once(
"DeepSeek V4 compressor GEMM fusion is incompatible with "
"weight offloading and will remain disabled."

)

return False

compressor = self.compressor

indexer = self.indexer

if compressor is None or indexer is None:
return False

main_weight = compressor.fused_wkv_wgate.weight
indexer_weight = indexer.compressor.fused_wkv_wgate.weight
# AN ERMRA 2D 4%, BH£E K £E. dtype 5§ device
if main_weight.ndim != 2 or indexer_weight.ndim != 2:
raise ValueError("DeepSeek V4 compressor weights must be matrices")
if main_weight.shape[1] != indexer_weight.shape[1]:
raise ValueError("DeepSeek V4 compressor weights must share K")
if main_weight.dtype != indexer_weight.dtype:
raise ValueError("DeepSeek V4 compressor weights must share dtype")
if main_weight.device != indexer_weight.device:
raise ValueError("DeepSeek V4 compressor weights must share device")

main_size = main_weight.shape|[0]
indexer_size = indexer_weight.shape[0]
# nEkjE RA— kB [2048, 7168] + [512, 7168] -> [2560, 7168]
fused_weight = torch.cat((main_weight, indexer_weight), dim=0)
with torch.no_grad():
# RHIEFENRESRE S E ABEE buffer BITTHF A (B#EN)
# RBEEE DS checkpoint 8, FMRrEBEE #fE
main_weight.set_(fused_weight[:main_size])
indexer_weight.set_(fused_weight[main_size:])

self._fused_compressor_weight = fused_weight
self._fused_compressor_split_sizes = (main_size, indexer_size)
return True

vliim/models/deepseek_v4/amd/model.py



KR N O IR E MG LIERIZ: & process_weights_after_loading #3Z E & A
prepare_compressor_gemm_fusion, #4&itab&E#ITHE.

# vllm/models/deepseek_v4/amd/model.py F DeepseekV4ForCausalLM B9 E J5 /b FE 44T,
# ZHFE per-layer B4 finalize 2 /5. B KR BT,

# EEM GEMM ghE&. BHUEREARE preshuffle 228

# preshuffle R 432 fused_wqga_wkv 5§ wo_b, RIEAEHLEEBRE,

def process_weights_after_loading(self) -> None:
# After per-layer quant finalize, so we preshuffle the final fp8 weights.
fused_compressor_layers = 0
for module in self.modules():
if isinstance(module, DeepseekV4AROCMAIiterMLAAttention):
fused_compressor_layers += module.prepare_compressor_gemm_fusion()
module.prepare_attn_preshuffle()
elif isinstance(module, DeepseekV4MLP):
module.prepare_gateup_preshuffle()
if fused_compressor_layers:
logger.info(
"Fused the C4 compressor GEMMs in %d DeepSeek V4 layers",
fused_compressor_layers,

)

tests/models/test_deepseek _v4 rocm_compressor_gemm_fusion.py

3 3 NETTNR, BRI E FiE5 2 FEE (data_ptr. storage_offset) . state_dict 3&
M. offload BkiXBEE #X mm AATAH, EREERMENEERE,

# tests/models/test_deepseek v4_rocm_compressor_gemm_fusion.py

def test_prepare_compressor_gemm_fusion_aliases_original_weights():
# EEBRRE 4x3, indexer RRE 2x3, #F K=3
main_value = torch.arange(12, dtype=torch.float32).reshape(4, 3)
indexer_value = torch.arange(6, dtype=torch.float32).reshape(2, 3) + 100
attention = _make_attention(main_value, indexer_value)
main_weight = attention.compressor.fused_wkv_wgate.weight
indexer_weight = attention.indexer.compressor.fused_wkv_wgate.weight

assert attention.prepare_compressor_gemm_fusion() is True

# BHE buffer REEH, YIHRTAH (4, 2)

fused_weight = attention._fused_compressor_weight
assert fused_weight is not None

assert attention._fused_compressor_split_sizes == (4, 2)
torch.testing.assert_close(fused_weight[:4], main_value)
torch.testing.assert_close(fused_weight[4:], indexer_value)

# XBATE: ANRSEE BHE buffer £ER—KE storage (E#NF|L)
fused_storage = fused_weight.untyped_storage().data_ptr()



assert main_weight.untyped_storage().data_ptr() == fused_storage
assert indexer_weight.untyped_storage().data_ptr() == fused_storage
assert main_weight.storage_offset() ==

assert indexer_weight.storage_offset() == main_weight.numel()

# FEFF X buffer RN state_dict, checkpoint {R&EFEFE

state_dict = attention.state_dict()

assert "_fused_compressor_weight" not in state_dict

torch.testing.assert_close(
state_dict["compressor.fused_wkv_wgate.weight"], main_value

)

torch.testing.assert_close(
state_dict["indexer.compressor.fused_wkv_wgate.weight"],
indexer_value,

)

# EERARSE: RSEE buffer, data_ptr RIEFELRE

fused_data_ptr = fused_weight.data_ptr()

assert attention.prepare_compressor_gemm_fusion() is False

assert attention._fused_compressor_weight.data_ptr() == fused_data_ptr

i A A

AR PR RASZFMR review Wit%ki2, claude[bot] 5= fork KJRE) PR BRIAXIF E sh1b
review, " EHZEFHERA @claude review & ; %3 shen-shanshan & Cl &5 B ##t
£ (LGTM) ., 1FEE PR body PENERT EHALMNER: FINZAEZESI (live #
& 52911 5§ "DeepSeek V4 ROCm compressor GEMM fusion" TGULER) ; #51794 2R
B HIP stream LR RAEFH/MNELEEE GEMM, AR PR RAEIA £R EEHKR—N GEMM
, R graph 2 stream RE; #53182 R E#H ROCm profiler runtime, FEZEHATIE X,
Wt ERABHERER: NRFERE offload BIEENME (offloader THEE ST T2 KW HRAE
fERE) , BETE offload BUERERNZEA, FHAIEFA buffer £RiE checkpoint BARZE,

« 585K ROCm SZIMY £ B1LitBA (design): ZFMLBRH, KR3|EAEWN; EIPEEE LGTM
é)\o
« PR HEE5EH (other): THEAREW, PFFAIHFEAN.

R 5 B

- R

1. BREHENRIE (viim/models/deepseek_v4/amd/rocm.py) : set_ EEtHEEK
parameter B storage JTEIE, EAMERMEZ/ETIFAER storage 51 A, SR IEL
storage WA (offloader. RREMRE / ESF. LoRA &) #EREZ R, BRI
offloader 8T 2RI (JE NoopOffloader BABkiE) , ZEREEHEBRELFF fp8 &
R EMEHRERZ, TERIIEREERE,

2. JEREER: BRK GEMM BEIIRF S PR/ GEMM KRR, SEM&RARLE
6.1035e-05, i rtol=atol=Te-4 BE; EXEK batch HREKFHMMERFLIAM.



3. CUDA graph faEMt: & kAL process_weights_after_loading, BT graph 33k
, storage TEIEIEHAFAE; B fused_compressor_weight Z3EHEF X buffer, &L
ARAFZBERM buffer TERA, TEAREIRERIRE (EF state_dict MIREE)

4, PUTHIZRE: BEE R DeepseekV4ROCMAiterMLAAttention (ROCm L£RBER) &£
2, JE ROCm F&. 3 DSV4 B ARZE M, EREZGRIEE dtype/device/K —3K
, FRIRE BF16, ERRIIAEBEMREEHRAMSEHNER mm HESENETF, - P
. XA : DeepSeek V4 AFFE ROCm (gfx950 + AlTer BR&) SBRIARARES,
TP8 IREZ IR B3R ELIRA 2.15%~2.85%, TPOT Bk&E 2.15%~2.81%, EiE& GEMM &K
HIER TR 31%~34%; GSM8K 5-shot #& exact match 0.960576, ¥EERZ R,
NAG: MBATNIRESHEEN (REFLE, [2048+512, 7168] BF16 4
36.8MB &3 A—3R) , FEIMZ—XK kernel launch, decode REEZUKZEAE; RE
offload 3% & B &R JRERIZ, XMEPA: Z PRIBMT —ANTEAN " FTERE + set_ &
HEMBIL + EHFA buffer" X, B4 ROCm MM GEMM BhE&TTEHEBEMRYE, BRERE
EBEELTRMMNEBERLSITEE and/ BERN, TEHEFETESE offloader. EHEAMN
H BT, - NFEARID: set BEEYE , offload HAEMARI , MEBEEZR , X
ROCm/DSV4 A 3K

KRR EE

* PR #51794 DeepSeek V4 ROCm compressor GEMM scheduling on auxiliary HIP
streams (PR body #&%) : PR body EA#AXTELEIER AT E: RERANELRE GEMM HE
3Bh HIP stream LEIRE; AN PR RANEREE, —F R MR RAEE,

« PR #53182 ROCm profiler runtime update (PR body #&%) : PR body FBHH R & 3
ROCm profiler runtime. RERZEHATIEX, 5K PR 8§ GEMM RELHEERE, BTR—
ROCm DSV4 Mt gethf 2% L ABAREYER BN,

« PR #53120 [Offloader] Offload submodules that make_layers never reaches: i% PR 1%
27 ZRSERE CPU offload B#BREZKM A, Ak offloader FHBEHREZE,; &
PR B9RE & IEZEN offloader EHREHIF set_ HEHLZMENER, WELER—
offloader Hl#| LA EERE,



