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# vllm/transformers_utils/configs/speculators/algos.py

@register_speculator("dflash2")

def update_dflash2(config_dict: dict, pre_trained_config: dict) -> None:
Apply DFlash2 specific configuration transformations to the “dict™ used
to construct the Transformers PreTrainedConfig.

DFlash2 extends DFlash with a grouped convolution layer and a
low-rank candidate selector head. It reuses the same DFlash runtime
(method="dflash") but has its own architecture (DFlash2DraftModel)
and additional config fields for the convolution and selector.

# 2 A DFlash BOERIECE $61%, ®IEZEHM. draft_vocab_size. dflash_config &
update_dflash(config_dict, pre_trained_config)

# BEZEMA DFlash2 T AR

pre_trained_config["architectures"] = ["DFlash2DraftModel"]

# %% dflash2 #RBBME MK EF BB EELE| dflash_config
for key in (

"conv_kernel_size",

"conv_group_size",

"selector_rank",

"selector_top_k",

if config_dict.get(key) is not None:
pre_trained_config["dflash_config"] [key] = config_dict[key]
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# vlim/transformers_utils/configs/speculators/base.py

# M2 vLLM FEH speculative BLER, 3§ speculators BB AL BRET A VLLM RILE
result = {
"method": config_dict.get("speculators_model_type"),
"num_speculative_tokens": num_speculative_tokens,
}
if result["method"] == "peagle":
# peagle BRET A eagle3 FHATEM
result.update({"method": "eagle3", "parallel_drafting": True})
elif result["'method"] == "dflash2":
# dflash2 £ DFlash iofTE, #&ee4tA dflash
result["'method"] = "dflash"

I B AL



THRMEEAITIE, FEA mgoin EiEH

review T XA CI & AN A B oh FZE B

KT PR,

- B L MMETIL &R
R 58
c R TERRBETHRIOMREEZ, FHY update_dflash2 2% fo0 method BRETZIE%H
xR BB TR, KKE speculators BAZEE = update_dflash TAHRE, THEEK
dflash2 M2 E)IMAEEI, FE, target layer_ids 89 i-1 & XF dflash2 $ 2%
MRERAAZREIE, BERSRENE,
B SRR/, (XEH speculators #NFFRCA dflash2 BIER N EEIZ, BT
update_dflash2 £ H update_dflash 89324, HAth dflash XINEERZ R, XF vLLM
" B FEME speculators = HE) dflash2 =&, TEMIIMECE,

AFRms,
« RFEFRIT: BRDMEREZE , £ DFlash ZHERIIE i-1 B X

« PR #53779 [1/N][KV Connector] Identify externally transferable KV cache groups: [

PRINSZS
A speculators AN MBAXNEE R, B/RT speculators BELE WY BER,
« PR #54012 [Attention] [DCP] Use FlashInfer native CP for MLA decode: R A

speculative-decoding MBX3haE, RBRIZATUSIFEIESH



