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JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/53793

HATHE

. —A)iE: RelU2 5#74 FP8 E1LRb& NEA Triton AKX

« WEESIME: BEEKEIE, LHEHERRLE: BMEMAARNIRTNESF
relu2_fp8_qguant.py HHf A (B bf16 FR + EETE + NaN XA IBEEX
Triton NS BEA iz~ M FRZRFTFT—KR, UREEWAAS BF16 HEEEIFKIE
X — & MIELERANITRRIMNE SF quant_activation.py + base_linear.py %o{=
requires_unquantized_input 1€ 1B LB FZRREHEE] RARBAN, mMAREEE ERFH,
FEIRRA: —BAAMHERTFERXS RERFR] (%, 6 %) 5 Bl (R
ThE, +1.34% BEBRXEEE) ; —2 LoRA RS INE B REAZWEIIERA,
#H8 LoRA RREMaEERA R, BEIWNEEAN—4 LoRA JFB / RIRBIXTELERIE,

THRES B

Nemotron-H £Z %% MLP # down_proj ZBiZE [ReLU2 — QuantFP8 — FP8 GEMM]
BRERZ, BESENEF L KRTERS, PR body BAHEMRE: "Fuse BF16 ReLU2 with
static per-tensor FP8 activation quantization for compatible Nemotron-H MLP
down-projections", FE3X Triton £/ "preserves the observable BF16 rounding
boundary". #3il3EF maybe_fused_act_quant #FEH3RE QuantizedActivation, FEFEEE
2 A B oK checkpoint input scale iR =X B, RIFEEREEMLELLE (#43501)
. ER #51415 NFHREHED S #44260 BPERERYA; HWEARHN #53791 BFFRE(]
OERRNEMNER, EEHZ "No other open PR found in the duplicate-work search
implements this ReLU2-to-static-FP8 producer/consumer path",

IR

1. A4 = ERNZ (viim/model_executor/layers/fusion/relu2_fp8_quant.py, #ri
76 1T) : _relu_squared_static_fp8_quant_kernel E&HF & E %X load = ReLU — F 7
— Bt — store, ZAHEFREXNFTEAESLZIN: EH/E .to(tl.bfloat16).to(tl.float32) &
NEZHESL RelLU2 AAZEY BF16 & AR, EME R activated * (1.0 / scale) mIEMRIE
, UUIEE O2 Inductor miFH B QuantFP8; tl.where(input_is_nan, x, quantized) 3
NaN ZE(E3| FP8 Bz 5, B E &R EK relu_squared_static_fp8_quant(x, linear) &5
bf16. ZHELAME. FP32 #r&E input_scale Ei&%E, # min(next_power_of_2(x.shape[-1]),
2048) & block. num_warps E[R 4, ZKZEHEMS launch, REHE
QuantizedActivation(data, scale, orig_dtype, orig_shape, kFp8StaticTensorSym),



2. MRS RLkE (viim/model_executor/layers/fusion/fused_act_quant.py) :
_FUSED_ACT_QUANT #73¢ (ReLUSquaredActivation, kFp8StaticTensorSym) 8, H
R Y current_platform.is_cuda() and has_device_capability(90) B3EM, import EAEIS5E
REFE#8, ke _FUSED_ACT_QUANT_SUPPORT iBiak 5
_relu_squared_static_fp8_quant_supported, 1B DIMENE] 5§ [SZFREH5EHBARLE ]
A FF: maybe_fused_act_quant BESLER get_input_quant_key(linear), BRI1EIE, £
— R BIELR act_fn(x), A PTLEMHRA.

FRANKD (447#1fc034a) (vlim/model_executor/layers/fusion/quant_activation.py)

. expose_input_quant_key BE AFFEM layer.input_quant_key 2K A B A B
_input_quant_key, F#IE get_input_quant_key(layer)— XL EEHA
requires_unquantized_input B3R E None, X—H 18 [F—XKHEFLXZEZRBHCE A
BAANSATRBEREAN, B RLs=E NI RAEELE M,

4. EERESREE AL (viim/model_executor/layers/linear.py. vlim/lora/layers/base_linear.py.
vllm/model_executor/models/nemotron_h.py) : LinearBase #3&E&E 1%
requires_unquantized_input = False, BaselinearLayerWithLoRA &% A True (LoRA
adapter 2 XIGR M B JRAEHOE, 5 base layer BT REMETREMMATX)
NemotronHMLP.forward & x = self.act_fn(x) ¥k x =
maybe_fused_act_quant(self.act_fn, x, self.down_proj), &M RAH—1TEK5H,

5. MRSATHPIUE: F3E tests/kernels/test_relu2_fp8 quant.py (229 4T7) , BZ
(1,1)/(17,5120)/(128,10240) FH4R. 65536 A BF16 %wA x 7 A scale BIELAFR —3K.
relu2/quant_fp8 custom op WM XA E. 00 LHwiIF. TKE. ZEALZFRAN
fallback. A% torch.compile(fullgraph=True) T 17/31/63 token £ AR —%FMm (
compile_count == 1) ; tests/kernels/test_fused_quant_activation.py A
MockLinearRequiresUnquantized ${E 24T 4, tests/model_executor/test_nemotron_
h_quantization.py F test_relu2_fp8_ fusion_uses_registry $iE MLP @A &,
tests/lora/test_layers.py. tests/compile/passes/test_silu_mul_qguant_manual_fusion.py.
tests/fusion/test_quant_activation_contract.py EiEEFE B MEKRES LoRA 1EX,

B Xt KBS B

i] JR

A layers/fusion/relu2_ | _relu_squared_static_fp8_quant_kernel. g

#  fp8_quant.py relu_squared_static_fp&_quant

J& | layers/fusion/fused_ = _FUSED_ACT_QUANT_SUPPORT, BEXY

& | act_quant.py _relu_squared_static_fp8_quant_supported. &
maybe_fused_act_quant

#  |ayers/fusion/quant | get_input_quant_key. expose_input_quant_key N RS

29 _activation.py + BEA

FRE



B X RBES TEE
i I
4 | layers/linear.py. requires_unquantized_input IR
%  lora/layers/base_lin BE AL
% ear.py

KA

« vlim/model_executor/layers/fusion/relu2_fp8_quant.py ({3t ¥UERRE; 25| source;
2R core-logic; 5 _relu_squared_static_fp8_quant_kernel,
relu_squared_static_fp8_quant) : A~ PR 94 : #7138 RelLU2 + A FPS Bl
Triton &4 ~E, ZAHEHET (BF16 8 AZF. BIFFEE. NoN &) RETS5BA
H R TN — K,

« vlim/model_executor/layers/fusion/fused_act_quant.py (13t ¥UEREE: 25| source;
EAM data-contract; &5 _relu_squared_static_fp8_quant_supported,
_FUSED_ACT_QUANT_SUPPORT, maybe_fused_act_quant) : Faigh& B4 = H Mk
5kAAND; &N PR EIA ReLU2 & B. 5| AT per-entry support 1818, FHILIK
£ KE get_input_quant_keyo

« vlim/model_executor/layers/fusion/quant_activation.py (3R EoEmE; 25| source;
XA data-contract; 55 get_input_quant_key, expose_input_quant_key) : SHEHE Y
XAE; #FHE get_input_quant_key H1B expose_input_quant_key BRAE A B, I
Zk O LoRA AL E4FTA producer BYiZERA O,

« vlim/model_executor/models/nemotron_h.py ({3 AN ; 7| source; £
core-logic; &5 NemotronHMLP.forward) : BRIMIEgrE—HE N &
NemotronHMLP.forward B maybe_fused_act_quant BB RAREE R, 2L
S —4TRE,

« vlim/lora/layers/base_linear.py (#3& EFKIEES; KA source; A core-logic; F5
BaselinearLayerWithLoRA.requires_unquantized_input) : FSAEIREE NI BIT% 5. LoRA
WEEE requires_unquantized_input = True, {EFTA MY adapter 2 X &Mt ERE
R EMHUE R,

« vlim/model_executor/layers/linear.py ({21 &M E; 7 source; A data-contract;
45 LinearBase.requires_unquantized_input) : A requires_unquantized_input 322k
AME False, EXFIELMESSTENMAREHNELIE X,

« tests/kernels/test_relu2_fp8_quant.py (R WAENR; K5 test; KA test-coverage
; {55 test_relu2_static_fp8_quant, test_relu2_static_fp8 _quant_all_bf16_values,
test_reluZ_static_fp&8_quant_falls_back, test_reluZ_static_fp&_quant_torch_compile_d
ynamic) : 229 {TEEMEAM KA PR BUIEFMIFFE: £ BF16 R0 (8 bR AT bL.
custom op JREIML. THRIFEIZ. fallback 5517 shape EmiZwiFE A,

. tests/kernels/test_fused_quant_activation.py (13t RAZOMR; 25| test; LR
test-coverage; 5 MockLinearRequiresUnquantized,
test_maybe_fused_act_quant_preserves_required_unquantized_input) : BRARSIED
B ELANR, F MockLinearRequiresUnquantized S5 R AR, $izE ZREUGEEES



JRIBOE R A ER | B94T A,

XEFE: relu_squared_static_fp8_quant, _relu_squared_static_fp8_quant_kernel,
_relu_squared_static_fp8_quant_supported, maybe_fused_act_quant,
get_input_qguant_key, expose_input_quant_key, NemotronHMLP.forward,
test_reluZ_static_fp8_quant_all_bf16_values

RPERRD B

vlim/model_executor/layers/fusion/relu2_fp8_quant.py

A PR B9 ¥13E RelU2 + 8874 FP8 E1b8y Triton Bh&4A=#H, =ZRHEHAYT (BF16 &
ANZR. BlIBERA. NaN BE) RET EBRAETFHNEFTH —KMK,

# vlim/model_executor/layers/fusion/relu2_fp8_quant.py
@triton.jit
def _relu_squared_static_fp8_quant_kernel(
x_ptr, scale_ptr, output_ptr, num_elements,
FP8_MIN: tl.constexpr, FP8_MAX: tl.constexpr, BLOCK_SIZE: tl.constexpr,

offsets = tl.program_id(0) * BLOCK_SIZE + tl.arange(0, BLOCK_SIZE)
mask = offsets < num_elements

x = tl.load(x_ptr + offsets, mask=mask, other=0.0).to(tl.float32)
input_is_nan = x = x

relu = tl.maximum(x, 0.0)

# RS RelLU2 WAZK BF16 M A LT ABERNAR bf16,

# ERAANZS ReLU2 — QuantFP8] RERBRZEFH —HK,
activated = (relu * relu).to(tl.bfloat16).to(tl.float32)

# X5% 02 Inductor RIFHE QuantFP8: B33k FE a3k,

# MAREERU scale, TENRAAENEREFM,

quantized = activated * (1.0 / tl.load(scale_ptr))

quantized = tl.maximum(tl.minimum(quantized, FP8_MAX), FP8_MIN)
# NoaN FERFES FP8 Rz /5, TRLEREETFEHNERITA,
quantized = tl.where(input_is_nan, x, quantized)

tl.store(output_ptr + offsets, quantized, mask=mask)

def relu_squared_static_fp8_quant(
x: torch.Tensor, linear: LinearBase

) -> QuantizedActivation:
"""BF16 RelLU2 followed by static per-tensor FP8 quantization.
# RAREBERM: bf16 + ELMF + FRE FP32 #47E input_scale,
# A—&HFHWE fused_act_quant B9 support 1BE ERETHAT.
assert x.dtype == torch.bfloat16

assert x.is_contiguous()

scale = linear.input_scale

assert scale.dtype == torch.float32
assert x.device == scale.device
assert scale.numel() ==



output = torch.empty_like(x, dtype=current_platform.fp8_dtype())
if x.numel() != 0:
# BEE—HE block FHM, #% hidden size 8K (40 10240) B
# M5 AABEE kIF—X R mgoin B cap it a little bit" &I,
block_size = min(triton.next_power_of 2(x.shape[-1]), 2048)
num_warps = min(max(block_size // 256, 1), 4)
grid = lambda meta: (triton.cdiv(x.numel(), meta["BLOCK_SIZE"]),)
_relu_squared_static_fp8_quant_kernel[grid](
x, scale, output, x.numel(),
FP8_MIN=_FP&_ MIN, FP8_MAX=_FP8_ MAX,
BLOCK_SIZE=block_size, num_warps=num_warps,

# HIEERE QuantizedActivation: T FP8 &I EE quant_key Bkt B &8
# MANEM, FHEA checkpoint B HY input_scale, #HR—_KE,
return QuantizedActivation(
data=output,
scale=scale,
orig_dtype=x.dtype,
orig_shape=x.shape,
quant_key=kFp8&8StaticTensorSym,
)

vliim/model_executor/layers/fusion/fused_act_qguant.py

FohmSWAE~EIMEREIREZAND; K PR ERIA ReLU2 & B, 5| ANT#%MH per-entry
support 1818, FHILIKRLZBE get_input_quant_key,

# vllm/model_executor/layers/fusion/fused_act_quant.py

# (BUERIRER | JHTRE input_quant_key) -> RAEETE

_FUSED_ACT_QUANT: dict[tuple[type, QuantKey], Callable] = {
(SiluAndMul, kFp8StaticTensorSym): _silu_and_mul_fp8_static,

def _relu_squared_static_fp8_quant_supported(
act_fn: torch.nn.Module, x: torch.Tensor, linear: LinearBase,
) -> bool:
"""Return whether the RelLU2 static-FP8 producer can consume this input.
#OEMR (BUEER , B key) ANE, BEREETHBRNMAEE:
# bf16. ELAF. FHRE FP32 45 & input_scale H—FK,
scale = getattr(linear, "input_scale", None)

return (
isinstance(act_fn, ReLUSquaredActivation)
and x.is_cuda
and x.dtype == torch.bfloat16
and x.is_contiguous()
and isinstance(scale, torch.Tensor)
and scale.dtype == torch.float32
and scale.device == x.device



and scale.numel() ==

# AEIERER: RBIDHNEBRIF O key BIRAE 89IHIE X,
_FUSED_ACT_QUANT_SUPPORT: dict[

tupleftype, QuantKey], Callable[[torch.nn.Module, torch.Tensor, LinearBase], bool]
1=1

# %B&12 R SMI0+ CUDA LISIEN, HEILE import #AIRF & REAVEM,
# AXIFNFEERIAHRAEEME,
if current_platform.is_cuda() and current_platform.has_device_capability(90):
_RELU2_STATIC_FP8 KEY = (ReLUSquaredActivation, kFp8StaticTensorSym)
_FUSED_ACT_QUANT[_RELU2_STATIC FP8 KEY] = relu_squared_static_fp8_quant
_FUSED_ACT_QUANT_SUPPORT[_RELU2_STATIC_FP8_KEY] = (
_relu_squared_static_fp8_quant_supported

def maybe_fused_act_quant(
act_fn: torch.nn.Module, x: torch.Tensor, linear: LinearBase,
) -> "torch.Tensor | QuantizedActivation":
""Apply act_fn, fusing the downstream linear's input quant when possible."""
# & get_input_quant_key MIEEFEILEME: LoRA XEEERIHEIEN
# OB ELIEAIK key Fai A None, MifataE ER B 480E B2,
key = get_input_quant_key(linear)
if key is not None:
registry_key = (type(act_fn), key)
producer = _FUSED_ACT_QUANT.get(registry_key)
support = _FUSED_ACT_QUANT_SUPPORT.get(registry_key)
# B FEBR AR BRIARAT, RIEBRA £ ET AR,
if producer is not None and (support is None or support(act_fn, x, linear)):
return producer(x, linear)
return act_fn(x)

viim/model_executor/layers/fusion/quant_activation.py

HERE AU I3 get_input_quant_key HFE expose_input_quant_key XA B FE B M
, BIPEID LoRA BHKIELS E4FrA producer BYIZERA O,

# vllm/model_executor/layers/fusion/quant_activation.py
def expose_input_quant_key(layer: torch.nn.Module, kernel) -> None:

"""Store the kernel's pre-quantized input key on the layer, if any.
# ARRFERE QAN RS key, EHARRBME;
# XFIME—2 get_input_quant_key I2E, oL ZROHE T,
key = kernel.input_quant_key()
if key is not None:

layer._input_quant_key = key

def get_input_quant_key(layer: torch.nn.Module) -> QuantKey | None:



"""Return the pre-quantized input key the complete layer can consume."""
# REEEEEAAEEREMBENS X (Flin LoRA adapter) ,
# MBEAXIAMEMMA: £7EFERA plain activation, FALEEZ L,
if getattr(layer, "requires_unquantized_input", False):
return None

return getattr(layer, "_input_quant_key", None)

# vllm/model_executor/layers/linear.py
class LinearBase(PluggableLayer):
# AR EMRIMAN; TEREFCENTLBETEENAN True,

requires_unquantized_input = False

# vllm/lora/layers/base_linear.py

class BaselinearLayerWithLoRA(BaselLayerWithLoRA):
# LoRA adapter XL BB RIHBE, 5 base layer ZHHEH FF
# MEMBETLR, EWEXEE NSRRI,

requires_unquantized_input = True

N
1. AEMEBEER (BAR) : mgoin EERXH L EEAHFEABKEIRZ—"We are just

about to land the manual version of ActivationQuantFusionPass using this here
#51415, so if you wouldn't mind integrating with that I think it'd be best", E&Z#%Z
TXANAmE, &3 #51415 #FEE "moved the producr to maybe_fused_act_quant
registry keyed by the downstream input_quant_key", & T R &
VLLM_EXPERIMENTAL_NEMOTRON_SHARED_RELU2_FP8_QUANT ¥3EFF %, A K
HIT TP E5 custom op FFXH custom op X,

2. RAZBECE AL (BEAER) : mgoin 8 "Probably worth tuning/capping this at least a
little bit for different sizes", 7E&3E BLOCK_SIZE kA
min(triton.next_power_of_2(x.shape[-1]), 2048), num_warps R block A AEHT 4,

3. B E5MERIIN (BEAER) : mgoin 3} "nit: would just remove the Bf16 for the name
overall" 5 "Also requires >= smd0", AR EMEILA relu_squared_static_fp8_quant /
_relu_squared_static_fp8_quant_kernel, M0t requires_smd0 (

current_platform.is_cuda() and has_device_capability(90)) skipife

4. FRHAEKD L LoRA BRAML (BEAAR, & PR &AMERIRITUKSK) : mgoin &8 "]
think we could put most this logic into _relu_squared_static_fp8_quant_supported,
any reason not to? Do we really need to care about the custom op choices?", KEJE X
X c1fc034a "Simplify. Fix lora generally and move checks out of model def" %&3ith:
A E R BHEM gating, LoRA BIRUEEUEE KZEBK requires_unquantized_input B4
fIH get_input_quant_key —4b38, HIRAZERAFEIRM relu2 / quant_fp8 By custom
op &,

5. (MR AER ((FEE B3R, R#ERI) : PR #REAH "The exhaustive bit-exact
claim is specifically against the default, separately compiled O2 native ReLUZ2 and



QuantFP8 boundary ... It is not an all-custom-op-dispatch or
end-to-endmodel-output claim", FHEMREEREAIAKHEE campaign "is underpowered
and doesnot establish a decode improvement or rule out a regression,

6. mAEER.: claude[bot] B PR XA fork M 2B shEHF ("automated review is
disabled") , CodeRabbit X &&IL—3 review 44 "No actionable comments were
generated"; mgoin F>X APPROVED, #H&ZAH®H viim-bot &3,

s BEANBHRAFHRAED #51415 MmIEE ZE custom op (design): BFIFRFXERAEN
gating, XA _FUSED_ACT_QUANT ST A (BUEEAE | input_quant_key) AHE
ME~E, BREMRERE—ITRA,

- IHEAEHE LUKH support 1BIFAFFE AN LoRA 32 (design): 3K c1fc034a "Simplify.
Fix lora generally and move checks out of model def" $&3#h: ¥
_FUSED_ACT_QUANT_SUPPORT ig1E%&, LoRA 33 requires_unquantized_input +
get_input_quant_key FERFARABMR, RALFFEIKBIRIFENS custom op ¥,

« Triton 4% block 5 warp BBEEZ& LR (performance): fEEEE 52, "
BLOCK_SIZE now uses min(next_power_of 2(x.shape[-1]), 2048), and num_warps
scales with it up to 4", EBHRE x.numel() == 0 BBk launch,

- ISR B2 BML (style): B E 4L A relu_squared_static_fp8_quant 5
_relu_squared_static_fp8_quant_kernel, dtype R H R EKA assert 5§ support 1B1EFk
Tk,

<OMIREZE SMI0+ [ IHE (testing): I3 requires_smI0 skipif, BEIZGLEAL, 54
=R R E SMI0+ JEM &G RIF— K.

- AAEHART S BE A SERE SRR EREE BN R (correctness): ARMI X
_assert_fp8_bitwise_equal EREW = BB A, HE
test_relu2_static_fp8_quant_ignores_custom_op_dispatch FEIELE RS custom op FF
KTK; mEPRMERELE LIRS N A M IR,

R 5 B

- RS

1. fAE# S Inductor £RXNELEMREE (EFM) : relu2_fp8_quant.py BIERIEIE X &
& 02 Inductor A QuantFP8 4 X KIMRAS 5 sL By —— Bl E e e dERRIE. BF16 HiF]
A, NaN BEME, 1FEFANBIERIERARENNES: € BF16 PlESAERE,
B shape 281F 1,116,386 5 2,232,217 Mgl FH L £T W, —B
PyTorch/Inductor BRZRED A& KRS (4038 1/scale EETBRKERIE) , BFFH
— MBSk, IFEMRAE assert_fp8_bitwise equal T BEEEKE, AWHERAEE
ANREMARFREE R —EXEREZNIRX torch BRAA RE R,

2. LoRA MR S /A% 1F] (MAEEIRE) : BaselinearLayerWithLoRA.requires_u
nquantized_input = True Z# get_input_quant_key ©FIZEGEN(L, AR R EA
PR #) ReLU2 &A=& LoRA BEE L#EIH, (SiluAndMul, kFp8StaticTensorSym)
SHAFIRMEE T ERHESREAEERAZ, XZEERERLHERRE, B
LoRA RRE IR A& EFaimaUkss, PR IRKLA T LoRA ZRMMAELKIE.,



3. REAMU B FaMRY (43P M) : requires_unquantized_input BRIAA False, FEfE
A (B—HKAXFERBEE] WHEREWRSICER, RafdRIkEITEE0EH+
wEEE s, BREIRA tests/lora/test_layers.py::test_lora_linear_requires_unquantize
d_input 5§ MockLinearRequiresUnquantized BN B SFIP X KAE X,

4. IBERBRAAT (GRIF—3kE) . _FUSED _ACT_QUANT_SUPPORT % support is
None BY TT4&454T, BURA B IEIAEM S B RFFIBIEX; #3% producer &XICEMIB
i#H, WRKEESBL, EELUER "Optional per-entry predicates preserve the
unconditional fallback contract" & RAIAXE—DNZ|ZE B TTAAERIA.

5. SREPRKEIEREARE (HRELEWRIR) © AZELR 6.09x/6.31x B2H &K (BRRFX
MEPAER) |, ESEAEIER B RIRIRES 6a9bb4080b: FHE MLP WA -18.79%.
prefill-heavy ERELE +1.34% (BLX 95% X[ +0.05% ~ +2.64%) . KHiH
TPOT #1& -0.01% (X |8] -5.68% ~ +5.99%) ., E& B S EBHi% campaign "remains
directional rather than a current-head claim", 7T REE b & FRARRD T EIR

6. FEE5MEIER: e RE CUDA SMI0+ M, SM80/A100/ROCm =&+ REZ,
EIXFEAE; 1B fused_act_quant.py 7 rebase HAlEZ F R (d40d226 Tk "#
Conflicts: vlim/model_executor/layers/fusion/fused_act_quant.py") , tERZ XM=
FA—BHE& LA, B4 PR EEREHIF. - ®m: AFM: Nemotron-H &% (
4% Nemotron Ultra NVFP4, 550B % checkpoint) ¥ Hopper/Blackwell LRSS B, +
FE X MLP 89 down_proj RIBEEZREY 6 FHAZLZNRESL 19% B9EF MLP
NAZETE] TR, 3RB3RRI A /MR prefill ZotBokE; HMER, HMbEMTE.

SMI0 U T RETAREFRE., Z4M: QuantizedActivation BISEBFHERAWYT B —
3B BE ST requires_unquantized_input, expose_input_quant_key BYJ&E MR 1LEK
T A B input_quant_key B9 (maybe_fused_act_quant. sk mock R
XA _input_quant_key) , ERXRFIEFshEES producer AR B R AE B,

support IBEIfZEIEFE =4, HAM: X PR 5 #51415 (Fah@éEn) |
#44260 CHBERZA) HEMLT DEMR + "4ERE + BBANIRE NFaREER
, B8 S—4 (activation, quant key) BEERTE AR —FZE; %#P#FE c1fc034a
Bk OHE TREAERREEE gatingl TR T ENTFFARE, - RRARDS: FEH
M5 Inductor £ MALEMES , LoORA FEFIRISWEMARRXET ,
requires_unquantized_input BFaMR A ZIRFEH , support 1R ERK ISERIATKAT , 37
FPRUR IR R AR |, & XM %R rebase R

RTINS

« PR #55309 [Qwen3.8-Flash-Next] Fuse PLE residual and QSA output gate: R A [H
Triton AEE RS HERERE. R ARIFHEREAZLR] WREXTE, LGRS
EXEBH—E oracle (3% PR X5F BF16 & AR, &K PR X5+ 02 Inductor B9fEI%k
x5 NaN £4%) .

« PR #55071 [LoRA][Refactor] Unify multimodal LoRA token count hooks: [E#£7 LoRA
S5EAZEOZRZELERNT / BA; K PR M BaselinearLayerWithLoRA JEA
requires_unquantized_input BEAMNE TR —£ MHEEAFHRE RKSKE|G—FE 0] R,

« PR #54965 [ROCm][Perf] W4A16: keep skinny GEMM zero-points packed 4-bit: R AE
AR RS EEREETE (FREW) , HRRAEXRZTARBERR / HEHZNED



FRFEFERMEIE X, TEAAR PR ALRAIRIT BRI RS,

« PR #56773 [Bugfix][CPU] Fix DeepSeek-R1 (FP8 MLA + MoE) correctness on CPU
backend: FlB& FP8 EMEFRF G / B2 LH—KMIE; % PR & CPU £ FP8 fn#k
5 MLA RREHE, 54 PR X3 TH—HMEEXESFPUTRE LAM—3K BEEE

2Fo



