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JRSCEERE: http://prhub.com.cn/vlim-project/vlim/pull/53785

PATHE

. —A]iE: A GLM-5 B masked MHA prefill, BSeREN N EEIR)

« WEDME: BEEHEIL. ROELS: —& _use_sparse_mha IhERS 4 E AR ER R B ERIE R
1T, — R RBRERREMAE. workspace BR{TH HNEBESFIEES; =234 PR
#52512 BEHRWEVIMEE AN, TR benchmark IR B RES RS 32K U LB EER
B, EANTOIEA G, MAEKBR MLA A XERE T2 AR,

THRES B

PR body BA# B#rA “enable the sparse-MLA masked-MHA prefill path for the GLM-5
256/256 QK/V head dimensions”, tEI GLM-5 REE#£ sparse MQA, 4 prefill 2E3R A B 1R
B SZM FlashMLA 4f prefill £ TP1/2/4/8 89 MHA/MQA XX & AN
8.5K/20.8K/52.8K/116.8K tokens, FlashInfer TP4 £ 4K Bt MQA ZE3R Z masked MHA #
4.70 /£, KFE K, itiLT simon-veitner-redhat 3384 PR #52512 short-prefill 7o
¥IE3% dense MHA. indexer Bkit top-k. sparse MQA 4% -1 AL P X FHKEE token
A dense MHA, & PR REZBEZRSILMIERREEEEPIT MHA 5 %o

SRR

1. BBEREREM (vlim/model_executor/layers/attention/mla_attention.py) : 18
forward_impl NEBXE) dense/masked MHA ¥ E# AFE F 7% _use_sparse_mha(), &
wEx DSV32 MASKED _MHA_THRESHOLDS 248 _MASKED_MHA_THRESHOLDS
, 4 (gk_head_dim, v_head_dim), 184 backend — TP — (4 prefill Rjal%& , %L
TXX[E%) ; _use_masked_mha() BEZFIELE S has_context 3, DeepSeek
192/128 \BHBMERAIRE, GLM-5 256/256 #iii4kE, XitBBRREENETHER, &
LT E R E MR,

2. BAEMFEEAN (viim/models/deepseek_v32/attention.py) : B
supports_dense_mha_prefill = False (R& R True) , ¥ _sparse_indexer_and_attn
HRI|ITHZRIFEAN MHA 9% FP8 query BtX q_pe #40 rotary_emb, &N & FA#AY
H X BEAH maa_g, BHE g_nope BIAA forward_impl, XFRXITH GLM-5 By
masked MHA, Hf&£ PR #52512 iR BHEE token FHiK,

3. workspace =35 (vlim/model_executor/layers/attention/sparse_mla_attention.p
y) : RBEZE 128 MiB 8 masked_mha_workspace_fits() #&3&; KEEEZ A FITE 32K
U IR 8], (BSZFRBATIIL workspace BE N, BIRIERBEIEIRER sparse MQA



, KRS FIRTLIHA
4, RETAERE (benchmarks/attention_benchmarks/) . benchmark.py #rig
model_parameter_sweep % #F, — X num_qg_heads=64/32/16/8 (Xt TP1/2/4/8)
: mla_runner.py #3% FLASHINFER_MLA_SPARSE # query_format BL B 5 52|
masked MHA =, (B35 batch ¥ & topk mask workspace) ; JA ¥ GLM-5 L&/
E mla_sparse_masked_mha_vs_mqa_glm5.yaml,

5. KE5 MR : cmake/external_projects/vlim_flash_attn.cmake I&E pin 3|
MatthewBonanni/flash-attention@8f844a0 (& head-dim-256 mask_mod %3¥F) , L
EHEEBRR VLM EFSE: MR 4 A GLM-5 Ba S35 MER. workspace &F
TMHXE DeepSeek V3.2 dispatch MR, BE4A prefill 2% ETX. Flashinfer 54 %
BRI,

KB

« vlim/model_executor/layers/attention/mla_attention.py (13t SEFZEHE; 23| source;
A data-contract; &5 _use_sparse_mha, _use_masked_mha,
_MASKED_MHA_THRESHOLDS) : BWESHZBEFTAE: $3E _use_sparse_mha 54 &
SR {Ex MASKED _MHA_THRESHOLDS, #&E GLM-5/DeepSeek i prefill & masked
MHA 3% Z sparse MQA,

« vlim/models/deepseek_v32/attention.py (#i3k #AEN; K5 source; A
data-contract; 5 _sparse_indexer_and_attn, supports_dense_mha_prefill) :
GLM-5 & | DeepSeek V3.2 JEE AEI,; KE supports_dense_mha_prefill, H7&E
_sparse_indexer_and_attn FEIEHIT MHA 0%, 155 PR #52512 B E#K,

« vlim/model_executor/layers/attention/sparse_mla_attention.py (#£3R STEAHE; 25
source; A data-contract; &5 masked_mha_workspace_fits,
GLOBAL_TOPK_MASK_MAX_BYTES) : masked_mha_workspace_fits 5
GLOBAL_TOPK_MASK_MAX_BYTES FTEX 4, ZEERBERZIMNAIE workspace BBIRAIX
RE_ETFI,

. tests/v1/attention/test_mla_backends.py (#3k BReMiR; K5 test; LA
test-coverage; %5 test glm5_masked_mha_pure_prefill_routing,
test_glm5_masked_mha_context_routing, test_glm5_flashinfer_masked_mha_routing,
test_masked_mha_routing_is_dimension_specific) : #3E 4 A GLM-5 BB SR
54 EREMIR, B FlashMLA/Flashinfer B4k prefill 5% % T XH1E,

. tests/model_executor/layers/test_mla_short_prefill_indexer.py ({&3k &3| LMK; K5
test; M test-coverage; 5 test_deepseek_v32_dispatches_selected_mha,
record_forward_impl) : & DeepSeek V3.2 7 selected dense MHA TIE# dispatch
3| forward_impl BIEYINR, FHIEEE token HERE I,

« benchmarks/attention_benchmarks/benchmark.py (#3k EET B 25| source; £&
core-logic; &5 main) : X3¥F model_parameter_sweep, —X¥3A# TP1/2/4/8 XtRiHY
local q heads, Z2IREEH B{EREKIERIR,

« benchmarks/attention_benchmarks/mla_runner.py ({&3k FE g T B 25| source; £#R

dependency-wiring; 5 get_prefill_backend_config, _run_mla_benchmark_batched) :
3 FLASHINFER_MLA_SPARSE # query_format . & 538%| masked MHA =R, B



&% batch ¥4 topk mask workspace, %#% FlashInfer BB 3{E X4,

« cmake/external_projects/vlim_flash_attn.cmake (3R ¥ZEBIAR; 5| other; £KH
core-logic) : IGEE FlashAttention pin 2|4 head-dim-256 mask_mod XIFHIMA
fork X, EIRERIEKE, LBFEHEERIEACE,

XEFE: _use_sparse_mha, _use_masked_mha, _sparse_indexer_and_attn,
masked_mha_workspace_fits, forward_impl, run_mla_benchmark

KR B]

vlim/model_executor/layers/attention/mla_attention.py

*Z/Q\Egéigiﬁﬁﬁ%—t' ,%ﬁ'ig _use_sparse_mha Eéﬁ}g@%[] ]&]’fﬁ%
_MASKED_MHA_THRESHOLDS, &Z GLM-5/DeepSeek 8 prefill & masked MHA %2
sparse MQA,

LT & MLAAttention._use_sparse_mha BIEEEI, RILEEHKREEES workspace RESF T
BRIt

def _use_sparse_mha(self, attn_metadata: "MLACommonMetadata") -> bool:
"RE sparse MLA By prefill M ZE £ masked/dense MHA MR 2 sparse MQA,

ZRERIB R NBATE forward_impl FE9EEBRFEME, FIL
(gk_head_dim, v_head_dim) #E A& MASKED_MHA_THRESHOLDS %B %,
{ DeepSeek 192/128 5 GLM-5 256/256 SARREE T UE B K H,
prefill = attn_metadata.prefill
if prefill is None:
# 5% A prefill THIE (Flings decode MHER) R EBEE%S MQA
return False

use_masked_mha = (

# JEm M E R EFF masked MHA, B DCP R B AR X#FZ mask 8 X

self.prefill_backend is not None

and self.impl.masked_mha_available

and self.impl.dcp_world_size <=1

and _use_masked_mha(
backend_name=self.attn_backend.get_name(),
tensor_parallel_size=(

self._vllm_config.parallel_config.tensor_parallel_size

),
gk_head_dim=self.gk_nope_head_dim + self.qk_rope_head_dim,
v_head_dim=self.v_head_dim,
query_len=prefill.max_query_len,
seq_len=attn_metadata.prefill_max_seq_len,
has_context=prefill.chunked_context is not None,

)

#E WY BEE 128 MiB workspace 2R TH, F®atthEER MQA

and self.impl.masked_mha_workspace_fits(prefill)



# dense MHA ® short-prefill indexer #4518, masked MHA B REE KRR T ;

# A E—aPRE MHA, KRIEAF EREE MQA,

return (prefill.use_dense_mha or use_masked_mha) and not (
self._vlim_config.attention_config.sparse_mla_force_maqa

)

vlim/models/deepseek_v32/attention.py

GLM-5 £ B DeepSeek V3.2 SEEAELI; &E supports_dense_mha_prefill, 31
_sparse_indexer_and_attn FEIEHUT MHA 4%, B8 PR #52512 B E K,

LT & DeepseekV32Attention. sparse_indexer_and_attn B ##H MHA BiTH X, LT &
BT EEZ A

# 2T DeepseekV32Attention. sparse_indexer_and_attn ¥, &3| BITHZEZ A,
# 58 prefill ZWH BT E dense/masked MHA, AFLEXEEIEHIT MHA,
# BN indexer Bk top-k T4, JE4L sparse MQA J§H % -1 EAMNEHX
# = HEEE token (PR #52512 YRE A dense MHA) ,
if self._use_sparse_mha(attn_metadata):
assert kv_c is not None and k_pe is not None
# FP8 query & q_pe REEBMiEEHRE,; I FP8 B REEES AME L2 XM maa_q
mha_qg_pe = self.rotary_emb(positions, q_pe)[0] if self._fp8_query else mga_qg
# masked MHA EZ3E nope 5 rope FEELHHE 256 489 QK head
mha_q = torch.cat((g_nope, mha_qg_pe), dim=-1)
# 5 decode #H forward_impl, #&iE CUDA graph ##3R5 EBITHA—K
self.forward_impl(
mha_q,
kv_c,
k_pe.unsqueeze(1),
kv_cache,
attn_metadata,

output,

)

return
WS AE4

O REEDBE simon-veitner-redhat 5§ MatthewBonanni &322 B 6010

- workspace 5K Bk —M: simon-veitner-redhat & & F IR E E LB 128 MiB
workspace, SZFREEEER K4+ E workspace R &ML, MRS RIDR T AR
32K IR X &, —EBHEKRES, MatthewBonanni BRAREKEEEZAEIEE 32K UK
REX 8, WUE workspace LFRIAESHKBEI R A, masked_mha_workspace_fits() sz
BRASTE, FHFE test_ masked_mha_workspace_guards_long_routing_policy 3&iF K%K
BB ST IIEL, reviewer A LGTM,

« FlashInfer B& B RAI$Z: simon-veitner-redhat 8 GLM-5 £ A DeepSeek V3.2 #§ DSA
I, SM10 Lt local heads <16 (Bl TP4/TP8) A&ttt Flashlnfer, FTIARA TP4/TP8
A Flashinfer ££4% 8, 53MEHE—K.



« RMEEKEYT: simon-veitner-redhat 12EE PR #52512 short-prefill T IEE dense

MHA BRI E k4T, indexer Bkid top-k. sparse MQA B % -1 23X FKEE token

; AR PR &% & dense MHA BT MEEPAT MHA 4%, mAEN

_sparse_indexer_and_attn B R4 %5 test_deepseek v32_dispatches_selected_mha &

« OREREIN: TP MU B EHANTEE. plot HARTHRE K B200 &FEME, HIRZNLIE,

« 128 MiB workspace 5% B % 32K WU LB B—2M (design): MatthewBonanni E &
. REEERABIDTE 32K U IR 8 LUE workspace LIRIAEEIEA, workspace
KERMIRATI, FH test_ masked_mha_workspace_guards_long_routing_pol
icy IR B R T TIEL,

« FlashInfer B eE{&#& local head #5 GLM-5 £ A DeepSeek V3.2 (question): 2%
AI$E: TP4/TP8 8 Flashinfer B{EIZSZMADAN, TP1/TP2 REE Flashlnfer & B,

- K& dense MHA /R %, PR #52512 E £ token E#K[EY3 (correctness): 4~ PR &
_sparse_indexer_and_attn # 8 X3 MHA 2o %31t forward_impl EERAT, g
test_deepseek_v32_dispatches_selected_mha B & ; reviewer &% LGTM,

« MIRFT o ME: BEMIAKREZ workspace 3= (testing): MatthewBonanni ¥ %
test_masked_mha_workspace_guards_long_routing_policy, 3&iF
masked_mha_workspace_fits £FELBKTELH,

 FOERLE 5 AKIE (style): BEE&FHBEE; plot A5 B200 HIEHREHRE,

R Fe5 %
o RS

- REBERGEE workspace REA: RBRILF 32K U ERMXE, B 128 MIB
workspace EE _LRERE A prefill 883 32K LB EZFRASeT; YR(H
masked_mha_workspace_fits &, RKEXZEFAE workspace K/NERZD FitRkiEX (
mla_attention.py 5 sparse_mla_attention.py)

- &8¢ FlashAttention fork pin: cmake {&K# MatthewBonanni/flash-attention@8f844a
0, #&_LEJF vLLM B FlashAttention ©E&HFEE, pin WREARK, SIFRIAMELT,
T N B m AT A A2

- dense MHA & B Xt DeepSeek V3.2 242 DeepseekV32Attention # GLM-5 £ H
, _use_sparse_mha = _sparse_indexer_and_attn #4 X BE(TEE 1R 3R E E B "R
EER, BT prefill BIREE,

« CUDA graph #3K / ER—EKM: RXALFA LI 1EE Fix GLM dense MHA routing
under CUDA graphs”, %&BA graph ##EHA5:54TH#8 metadata T EEFEK kernel &
FARA—HK,

< MRBEFR: FHEMRZ A CPU #MER #R, ESL GPU #ERE 2K/
Buildkite CI 5 B200 benchmark, B ®E)3IEZES M BTN,

« GLM-5/GLM-5.2 B : sparse prefill EZF ik, FlashMLA #E TP1 8K XA, TP2
20K KA. TP4 48K KA. TP8 112K A4 prefill & masked MHA; Flashinfer



TP4 36K, TP8 64K LNRAHZ % EF L TXHREMXEE, @ REBsIER
MQA, T AR

« DeepSeek V3.2 AF: dense MHA EFoTH, 4 prefill RIGMRE, RAREERFEES
token Fi#&,

- FIRAE TH2: BEEHRME— DeepSeek B EREH AREE. faim. TP HLRMEKEEX,
AR NN ; EETEXST local head sweep REH, &R TFHA MLA &R
; CI ¥/n FlashAttention fork #¥z&, FIR#tEY,

« HURSEE: SEEA prefill B2, BIXX sparse MLA (DeepSeek/GLM %) 43K,
HMER AT A TN,

« REEFRIT: BT BEABIZREE |, IGIHMKEL flash-attention fork pin, REE K5 EE
workspace &3 & , CUDA graph #3K / EXEEE KM% , AE£FHRE)T (PR
#52512 3) , ESZ GPU 3#3smMiR&k# Cl

K ERRK L

« PR #53878 [Perf][GLM5.2] Fuse sparse MLA Q concatenation with head padding: [E
A GLM sparse MLA prefill MgESRAY, B&5h sparse_mla_attention #H %12, 54K PR
FIRR GLM-5 B AR B th gE k.

« PR #54012 [Attention] [DCP] Use FlashInfer native CP for MLA decode: FlashInfer
MLA JE3g8E /583, A PR A FLASHINFER_MLA_SPARSE 3%/ masked MHA B g5 &
BX ¥, —FHLF Flashinfer MLA G £ T,

« PR #53183 [Model Runner V2] Use MRV2 for all models by default: MRV2 B8k K ERIA
BEAGRITERIZ, A PR B forward_impl/_use_sparse_mha IE&Z MRV2 T
DeepSeek/GLM %3 prefill B9 E 842,



