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HATHE

« —A]iE: HiSparse #138 host-resident #Ei MLA AL E, GPU EAT spill EENANE

- WESNME: EERKIE, LHBINKTWE: —& HiSparseCoordinator B
dirty/clean/unpinned R&HLE transition_watermark KA it, XZ write-back host
BIEFMEZS; —2EEEBIAIEES R IRSEFIRE build_connector_meta &8 3%
E has_sync_kv_loads, ZIEfF vLLM ZEERZANEHRM,; =2
HiSparseMLAIndexGroup.convert_decode_logical_to_physical_topk X% token decode

(FZAIEIE) B9ZEN swap_in SHiHAEMEHE; WMWRE review % TF connector 24,

CUDA graph replay ‘RESE B S0, SEFBIEM vLLM BE / PUTHMN BN R,
BIRBEMNKE njhill fENFEORIFL A, FEL PR BHIEEERLATEMIR/NT,

THRES B

K b T XH B MLA decode B KV & FmAE GPU BEBAEE, BRAE #46326 1 KV ¥ host
, BT RERGTEREEFMAZX, PR body BAFILEAZITSIHL: "Unlike the original
always-host-resident design in #46326, this implementation keeps as much KV as
possible in the normal device cache and spills pages to pinned host memory only when
GPU capacity must be reclaimed." BirZib#HEIEE K indexer EHEARIFIRETE. EF
ABT %A, FEERR MLA JR KV W ELRY EE| host %, MikiF GLM SFEAE
K ETFX (20k/32k/60k) ) decode 3%,

SR/
SLIART 5 IR

1. KV cache T@#xl (vlim/v1/hisparse/layout.py) o create_hisparse_layout 3EFE
MLA # cache spec M3 : host-resident source group (HISPARSE _SOURCE) .
ZEIEE indexer group (HISPARSE INDEXER) . % indexer TUA/IND4RHY resident
groups (HiSparseResidentSpec) 5&1EXKEZEEEfhogroups (HiSparseHotSpec)
_partition_hisparse_specs ®E source/indexer #EE BIE4 DeepSeek V4 [E4E )L T;
get_hisparse_host_pool_bytes M hisparse_host_pool_gib & host W&,

2. AERIA (viim/v1/hisparse/coordinator.py) . HiSparseCoordinator #& host 3
A, host RIBE M 5IEEIRASHL:  HiSparseRequestState BETAR A dirty ({X GPU
B|A&) — clean (host BIAZEK) — unpinned (B3| ARK. MWTER) =4
_ACTIVE_TAIL_PAGES = 2 fRIEE XITHT B AN A SBEIRATRH ;



transition_watermark = max(hot_cost, num_blocks // 10) #=R&|3ERKFF M host IZEXAY
fil & KA ; spill 33T build_offload_command T4, B host W REH# N ZBREZT XAAI
&% (_PendingPublication)

3. HHEERBAL worker $(3E#MIE (vliim/distributed/kv_transfer/kv_connector/v1/hisparse
/connector.py + worker.py) . HiSparseConnectorScheduler.build_connector meta &
H I8 offload 44 . host CoW ¥ . row mirrors fiR3k ID $T &2
HiSparseConnectorMetadata, #&E scheduler_output.has_sync_kv_loads = True 3&
H BT FF BB ARINE; HiSparseConnectorWorker 3% register_kv_caches 4 +pE#A%]
¥1b, B DMADescriptors #tE DMA. _select written_row_mirrors # slot BRET
coalesce B2 4T. B TP & host EEMHMB| BB N\#& (_create_hisparse_host_events)

]

4. F&EL MLA attention &8 (viim/v1/attention/backends/mla/index_group.py.
sparse_mla_attention.py. flashinfer/flashmla/sparse & &%) o
HiSparseMLAIndexGroup A& EAIZE host HH M HiSparseCacheHandle, decode #4132
%2 convert_logical_to_physical_topk / convert_decode_logical_to_physical_topk 3&
indexer B9iZ4E top-k AL EZEA swap_in 3| hot buffer, BX L& /53 MQA kernel;
prefill M3E3L build_hisparse_prefill_staging plan #E Z & & staged gathering, &
SHASH H BEER CUDA graph. flashinfer_mla_sparse.py ¥
autotune_hisparse_decode B AR decode B autotune, FF3B warmup SR
dummy run A2,

5. P/D 5 NIXL &R &MRELE, NIXL 712 P/D €412, decoder FEAENBTHEETE MR AL -
RIZRRESE S GPU A5 resident 71, &N bulk #&ER MLA KV EB|7FMEY host Hb;
nixl/base_worker.py AMIINBERBELR region EM. 3% block size By descriptor &
T L WEWKGER IR, MIRBLER®FE tests/vl/e2e/general/test_hisparse.py (spill 5&]
ZBIXE) . tests/vl/core/test prefix_caching.py (+1096 4T DMA row mirrors. $##%
HLEEZ. indexer offload #*h&2%) . tests/vi/kv_connector/unit/ F&A
NIXL/offloading E-& R,

R

« vlim/v1/hisparse/runtime.py (A3 2 W3B4THE; KB source; R core-logic; &5
is_hisparse_decode_batch, _get_max_decode_query_len, _get_max_swap_rows,
PagedCacheView) : HiSparse ##E@EZ &, +1100 17: EX PagedCacheView.
ResolvedHiSparseConfig. HiSparseHostPool. HiSparseCacheHandle 5 prefill
staging remap, &% decode #HLH|ZE. hot/host ME 5 pinned RNEREIK,

« vlim/distributed/kv_transfer/kv_connector/v1/hisparse/connector.py (3t EZERE;
5| source; FEAR core-logic; 5 HiSparseConnectorMetadata,
HiSparseConnectorWorkerMetadata, HiSparseConnectorScheduler, bind_coordinator)
C HERRAR T I8 HiSparse BEBEM coordinator RS (offload €4, host
CoW #¥ 1. row mirrors, JR3k ID) FTHEARA HiSparseConnectorMetadata, F3iE3t 5
AT E IR spill 5 host # I £ 4 A HA,

« vlim/distributed/kv_transfer/kv_connector/v1/hisparse/worker.py (3t ¥3E#kiz; 25|

sk a

source; £ core-logic; 5 DMADescriptors, _SlotMappingStaging,



_allocate_dma_descriptors, _flatten_row_mirrors) : worker N#k3B#:E F1K, +832 1T
: DMA descriptor b, slot-mapping EFH I B 5 1Ti%185 coalesce. & TP BE ANF
host 1. post-forward M EEIZS spill &4 E A,

« vlim/v1/hisparse/coordinator.py (#&3k JREWE; 23 source; EH core-logic; &5
_PendingPublication, _HiSparseRequestState, _PendingSpill, HiSparseCoordinator) :
PEBBEMMEAZS, +752 1T: A=A (dirty/clean/unpinned) JRZASHL. spill 4%
Fi. host RIZRZERZ M. GPU shadow BIARRZE _ACTIVE_TAIL_PAGES ®ATH O R,

« vlim/v1/attention/backends/mla/index_group.py (#3k &3\ 4H; 5| source; %A
core-logic; 5 SparseMLAIndexGroup, HiSparseMLAIndexGroup, register_layer,
prepare_for_batch) : #&ER MLA attention E£RXEIWEEE, +503 1T logical top-k Z|
physical i B BB R (side stream + event Zw#E) . HiSparseMLAIndexGroup &E

cache handle 8|3, WX % token decode B4ZFF swap_in 5 = HE,

« vlim/v1/hisparse/binding.py (3 Z&F48E; KB source; EH dependency-wiring;
5 resolve_hisparse_block_size, allocate_hisparse_kv_caches,
init_hisparse_kv_cache, release_hisparse_profiling_cache) : worker I &Z114a5 4F
ERHE—AD: host #5i&& backing 2B % B. resident/hot view 48E. F—KMEER
B, UK profiling J& pinned RS,

viim/v1/hisparse/layout.py (B3R ZHFME; KA source; A dependency-wiring; &F
5 HiSparselLayout, get_hisparse_kv_cache_groups, get_hisparse_host_pool_bytes,
_partition_hisparse_specs) : KV cache FaE#LXI: £ MLA spec 35X
source/indexer/resident/hot T2 group, host TIE#H host 3%k, FH AR block size
5 block-outermost # &

vlim/v1/core/single_type_kv_cache_manager.py (13t EFE3; 35| source; XA
core-logic; 5 HiSparseSourceManager, take_new_block_ids, bind_host_pool,
take_host_cow_copies) : KVCacheManager #£JEkzh (+405/-3) @ #ig
HiSparseSourceManager (host fAE M, ZEREXREH. IMEEAN)
HiSparseHotManager (hot XA&EANE#HL) 5 HiSparseResidentManager (FIIET)

H# % FF SharedEventQueueBlockPool,

vlim/distributed/kv_transfer/kv_connector/v1/nixl/base_worker.py (#ik 585 ; 25|
source; £ core-logic; 5 get_finished, get_transfer_results,

_sync_device_after_direct_recv, _report_failed_recv) : NIXL worker BIIEERN&F

region JEMt. % block-size By descriptor &7, WKL MWIEUZER FIR (

_failed_recv_pending/_failed_recv_reported) ; & P/D £&5% group EFMEITEHNE

P o

tests/vl/e2e/general/test_hisparse.py ({E3R 3gB3mMR; L7 test; LA

test-coverage; #F5 test_hisparse_spill_and_prefix_restore, _num_hisparse_spills,

_offload_load_bytes, record_fullgraph) : HiSparse 3% 3|3 MR spill 5RIZRIKE.

offload FE¥1t#k. CUDA graph record_fullgraph 5 finish_forward 4 4y B A%,

. tests/v1/core/test_prefix_caching.py (#i3k BIBEGEMIR; K7 test; LA
test-coverage; 145 make_hisparse_kv_cache_config,

make_hisparse_kv_cache_manager, test_hisparse_builds_dma_row_mirrors_across_pa
ges, test_hisparse_async_speculation_mirrors_uncertain_position_range) : BIZRETF



5 HiSparse A& HEAMRE (+1096 4T) : DMA row mirrors BT ZE. T XNE
135E. host I H indexer offload #v&. Hk&k host KV Bt connector #M& A RIZE,

X5 HiSparseConnectorScheduler.build_connector_meta,
HiSparseConnectorScheduler.update_connector_output,
HiSparseConnectorWorker.register_kv_caches, HiSparseConnectorWorker.initialize,
HiSparseConnectorWorker._select_written_row_mirrors,
HiSparseCoordinator.commit_computed_blocks,
HiSparseCoordinator.take_host_block_copies,
HiSparseCoordinator.build_offload_command,
HiSparseMLAIndexGroup.convert_decode_logical_to_physical_topk,
HiSparseMLAIndexGroup.register_layer, HiSparseSourceManager.allocate_external_com
puted_blocks, HiSparseSourceManager.cache_blocks, create_hisparse_layout,
bind_hisparse_kv_caches, resolve_hisparse_block_size, is_hisparse_decode_batch,
check_hisparse_host_memory, autotune_hisparse_decode,
NixIBaseConnectorWorker._report_failed_recv,
NixIBaseConnectorWorker.get_transfer_results

R F B

vlim/distributed/kv_transfer/kv_connector/v1/hisparse/connector.py

WEFERBAMFEAZ: - HiSparse JBE ZM coordinator kA& (offload €4, host CoW ##
. row mirrors. JR3k ID) FTEEIRE HiSparseConnectorMetadata, 33 52T 3 EH
X5 spill 5 host # M A4 EHA,

class HiSparseConnectorScheduler:

"SRR BMRERR: 1B coordinator BEH RS BRI EERBTHIE, "

def __init__(self, *, async_speculative: bool, draft_kv_lookahead: int = 0) -> None:
self.coordinator: HiSparseCoordinator | None = None
self.async_speculative = async_speculative
self.draft_kv_lookahead = draft_kv_lookahead
self.requests: dict[str, Request] = {}

def build_connector_meta(self, scheduler_output: SchedulerOutput) ->
HiSparseConnectorMetadata:
assert self.coordinator is not None
# HiSparse &— T #SEZE worker MIERERA, EibinERSHUE R R FHERT
# B5h, FEERELR offloading EIEEAMERIFRZ G,
scheduler_output.has_sync_kv_loads = True
scheduler_output.block_table_updates = (
self.coordinator.take_block_table_updates() or None
)
command = self.coordinator.build_offload_command()
host_block_copies = self.coordinator.take_host_block_copies()
source_group_id = self.coordinator.host_group_id
assert source_group_id is not None



# UK host SRAF ARIFE R requests §5E&FHiER SRR ID,
# worker #E AN RLE host 4T 7 UME R AR BB ER,
source_block_ids = [

block_id

for request in scheduler_output.scheduled_new_regs

for block_id in request.block_ids[source_group_id]
]
for new_block_ids in scheduler_output.scheduled_cached_regs.new_block_ids:

if new_block_ids is not None:

source_block_ids.extend(new_block_ids[source_group_id])

num_computed_tokens = {

request.req_id: request.num_computed_tokens

for request in scheduler_output.scheduled_new_reqgs

}
num_computed_tokens.update(
zip(
scheduler_output.scheduled_cached_regs.req_ids,
scheduler_output.scheduled_cached_regs.num_computed_tokens,
)
)

scheduled_requests = tuple(
(
request_id,
num_computed_tokens[request_id],
scheduled_count,

)

for request_id, scheduled_count in scheduler_output.num_scheduled_tokens.items()
)
# row_mirrors R GIRERAN FEEZRHE| host BIITX[E]; FFEMNFET
# A A ERBRARMTW placeholder (LB, HAREHLEE draft 55%FF
# target #R T 85 ANBI1T.
row_mirrors = {}
for request_id, scheduled_start, scheduled_count in scheduled_requests:
mirror_start = scheduled_start
if self.async_speculative:
mirror_start = max(
0,
scheduled_start - self.requests[request_id].num_output_placeholders,
)

row_mirrors[request_id] = self.coordinator.build_row_mirrors(

(
(
request_id,
mirror_start,
scheduled_count + scheduled_start - mirror_start + self.draft_kv_lookahead,
),
),

)

return HiSparseConnectorMetadata(



command,

host_block_copies,

tuple(source_block_ids),

row_mirrors,
self.coordinator.all_context_pages_resident(scheduled_requests),

)

viim/v1/hisparse/coordinator.py

P RIRIEFMEAZS, +752 1T A=A (dirty/clean/unpinned) JRZASHL. spill sp4 4 K.
host RIZRAER L. GPU shadow BIARRLE _ACTIVE_TAIL_PAGES ¥4TH B f&R,

@dataclass
class _HiSparseRequestState:

g AN R BB B R AL

resident TUKRZH =4 dirty (RA GPU Bl4A) . clean (host BIASEK,
B3R valid_pages™”) . unpinned (clean B4 ES|HERK, TSR,
iBFERE unpinned_pages™ ) . ““pinned_clean’® RBEETIER LM host
EERZ A, WA clean WAEFESI A,

valid_pages: set[int] = field(default_factory=set)
ready_prefix_pages: int = 0

pending_pages: dict[int, int] = field(default_factory=dict)
publication: _PendingPublication | None = None
copies_recorded_blocks: int = 0

pinned_clean: set[int] = field(default_factory=set)
unpinned_pages: set[int] = field(default_factory=set)

class HiSparseCoordinator:
"EE M host o BL. &AR. spill § GPU THBEIE,

GPU resident Tl host B write-back 27 : host BI&RIFAMBFIAE
ik (BELEKEBIEKX hot X) /&, @A "~ BlockPool.unpin_blocks™ ™ &K
SIA— 3B ERKR BT, EHMKHEITAZRFATRBLLX, WEAAE
M EEHEFRMIREK,

def _init_ (
self,
kv_cache_config: KVCacheConfig,
managers: tuple[SingleTypeKVCacheManager, ...],
max_model_len: int,
) -> None:
# UK&E resident / hot BB EIE coordinator 3| A, MELT EIKERE,
self.resident_managers = ...
self.hot_managers = ...
self.host_manager: HiSparseSourceManager | None = None



self.host_group_id: int | None = None

self.max_spill_pages = max_model_len // resident_block_size

self.gpu_pool = self.resident_managers[0].block_pool

# HEZMKAMALT transition_watermark B, EFRFFLEM host 2R,
#XAEFTENBEIR B AT IRR T i A R ET{E B9 T

hot_cost = sum(manager.blocks_per_request for manager in hot_managers)
self.transition_watermark = max(hot_cost, kv_cache_config.num_blocks // 10)
# host 3R"&% -> GPU BIATL: ik host RIZ# +AEEE| GPU-resident,

# R E— R R NLEIR,

self.copies: dict[BlockHashWithGroupld, tuple[KVCacheBlock, ...]] = {}

# >k pin B9 GPU 3t -> AEIZEH (request, page) X,

self._owners: dict[int, set[tuple[str, int]]] = {}

def commit_computed_blocks(self, request_id: str, num_host_pages: int) -> None:

"ERIER AT H host AR, HEIRARXRMAMRE GPU shadow B4, "
if not self.resident_managers or self.host_manager is None:

return
host_blocks = self.host_manager.req_to_blocks.get(request_id, ())
num_host_pages = min(num_host_pages, len(host_blocks))
if num_host_pages ==

return
state = self._get_request_state(request_id)
state.valid_pages.update(range(num_host_pages))
state.ready_prefix_pages = max(num_host_pages, state.ready_prefix_pages)
# P KESESD reconciled EAMETEIIRMN, BAFHARSTARE,
self._adopt_copies(request_id, state, host_blocks[:num_host_pages])
state.copies_recorded_blocks = max(state.copies_recorded_blocks, num_host_pages)

i R A4
Review HERAWMMENREEFE=L4:

1. FEFEBRRARIT 2%, NickLucche BABR Xt HiSparse L3O : "the HiSparse
connector currently bypasses the connector contract instead of implementing it. It
is auto-injected, exposes custom hooks (apply_scheduler_output, finish_forward,
set_request_state_indices, etc.) to ActiveKVConnector", % 4 N E &
build_connector_meta ¥R EE. A BLZFIMN scheduler/worker BRHFl, EEFEE Z 5
EHM (commit d01e49708, fdb1a3531) {BHLSIEMRAE connector metadata #E3E,

2. EATEEN, njhill EEANRIRBAPFRELE: "I feel that this was rushed in too
quickly given how invasive it is. In particular the nontrivial changes to the connector
interface and corresponding changes to model runner etc. Could we not have at
least separated the kv connector changes into a follow-on PR", LucasWilkinson &%
&t v0.30 AEREESA: "in the interest of getting this in v0.30 i think we can land
this and do further cleanup as followups", %0 E @&k & = @#ic TODO,

3. LMBEMNEMAMENR, samsjao RESF L (1024 FK. 64/GPU) T GPU KV EH#E
HIEL KV IR, TREE "full CUDA graph replay skips the Python setup for eager host
mirroring: each step clears the mirror metadata, replay leaves it unset";



MatthewBonanni #IAZ blog #8% rework 3| AFBMEE. LCAIZ) £ H20 LA H=AFM
Z B tokens per state RELZILFEKBEN NotImplementedError. ®>X forward AER "
HiSparse GPU slots have no scheduler mapping envelope", W% GLM ITRZEHFHS
3% NIXL region JU{A %4 BC.

« HiSparse &R EIbEEZ B R (design): 1EEZHEM (commit d01e49708,
fd61a35318) A5 EIBEREIE connector metadata i, B
ActiveKVConnector S48 5E,

- PR AER K. FHEREOKENIFS (design): LucasWilkinson A v0.30 AHRBEEEAN

=R eval

F &% followup: "We can land this and do further cleanup as followups"; #0OE3%H
#32 TODO,

« 28 CUDA graph replay Bkt eager host mirror RSS2k KV B3R (correctness):

MatthewBonanni #IAZ blog #8% rework 5| AFBEMEE; samsja AT PR#56158 1k

HABREE,

NIXL &KW R TRRILE 0 A3k (correctness): XK A A meta.local_block_ids &

IR group BIF&E; PR & ARRILIEE RAHE EHIA.

« get_transfer_results &7 PCP producer :¥3& (correctness): ZiXFE kv_role == "
kv_producer" B pcp_rank > 0 BH&EZ results.finished_sending JEiRE; KAIAS NS
£,

* SlotMappingMode KA ZE AT X EM (style): VEEBLKEFH)IN cruft HBRT KK,
% ¥ HiSparseHotSpec/CircularBufferSpec £ SlotMappingMode.NONE &4 3%,

. adaptive verification B max_decode_tokens & ®"MIE HiSparse X ApiLk
(correctness): MG R AIXFE HiSparse =R, FHIREZE adaptive verification
profiling (commit 5fcf84d8e. 7aa100d0e) .

« tokens_per_state RIS G| LR F (correctness): # XM Kkix; PR EXS
review ¥RILEIIZ R AREERR, BT EARBMZLR,

« build_row_mirrors FENMERTIRESEFELMER (correctness): EIIF return () XA
continue; KRHIASARIEE,

« num_gpu_blocks_override ~RNAEF T host pool (correctness): #iX override RIYERA T
gpu_num_blocks, host #¥{%3F&# host_budget #%; FHIASANRFIBE,

« warmup RN3#EE% dummy runs & Z Triton compile key (testing): RNZEIN,
sparse_mla_triton_warmup &8 TritonWarmupTensor FZRi¥ index ¥R,

PNoESE-A

- RS
1. HEEREFEORAWIAT . viim/distributed/kv_transfer/kv_connector/v1/base.py ¥
finish_forward/reset_capture_state/get_transfer_results/bind_kv_cache_manager
% 5%, ActiveKVConnector 5§ MultiConnector El# &5, EAIE = &R
MERSZEm, njhill 5 NickLucche ¥AARS HiSparse AME&IF D
2. NIXL & WIEWKERIZIERME: coderabbitai 38 H _report_failed_recv R T3k
meta.local_block_ids[0], % group iR T 1..N AERIEFRITARK, "TRERAE R Y



EETERMIBEA; F get_transfer_results H 7 get_finished A K
PCPproducer 338, FEZE pcp_rank 8 finished_sending €S %R AR BH|E L ET
Fo

3. CUDA graph replay R&%%E : samsja SZMEY host mirror JHAERE E 2] @it BH,
fEfAI 7 eager segment Z SMEIP BY0 IRSHER T BEMH breakable/full graph replay Bkt
, BT ZERAGHNEEZNRE,

4. HiSparse S5EEAEERAESHWEYIE: nixl/base_worker.py By block-size &t ME—
cache_config.block_size BXN3% transfer group BX LCM, offloading/offloading
scheduler B group RIEX WM T AE (group_idx=group_id) , 3E HiSparse %=
BEITHEMREKE; mooncake store B region SEM X IR KA,

5. BEMR: coderabbitai £3 num_gpu_blocks_override EBE % host pool 3k%k, &
3K operator B R5TE GPU BER host W IR4EIR; auto-fit M R (L
kv_cache_groups[0] &f&f&3E MLA A GPU stride, TEEREIHARNGEAE LK, - ¥
m: HEEEARRN: AER (scheduler.py ¥4 HiSparse coordinator 48%E) .
KV cache B & (single_type_kv_cache_manager.py #3¢
HiSparseSourceManager/HiSparseHotManager/HiSparseResidentManager) .
attention T IERZ (sparse_mla_attention.py 89
SparseMLAPrefillMetadata.host_staging_plan.
SparseMLACommonMetadata.decode_max_query_len) . ZA
FlashInfer/FlashMLA #Ei/E3%. NIXL 5§ mooncake 3E# 28 L& Model Runner V2 #
SlotMappingMode 5 skip_attn ¥, XA S, BHA hisparse_config +
HiSparseConnector J& o fE R B4 8018 T 38K L T XX decode 89 KV BEY EF|
host A% (B300 £ GLM 20k/32k/60k ¥ A UK:) , EREAERETHE (RX#F
DeepSeek V4, EXK HMA /G BLHNC) ; XHPAMmME, X& mrv2 5 kv-connector
FMETERNRXEN, B4 HiSparse &%| PR (#53779/#53780/#53263/#53782/#53
592) IRFA PR OO EE, S AR 138 MER., ZHEX rebase 5RE Cl B&E
WAL RARE, - NEARD: EEZFEORATE | CUDA graph replay R %
B, BHK KV BRI , NIXL RBEEWREER TG |, BRI EMTE |, 8K PR
review &R E

KRR EE

« PR #46326 HiSparse original always-host-resident design: A& PR ERFREX, #46326 B9
always-host-resident i&it: B GPU 5%, EAT spill Bl host, R —3hEEL&AIRIT
YR,

« PR #53779 Connector-external transferable cache groups: PR body %] By BT B AR F =
— IEEFER IR EFE cache group HFREIRE 2 group ID, 274 PR P/D £/
By R &

« PR #53780 NIXL region metadata (stride/capacity/group mapping): PR body |4 8977
BRI NE/ NIXL region #4F stride. ZE. ®K/NS group BRET, £ P/D FsaARE
mRERBERE TR



« PR #53263 NIXL host-read staging through decoder GPU memory: PR body ijtBA B 3%
SERERAL: R A P/D B D2H 4 decoder GPU REE &, £FF UCX TCP loopback
; FFEZEAR PR R

« PR #53782 HiSparse metrics split: PR body &= BRFe#r#53] #53782, K PR RE&
metrics L&,

« PR #53592 DeepSeek V4 compressed cache geometry split: PR body =B DeepSeek
V4 EREEEIUARR| #53592; 4 PR 89 layout B RNIEAE deepseek_v4,

« PR #56109 HiSparse connector binding and eviction design (Lucas Wilkinson): %N\ &
R (8d2fcabb. 0dfd89dc. 2322e69e) BAHAIEEC Lucas Wilkinson BY connector #8E 5
resident TUIRZZIT, A PR BEZRITKIR,

« PR #56158 Alternative fix for HiSparse host mirroring under graph replay: samsja &
WiLHRINBE TS ENBEE PR, 54 PR # CUDA graph replay host-mirror JRSHEE
BArE R,

« PR #50175 Triton compile-key coverage for index conversion kernels:
LopezCastroRoberto £ review 7&K PR B triton_convert_reqg_index_to_global_ind
ex ¥TARASE #50175 B compile-key & & 5%,

« PR #57027 [Bugfix][HiSparse] Preserve per-layer offsets in KV cache bindings: &G
B HiSparse bugfix: BEEE KV BZ, ZEITEH ERE, BEHSREKKR PR B
binding.py i&it.

« PR #57041 [Config] Infer HiSparse attention config from HiSparseConnector: & ANJ&
B EJEH: M HiSparseConnector B ohiEWT attention BB E, RELE(ES, BTAR PR
SINECE Y 5 a1,



