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# vlim/distributed/kv_transfer/kv_connector/v1/nixl/base_worker.py

# _compute_desc_ids AR GBRIE . X IFE Kb Hfn A At

def _compute_desc_ids(



self,

block_ids: Blocklds,

dst_num_blocks: int,

block_size_ratio: float | None,

physical_blocks_per_logical: int,

region_num_blocks: list[int] | None = None, # #3&: & X5k

region_group_ids: list[int] | None = None, # #13&: XAt

uses_region_group_mapping: bool | None = None, # #38: 2T 2 AT
) -> np.ndarray:

""Compute NIXL descriptor IDs for given block IDs.

# ... SSM REIHHFEHRFAE ...

num_blocks = dst_num_blocks
if block_size_ratio is not None:
num_blocks = int(hum_blocks * block_size_ratio)

# TG RIFIEH A KR
if region_num_blocks is None:

region_num_blocks = [num_blocks] * self.num_regions
elif block_size_ratio is not None:

region_num_blocks = [

int(count * block_size_ratio) for count in region_num_blocks

]
assert len(region_num_blocks) == self.num_regions
#ITEERREE, A TIENARXBBRERA D ik =8
region_offsets = np.cumsum([0, *region_num_blocks[:-1]])
num_fa_descs = sum(region_num_blocks)

# All-attention fast path: single vectorized broadcast.
if num_ssm_regions ==
# F: RIFXEABE
if region_group_ids is None:
region_group_ids = self.region_group_ids
if uses_region_group_mapping is None:
uses_region_group_mapping = self._uses_region_group_mapping
assert len(region_group_ids) == self.num_regions
region_group_ids_array = np.asarray(region_group_ids, dtype=np.int32)

# LA ERERZ (RIFRAER)
if not uses_region_group_mapping:
block_arr = np.concatenate(
[np.asarray(group, dtype=np.int32) for group in block_ids]
Y[None, :]
return (region_offsets[:, None] + block_arr).ravel()

# AEMEE: SNECERITR XS, (83EFXE)
desc_ids =[]
for group_id, group in enumerate(block_ids):

if not group:



continue
region_ids = np.flatnonzero(
(region_group_ids_array == group_id)
| (region_group_ids_array == SHARED_REGION_GROUP_ID)
)[:, None]
assert region_ids.size > 0
group_blocks = np.asarray(group, dtype=np.int32)[None, :]
desc_ids.append((region_offsets[region_ids] + group_blocks).ravel())
if not desc_ids:
return np.array([], dtype=np.int64)
return np.concatenate(desc_ids)

# ... SSM BERRFARE ...

vlim/distributed/kv_transfer/kv_connector/v1/nixl/pull_worker.py
Pull BBI24aekiE, E8 KIBRETIZER. JBRENFIFQ BRI B &G Kb b8,

# vllm/distributed/kv_transfer/kv_connector/v1/nixl/pull_worker.py
# _read_blocks_for_req 77 3% #73%8 X 3% BRET EE 12

def _read_blocks_for_req(self, reqg_id: str, meta: RegMeta):
#.. HRAIREE ..

dcp_active = self.dcp_size > 1 or remote_info.remote_dcp_size > 1

# A RNAE IR IBAR R EF
local_block_ids = meta.local_physical_block_ids
local_region_groups = getattr(self, "region_group_ids", [])
remote_region_groups = getattr(self, "dst_region_group_ids", {}).get(
engine_id, local_region_groups
)
if local_region_groups != remote_region_groups:
# MRARRE: XRFE MLA &R
if not self.use_mla or self._has_mamba:
raise NotImplementedError(
"Different NIXL cache-group layouts are only supported for "
"pure MLA models"
)
assert len(plan.all_source_ranks) ==
# B xsmIE sk ID XA H
remote_physical_block_ids = self._logical_to_kernel_block_ids(
meta.remote.block_ids,
remote_info.remote_physical_blocks_per_logical,
)
remote_by_region = self._block_ids_by_region(
remote_physical_block_ids, remote_region_groups
)
read_specs = |
ReadSpec(
remote_rank=plan.all_source_ranks[0],



local_block_ids=self._block_ids_by region(
local_block_ids, local_region_groups

),

remote_block_ids=remote_by_region,

block_ids_by_region=True, # #ric B3% X4

]

else:
# mEMERN: ERARZ (RIFLAR)
#.. 08B .
pass
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