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BAr: 'Make the existing sparse_nccl backend usable with checkpoint-coordinate
patches produced by RL training frameworks. The model's native load_weights()
continues to own TP sharding and packed-parameter mapping.' REBETF #40096 #HE
NCCL 5385 #50723 checkpoint-patch loader, 3T RL SZEFBRE H vLLM AR EBIEEEK,
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_prepare_patches 5§ _broadcast_chunk X4 R) 3%, FEUKZE FXFn CUDA RM
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4. BEERA|: examples/rl/rinf_sparse_nccl.py M Qwen2.5-0.5B 5| % dense-vs-sparse
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5. MiRE5 XHEE: MIRIBAILE CPU 253K _apply_patch BIos, #3g
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« vlim/distributed/weight_transfer/sparse_nccl_engine.py (#&3k FRE R ; 27| source:
KA core-logic; 5 SparseWeightPatch, SparseNCCLWeightTransferEngine,
send_weight_chunk, _prepare_patches) : #Z/&5| % ek3E: T RIRARTFE. TP REIAER.
3 send_weight_chunk 3% 3%, BEAR PR BIFEAZG,

« examples/rl/rinf_sparse_nccl.py (#3k R~EIEA; 25| source; FEH example-rework;
&% TrainModel, init_sparse_engine, patch_and_send) : sREIA TP=1 B9/[MERI X EHEE
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test_sparse_nccl_receive_weights_without_init_raises) : MIRBEE: MFRIE
_apply_patch BITMR, #F3E checkpoint chunks F| EP-local experts B CPU &M
, BE% chunk X35 EP AN,

« docs/training/weight_transfer/nccl.md (&3 XA%; 25| docs; A documentation) :
XRSEMLEA checkpoint A2 4R1E X, TP & #F. send_weight_chunk Bk, FH%4H ia/T
By 8L B R,

« docs/training/weight_transfer/README.md (#3k SC#4; 285 docs; EH
documentation) : README &# 9 sparse_nccl B3R TP=1/PP=1 B A
checkpoint-coordinate patches, RBREIHAEN T,

XEFE: send_weight_chunk, prepare_patches, broadcast_chunk, _apply patch,
start_weight_update, finish_weight_update, receive_weights, init_transfer_engine,
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@dataclass

class SparseWeightPatch:

nun

"""A sparse patch in checkpoint coordinates.

name: str
indices: torch.Tensor



values: torch.Tensor
full_shape: tuplelint, ...]
"""Full checkpoint shape.
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# 31 checkpoint 245, #iE2F expert BIFRFRAN T H A3,
@torch.no_grad()
def patch_and_send(self) -> tuplel[list[str], int]:
if self.engine is None:
raise RuntimeError("Sparse NCCL engine is not initialized")

patches = ]
for expert_id in self.expert_ids:
checkpoint_weight = self.gate_up_proj|
expert_id, : self.expert_intermediate_size
]
original_rows = checkpoint_weight[:PATCHED_ROWS].clone()
replacement_rows = original_rows.flip(0)
if torch.equal(original_rows, replacement_rows):
raise RuntimeError(f"Expert {expert_id} patch would be a no-op")
checkpoint_weight[:PATCHED_ROWS] = replacement_rows
# E4ME SparseWeightPatch 338/ engine.send_weights(patches)

docs/training/weight_transfer/nccl.md
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# HEERE: B send_weights(patches) SER—REEK start/update/finish A4 E#A,
client = RayVLLMWeightSyncClient(lim)
engine = WeightTransferTrainerFactory.trainer_init(
init_info=SparseNCCLTrainerInitInfo(
master_address=master_address,
master_port=master_port,
world_size=world_size,
rank=0,
),
client=client,
)
patches = [...] # checkpoint 2¥rBy SparseWeightPatch %%
engine.send_weights(patches)

# RL B4R BATER worker @AM,

# TE—NBEEFRNDREZE, LF trainer IESTERS:
client.start_weight_update()

for patches in patch_chunks:



engine.send_weight_chunk(patches)
client.finish_weight_update()
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