PR #53699 ZEIRLE

vlim-project/vlim
[Bugfix] Fix Qwen3-VL and Cosmos3-Edge text architectures for CPU and pipeline parallelism
& FBtla]: 2026-09-11 20:58

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/53699

MTRE

« —4]1E: Cosmos3-Edge NEIEE R B A AN XAZEM

CBESNME: EEEE BERAEEAREE: KHRA 34T, EFAEEENE PR body B
HRE RS RELEWBEE (CPU 8 use_mla -> self.architectures[0] IndexError. PP 8y
is_pp_supported_model -> inspect_model_cls ValueError) . ZiIXFF=NRITE: — &
M B AR I A &£ ModelConfig._get transformers_backend_cls() hns@ A %
HNEREWIE: —2EXFR NemotronHForCausalLM 5 R EZFrE
Cosmos3EdgeForCausallM B3t X & ; = ZHWE hf_config NTNE ZESEE TR E
text_config ¥ R FEKXIRZT/, 1IN, hmellor X MODEL_MAPPING_NAMES 5§
MODEL_FOR_CAUSAL_LM_MAPPING_NAMES X5 ZIEAZ vLLM BLE 3R RavaF4t
#, BEEPAN—NRIENE architectures IEZ MY E TR K/ IMER CPU #04& 1L A1,
EX B AR T kK,

THRES B

BArZiL Cosmos3-Edge 867 vLLM B EIE K5I EMis1b, TR ZAES checkpoint BLE 7
&% architectures, 1BE#RER text_config (model_type A cosmos3_edge_text) BERA
architectures, WAFE Transformers #) MODEL_FOR_CAUSAL_LM_MAPPING_NAMES &
, with_hf_config(text_config) To3A#ERNE causal-LM 22y, FEHH
ModelConfig.architectures Z %% %, PR body A HFEH it L AL KEE: CPU ¥4k
B CpuPlatform.check_and_update_config 1£BX model_config.use_mla, &%
ModelConfig._get_transformers_backend_cls -> self.architectures[0] _E#4 IndexError;
PP > 1 B ModelConfig.verify_with_parallel_config ->
ModelRegistry.is_pp_supported_model([]) -> ModelRegistry.inspect_model_cls([]) ##
ValueError: No model architectures are specified, *BEE) #43271 / #43272 R 8y
Qwen3-VL KI&FE —pipeline-parallel-size > 1 TABER—RHE, PR body 473 CUDA
PP=1 ZFTX"BERRXER", REEACSH T XRERREZ, NEREHILZ—HEEIFRN.

LI AE

1. E—HTEAND: K%L viim/model_executor/models/cosmos3_edge.py By
Cosmos3EdgeForConditionalGeneration. _init_ (+3/-1) . J& PR Eit&E&
gwen3_vl.py 5 gqwen3_vl_moe.py BIRZEMEIK, maintainer hmellor FEiHiLHRE L EH
A Qwen3 VL 18 &, Cosmos3 X B BMM, mASTTEAKSEFEAR PR T —NEX



. BATIEXNEERABE,

2. NEEEEANEC B BABE: M3t Cosmos3EdgeForCausallM B, Sk
vlim_config=vlim_config 8K vlim_config=vlim_config.with_hf_config(config.text_confi
g, architectures=["NemotronHForCausalLM"]), X—¥ RN ZRAGEE: —2EBAE
LM B9 hf_config \TIE ZRSELE B HREW text_config; —REANFHAEME, #BHR
with_hf_config #&# Transformers B causal-LM B&T & R cosmos3_edge_text Xff
B & X model_type.

3. BE RS mERIR: 2P| kIEZE, CPU Ml CpuPlatform.check and_update co
nfig -> model_config.use_mla -> using_transformers_backend ->
_get_transformers_backend_cls AEB#FIF] self.architectures[0]; PP > 1 M|
ModelConfig.verify_with_parallel_config -> ModelRegistry.is_pp_supported_model /
inspect_model_cls LEEE B TR, REM “‘No model architectures are
specified’s FE—#WE ModelConfig A& Hfth model-registry JH % 7B, FrLAUEE
HEEAREEZER mIEE—ARRAL

4, A LEERNEEmMAZEARK: PR body BFAMAICIE R AR LI A RERT FIRB B E
XHREBEXNNE vLLM ZH)”, & ModelConfig. get transformers_backend cls() Ejn
25| RARIP RAEZE(E CPU B9FRA IndexError, To3%A PP BRI S H i registry SH& A
RBHEML, EANRZEEFZE gwen3_omni_moe_thinker.py 1&
["Qwen3MoeForCausalLM"]. qwen3_asr.py & ["Qwen3ForCausalLM"],

5. MR 5B ERFHERAL: AR PR XA FHIE R BAE DN R A, BLE R, BiEE2REME
FE AR checkpoint LEYAT#I#41: CPU PP=1. CPU PP=2 ELE#&E. CUDA PP=1 (
YEANEYVIEE) . CUDA PP=2 (%—& CUDA HlLE&E) ©IR#EL; PR body XHITT
Step3-VL-10B 5 MOSS-Transcribe-Diarize, HIAEANIFZ MM, CI EHILE
test_dummy_maverick KBHIEEFIE NG AKX (5 — PR #56423 RHERK)

RS
« vlilm/model_executor/models/cosmos3_edge.py (&R ZHESER; K 5| source; £R

data-contract; 5 Cosmos3EdgeForConditionalGeneration.init,
Cosmos3EdgeForCausalLM, NemotronHForCausalLM) : /K PR H—& s X, &
Cosmos3EdgeForConditionalGeneration.__init_ FIBAEZEEEAE vliim_config ATRE
ZESEERNA® B R architectures 89 text_config, BEHERE CPU 5 PP > 1 REME
1hEER RET £,
XEFE: Cosmos3EdgeForConditionalGeneration.init, VIImConfig.with_hf_config,
ModelConfig._get_transformers_backend_cls, ModelRegistry.inspect_model_cls

X pEEJRED Fr B

vliim/model_executor/models/cosmos3_edge.py

A PR E—B& X, B Cosmos3EdgeForConditionalGeneration.__init_ FEREIES &R
8 vliim_config N\TRE Z RSB E K AN B R architectures B text_config, H#ERZE CPU
5 PP > 1 REMBILEZRET AR,

# vllm/model_executor/models/cosmos3_edge.py (BX&h)E IR GSZH, BEHEKE)



class Cosmos3EdgeForConditionalGeneration(hn.Module, SupportsMultiModal):
def __init__(self, *, vllm_config: VIImConfig, prefix: str = "model"):
super().__init_ ()

# TMEZEASELE : vision_config / projector_config 5#EH text_config #iIFAEXE
config = vlim_config.model_config.hf_config

quant_config = vlim_config.quant_config

multimodal_config = vlim_config.model_config.multimodal_config

assert multimodal_config is not None

self.config = config
self.multimodal_config = multimodal_config
self.use_data_parallel = multimodal_config.mm_encoder_tp_mode == "data"

# M IE Rz vision / projector FELE, SHNEIB AT NEE RIFHEE
with self._mark_tower_model(vlim_config, {"image", "video"}):
self.visual = Cosmos3EdgeVisionModel(
vision_config=config.vision_config,
projector_config=config.projector_config,
quant_config=quant_config,
prefix=maybe_prefix(prefix, "visual"),

with self._mark_language_model(vlim_config):
# ARE—Kh: REEBEHEREREHA text_config + architectures
# 1) text_config B9 model_type £ B & X cosmos3_edge_text,
# A& Transformers 8§ MODEL_FOR_CAUSAL_LM_MAPPING_NAMES 1,
# with_hf_config oAk R#EZEH, WE ModelConfig.architectures &= [];
# 2) =2 architectures €1k CPU E&4287 use_mla -> _get_transformers_backend_cls
# 3719 self.architectures[0] Bt# IndexError,
# W41k PP > 1 8 is_pp_supported_model / inspect_model_cls #
# ValueError: No model architectures are specified;
# 3) EXFEB NemotronHForCausalLM (Cosmos3-Edge XA®TZEM) &,
# WE ModelConfig A REM PP ®3&. registry &if14n backend fBMTIEE E %,
self.language_model = Cosmos3EdgeForCausalLM(
vlim_config=vlim_config.with_hf_config(
config.text_config, architectures=["NemotronHForCausalLM"]
),

prefix=maybe_prefix(prefix, "language_model"),

#IBS A TR KEMEAND L, f#t PP/ capture M%x3B1EE A
self.make_empty_intermediate_tensors = (
self.language_model.make_empty_intermediate_tensors

)
PR AL



A PR it BB/ (4 £ issue 118, 0 1T review 8. 2 % review) ., HAMMEN
—RXER maintainer hmellor X PR #3R A2 IE: iR cosmos3_edge_text.
gwen3_vl_text X2 model_type HARE‘GrEmst”, CAIRERE causal LM, ABARE
MODEL_FOR_CAUSAL_LM_MAPPING_NAMES B, B&HEELET
MODEL_MAPPING_NAMES—XE#EMRE T with_hf _config #MAXKNEERE, #EHeE
EIRHA B Transformers BERE, B ANVRR S ZTEEIFES: hmellor RRKSIBRIEH
Qwen3-VL 8E & AN. Cosmos3-Edge 7EA~ PR B IhAbIE, X{FE/F AR PR M=ZAEEE B 457K
B, MitAirE S RA diff HICEERE, F=A2X Cl KK EN: FEIEHAK
8 test_dummy_maverick A5 A& PR %, F3|H #56423 BIRAFKELK, maintainer F/a
B # APPROVED BEREiFi8, HARZEMERKER, claude[bot] By review RZEBA fork PR
FEBHMITHE, FHLZRRNF.

« PR #i3R X F model_type HR&BRATHIZIARME maintainer 4 IE (documentation): HRE %X
RUkEL N : cosmos3_edge_text B ZE X model_type A% Transformers By
MODEL_FOR_CAUSAL_LM_MAPPING_NAMES &, E M} with_hf_config Fo & HT
causal-LM ZEH); F AR EIXE model_type o HR%& BT,

- BESEEIFS: Qwen3-VL VAN #43272, Cosmos3-Edge BAEA PR (design): &4 diff
W4E A cosmos3_edge.py XM +3/-1, EARENRE Qwen3-VL FA, SEEG#HA LI
RZE.

« CI &K test_dummy_maverick & BHARKENT|IA (testing): HIZEAEAX PR TXRHEEA &
K, KRFEZEAEFH; maintainer B/ APPROVED B RFMiiFiL,

- BEMEE vs £ ModelConfig FANEATF|RFK (design): EFEERLINME X%
architectures, EARAEAIE B E X HEREXN ML vLLM 28, B PP RIS
model registry RIAEREIZEM 4L ; X5 qwen3_omni_moe_thinker.py. gwen3_asr.py
BB A A€ —HKo

PioESE=-A
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1. TEMLERVIERF: KRB EEMNR, AE ModelConfig.architectures @MIEE X
— AR AW RAFIBIE. PR body B T&IA CUDA PP=1 EMBERIthALAN, A
RINBRILESREBERA, &3k Cosmos3-Edge B text_config 3 with_hf_config T AZE
LB, RIZEH BT REEE CPU 2 PP > 1 R THARKIR.

1. FAEMESZFRELF—EK: AREZAMLEIZE Cosmos3EdgeForCausallM, {8
architectures BB 82 NemotronHForCausallLM, FLEZF architectures i X BE & &

(PP X ¥FMMRIEL. registry . transformers backend f&#7, J3E hybrid/Mamba #H

*ELE KT #H S NemotronH BIEX A, EEMIAXS

Cosmos3EdgeForCausallM HESZHA G R HFITH—IK, TRFTRET|I AL E N EE R

=,

2. BB RRNIRBIER . SKEhET Cosmos3-Edge BIEIRTNE S 1A viim_config (AR E
LM, BEIEE4AANENZRE text_confige & architectures Z4F, WE LM FRH
vocab_size. hidden_size £F KRR ZT; & Cosmos3EdgeForCausallM sRE R
KERNMKBME LHESEEENTE, TASHILER, PR WRIER B EVBIMLAR,



BARAME SRR R FREN L,

3. SEES AR —BUF RITHENI: A5 E Qwen3-VL, 1B5CFR diff RAL
Cosmos3-Edge, EEERME (bisect. EMET) WEZRAFWHE,

4. Cl W{EE: &HBIHEE test_dummy_maverick £, BRWHIZEANTLX, B4 PR BH
BAEMNNNIER Cl %, STEBEAN ZERATEENAIRIEE R, - B X
HAFPms, Cosmos3-Edge £ CPU (& pipeline_parallel_size=1) 5 PP > 1 (9L HL2RE
ZERMRISEI N EVBIMBEEERR, BEEXLRETH; Qwen3-VL/
Qwen3-VL-MoE WREZERAF B #43272 P REBREBE, FAZKMS, KL THEEMY
WHR, REMIZER KL ModelConfig B4R, & IAZEE. KV cache, TEAE
B N2, B CUDA #EEATLERNF, MHEMKME, SREELRHRE
text_config @B R 5 BR architectures”xX—AE B XEML (
gwen3_omni_moe_thinker.py. gwen3_asr.py BB EF) , BN D ESER
RAIFEAFT checkpoint B EIN,; ZRIOEAASESHGREAEANL PR BE, XHY
EWERNMES TORBMAFANREE, - NRtre: sk , &E
text_config RAZTE , FIAEMELRETRELRA—K , RATEESHZL Jdiff £1—K

PRI

« PR #43272 [Bugfix] Qwen3-VL(-MoE): pass architectures to with_hf_config for
pipeline parallelism: A& PR BRI E 5 FEJRIEE ., hmellor RE LI Qwen3-VL /
Qwen3-VL-MoE MR ksh& N #43272, Cosmos3-Edge o0 E|A PR; MELREHA
with_hf_config(text_config, architectures=[...]) BAE—H#R, BHIRE #43271 B8 No
model architectures are specified” A%

* PR #56423 (L TFXPRAHFRA, (X issue L3I A) : 1EHS|FH%Z PR #BAAK PR CI
F ) test_dummy_maverick XKZELA . 5§ Cosmos3-Edge &Rt tx, AT Z#ES
FRI8Y CI &M,



