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PATHRE

« —A1E: £5 MoRIIO £X KV AFXEMEYI, GSMBK 0—96.8%

- HEME: EB/KEIR, % PR BRTH£F KV backing /g (#51718) XT3 RDMA SEA
BEDRH, URTINTT. B—AERX vs #ERERX. per-layer REEHESEIRREK, &E
WE B XJE _build_shared_kv_mr B REBA AR EEEERARMEE, HER
allocate_kv_cache TUX55XIE MoRIIO a3 E R M,

THRES B

PR body BARIEAX 2 #51718 5| AEVAMKEE : This PR fixes a regression from
#51718. That PR changed MLA models to store all KV layers in one shared GPU buffer,
with each layer as a view into it. MoRIIO was not updated: it still registered each layer
view for RDMA, which failed because those views are not page-aligned
(RegisterRdmaMemoryRegion errno:22), and KV was copied to the wrong addresses. &
B2 MoRIIO 48R prefill/decode 7 nightly £ GSM8K 1% 0/1319, ThEEZAARTH,

LI AE

1. [ BEMTTXFFT (vliim/v1/worker/utils.py) : allocate_kv_cache BlZEH*ZF buffer BHE
raw_size [ LEREZF| 4096 FHEIKEF torch.zeros, BT torch.zeros iR E it R 5%
IETXSF, RA buffer BB TUARE A BEABETTNSTH RDMA RERX; R FTA &
KV cache tensor BY#IB /G334, £ RDMA JEM K ThBG AT,

2. HEHEEFME— MR (moriio_connector.py) : #3% build_shared_kv_mr, H
untyped_storage() ¥k B2 E£LZR— backing; &2, NIEEIR backing MiE K%
%% uint8 LB, #WJA _iter_layer_registration_regions XFiA BEMX 6B ENEARFET
SBE, M EEREBEE reg nbytes, F torch.as_strided H3&E T T S/EEMAE— MR
, FEREEEAN MR ENFHRIFEE AN kv_layer_mr_offset, register_kv_caches %
shared_backing 2% : #£ZH#— MR BZ, EXFREGREAREIMEEZ,

3. mimfmA 5 WRITE F4ik (moriio_connector.py + moriio_engine.py) : #3%¥
_remote_layer_mr_offset, Fitin5| ZEIoERIE+89E HEHht kv_caches_base_addrlidx]
7ok MR EHub{G Rk & w5 _prepare_transfer_plan $8£%R1%5 %A 8 MIX
geometry #+& A (task.layer_name, *_get_write_geometry_key(layer_cache)), FH1&£3%
remote_engine_id, #% [ geometry AR EE AR —1wm# (XIEZIB bug 5iEthut
BIARJR) , BEeé& _compute_block transfer offsets NEEE M MR 1Rf%, HalkE NIEME



RDMA it

4. ERENHKXECE: moriio_common.py 38 TransferOffsetsKey KR F| %, (#
RemoteAllocInfo.transfer_offsets By E R 5 per-layer 8 —EIF3E3T mypy; MR 4
¥% test_write_transfer_plan_caches_offsets_per _geometry iX5 A
test_write_transfer_plan_caches_offsets_per_layer_geometry, 2XF _write_task() ¥yi&
£%, BiE densel/densel/indexer ZB& BN ITEHEFRE (IH¥EF densed 5
densel £F—MREF) . BRXAFE B RELEAR ruff E501 BNEEE mypy XREEH
MNEREERR,

R

« vlim/distributed/kv_transfer/kv_connector/v1/moriio/moriio_connector.py (#ik KV 3%
B®: 7| source; ER core-logic; &5 _build_shared_kv_mr,
_remote_layer_mr_offset, register_kv_caches) : &MEEFrE: ¥
_build_shared_kv_mr A&£Z backing JEME—TIXF MR HiEeXKEEAMRmE, g
_remote_layer_mr_offset it&Hitin Efmts, register kv_caches ##E=E / IEHZ o X0F M,
vlim/distributed/kv_transfer/kv_connector/v1/moriio/moriio_engine.py (#k B A\5|%;
25 source; ER core-logic; 5 _prepare_transfer_plan) : WRITE &%t X2 75
MAIX geometry BXA (layer_name, geometry), Ff{&£i# remote_engine_id, fRIE& BRI
HHE Mm%, BEKRIB bug B R geometry B E AR S EKE it 6= =4,
viim/v1/worker/utils.py (3 KV %B; 27| source; A core-logic; &5
allocate_kv_cache) : allocate_kv_cache ¥¥+H=F KV backing X/Nal LERER| 4096 FH
TIXSE, & MoRIIO #— RDMA MR JEMBH8RITR, BRMFTA £ KV cache tensor By
IR,

tests/v1/kv_connector/unit/test_moriio_kv_layout.py (i3 fEMR; 25| test; LR
test-coverage; 5 test write_transfer_plan_caches_offsets_per_layer _geometry) :
B #T WRITE 5 NIRA U ILE per-layer #1E X, BifEEM T ERmiE B =B &% A
E, BHEBZIH bug WEIZE,
vlim/distributed/kv_transfer/kv_connector/v1/moriio/moriio_common.py ({3 A$LER
: 25| source; FEA data-contract; &5 TransferOffsetsKey, RemoteAllocInfo) : &
X_ TransferOffsetsKey £/ B4, {£ RemoteAllocInfo.transfer offsets ByEE R 5
per-layer #—3, & mypy AN BDEBRE,

X5 allocate_kv_cache, register_kv_caches, _build_shared_kv_mr,
_remote_layer_mr_offset, _prepare_transfer_plan, _compute_block_transfer_offsets

RPERAD B

vlim/distributed/kv_transfer/kv_connector/v1/moriio/moriio_connector.py

BoMEEFrE: #3E _build_shared_kv_mr A#E backing SEME—TIXF MR HiEREE
KM mFE, #F3E remote_layer mr_offset 1+ & iminERAS, register kv_caches #£=% / 3
HEEHFFM,
# AHEF KV backing 38— T X578 RDMA &KX (MR) , 3R[E MR tensor 5&EMx MR
BANFERHRE



def build_shared_kv_mr(
self, kv_caches: dict[str, torch.Tensor]
) -> tupleftorch.Tensor, dict[str, int]]:
page_size = 4096
# BE—E view By uint8 A, WEHRFHEMEE/NEE backing
backing = next(iter(kv_caches.values())).view(torch.uint8)
nbytes = backing.untyped_storage().nbytes()
base = torch.as_strided(backing, (nbytes,), (1,), 0)
ptr = base.data_ptr()
slack = ptr % page_size
end =0
# GitFrE B M X 84X backing #2 & BB K4 R AImS
for layer_name in kv_caches:
_, region_len = next(
iter(self._iter_layer_registration_regions(layer_name))
)

end = max(end, kv_caches[layer_name].data_ptr() - ptr + region_len)
# R EBREB A, RIE MR EEMALTINTT (RDMA JEMEMEZER)
reg_nbytes = ((slack + end + page_size - 1) // page_size) * page_size
if reg_nbytes > nbytes:
raise ValueError(
f'shared KV backing too small for page-aligned MR: "
f'need {reg_nbytes}, have {nbytes}"
)
#3EE: slack > 0 B4 storage offset & view LIRS ELE,
# XEBHARNGESWMEH register_local_tensor EM 4T RDMA
reg = torch.as_strided(base, (reg_nbytes,), (1,), 0 if slack == 0 else -slack)
mr_ptr = reg.data_ptr()
# REE— MR &N layer #3T MR & AN FH RS
return reg, {
name: cache.data_ptr() - mr_ptr for name, cache in kv_caches.items()

# T E IR | EPEAN layer EHHEZF MR ANF R m%
def _remote_layer_mr_offset(
self,
layer_name: str,
remote_moriio_meta: MoRIIOAgentMetadata,
remote_engine_id: Engineld | None,
) -> int:
# ERZE backing HR¥EE TG | FetEIBIEX (RFEAR 0)
if not self.kv_layer_mr_offset or not remote_engine_id:
return 0
idx = self.layer_base_addr_index[layer_name]
metas = self.layer_name_to_remote_kv_cache_metadata.get(
remote_engine_id, {}
).get(layer_name)
if not metas or idx >= len(remote_moriio_meta.kv_caches_base_addr):



return 0
# imim MR it = 3R TOERIEARAT H 89 buffer Hodik;
# Bm# = BEEMAE - MR Esthit, WRITE BB 03 imsmthat b
mr_base = self.moriio_wrapper.get_unpack_memory_metadata(metas[0]).data
return remote_moriio_meta.kv_caches_base_addr[idx] - mr_base

vlim/v1/worker/utils.py

allocate_kv_cache Y= KV backing A/I\m _LERE 3R] 4096 FHTUXNF, & MoRIIO B —
RDMA MR SEMERZhEIRTIE, B EMaFTA £ KV cache tensor BIEIERRIZ,

def allocate_kv_cache(
kv_cache_config: KVCacheConfig,
device: torch.device,
layout: KVCachelayout,
kernel_block_sizes: list[int] | None = None,
) -> dict[str, torch.Tensor]:
"B KV cache FIEEEMNE [B, H, N, Clo

i KVCacheTensor £ Z[E—3& backing, & | 893k b #4ETF
offset + | * layer_stride + b * block_stride, E it RDMA &5
(#n MoRIIO) F[IAIBE IR backing STMABE—AERX (MR) ,
if not kv_cache_config.kv_cache_tensors:

return {}

sizes = {tensor.size for tensor in kv_cache_config.kv_cache_tensors}
assert len(sizes) == 1, "KV cache tensors must share one backing allocation."
raw_size = sizes.pop()
page_size = 4096
# M EEREE| 4KB Tl R : RDMA SEM-E R XAt TR,
# EHE raw_size HBC, torch %BL 2R B A A R ARIE T 5
buf = torch.zeros(
((raw_size + page_size - 1) // page_size) * page_size,
dtype=torch.int8,
device=device,

kv_caches: dict[str, torch.Tensor] = {}
for tensor in kv_cache_config.kv_cache_tensors:
layer_name = tensor.layers[0]
group_id, group = next(
(group_id, group)
for group_id, group in enumerate(kv_cache_config.kv_cache_groups)
if layer_name in group.layer_names
)
spec = group.kv_cache_spec
if isinstance(spec, UniformTypeKVCacheSpecs):
spec = spec.kv_cache_specs[layer_name]



num_blocks = kv_cache_config.num_blocks

kernel_block_size = None

if kernel_block_sizes is not None and group_id < len(kernel_block_sizes):
kernel_block_size = kernel_block_sizes[group_id]

views = create_kv_cache_views(
buf,
spec,
num_blocks,
layout,
tensor,
kernel_block_size=kernel_block_size,

)
kv_caches.update(zip(tensor.layers, views))
return kv_caches

Wb KA

"E—RSZ M review IR B depthfirst-app[bot], FFEAN LOW EE M.

_build_shared_kv_mr 7 GPU SE#atIE 4K X4F (slack > 0) B, torch.as_strided {£ /8

11 storage offset Bl# tensor view, % view M B|LFrHERERZ RS 4095 FH, X

B R XK E38 register local_tensor JFMtA RDMA RERX, #EXREAH GPU AF (

TRE RS HAMIE KA KV BIBRAEEERIRE) T REM TR RDMA XMEH e, R RREIEE

E%£, PR {AE#I#E shen-shanshan #AEEFHF; I pre-commit FREM (ruff E501.

mypy 3 HBEEEEFLERFBEE, =R /ci run HAENR,

+ _build_shared_kv_mr AmBSEBRAANGFTRE (security): fvEN LOW TEMEHLHEE
ZiX, EXRFEERHE, PR IMBLFFEMESH, RBEREEEERA.

« fEETRIZEMM geometry FKEKA per-layer & (design): XA per-layer #MMREEIZE A,
MRBE=ZEZL BB R, Rit5ZI—3K.

« pre-commit 5§ CI & (style): @3 ERIFH shen-shanshan #LEEFH,

R &5 7
- R
1. BENGERE CGRAEHR) . build_shared_kv_mr 7 slack > 0 B3#3i¥ 2 storage
offset MIE EM XK, LIRFZE 4095 FRBEELFRDE SN, @k RDMA T & 7T BB 1%
ERE|HE4R GPU RGEFEHMIER KV SHERRE, MEABERIERERE, YRRAR
BE.,
2. ©FAEATAZA: allocate_kv_cache BITUXFRFAA IR AERK, &/ KV buffer &%
%5 4095 FH, DEFAETRAR,; [EEREKEHEBIE backing KNG KV BEFFHME
%, TREARA BT E =X shape R ILEC,
3. MR % EYIME: register_kv_caches MEXHHE / IEHE backing FEIEMERIZ
, 3 MLA R E BB, EE Cl BERIE; per-layer Z58{# transfer_offsets &
BH#EL, AESARALA, - ¥H: EHERY™ MoRIIO (AMD ROCm L# RDMA



KV f£4) S BEREIBEUTAM: DeepSeek-V3. Kimi 2.5 & MLA #ERMNELRTA (
GSM8K 0/1319) ®EB|E®EKF (0.968) , XIE MoRIIO AFP MR/, FTER
KVcache R EeH LBRER M AW RNV EEFAHRBESRED,; YAKRTS, %
BEWE T ROCm disaggregated inference ByXEEEE, HRET KV-cache fEIR
AT T RDMA JFMAMHBXFE R, - NRAFD: BRARNGEREREE , BOBERZ
RDMAEMZE , 2/ KV QBT S7mmm/)

KERBKL

« PR #51718 [6/N][KV-Cache Layout Refactor] Standardize KV cache layout: 4~ PR & &
MEVIEBEESIAN: MLA R F KV backing /& MoRIIO #ZE view Eft RDMA &K,
ZEMK KV-cache i RIRENL AT BIRIE R

« PR #53663 [Bugfix][Mooncake] Fix Mamba prefill truncation ordering: E A
kv-connector BIRMEIMEE, RBR KV 7/ / EEBXKHEEZERIEGBIE)T,

+ PR #42644 [Bugfix] Thread kv_transfer_params into engine for
/inference/v1/generate (disagg): ElJ& disagg KV £t EMMEMBEE, 1£3F MoRIIO %
BN BNEIRIEX,



