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MTRE

« —A]iE: OpenPangu ##4S sink BEIRE R RS E

c EEME: BXRFEE, AEHEXIAETEAMN bug R —=& level-2 sleep T " EiEK
ERMRAWE. JEM buffer 74 " B9 ownership 4R, EHEHEMERL sleep EYIRT
WHEEER; —& Attention.__init__ 5§ CustomOp.__init__ B§1ERX MRO — BERX=E
BB MUAREBLSEW nn.Module.__init__ FEEREZ M buffer, X3 |8 HRIF
/CUDA graph B&f2 EAREE AL, FEEHEUERZA diff A: PR #3RFXF KV cache &
R num_reserved_blocks. reset prefix_cache foE MM AEABER,; X0
OpenPangu 3 & + prefix-cache reset HETHIERAME, FEREEHERNES: PR,

TN EES BAL

SHHLK B RFC #53343 (Sleep Mode Tensor Ownership and Recovery) FgH 8912 X ERDO
sleep mode BINTEM tag BN BRI, level-2 sleep ©FF weights 2B EEH S, BB
A& checkpoint &%, A& named_buffers() ELEKE B M ERSEE R DL RASHIK
£, PR body FAHAAZ B 2 "Follow-up to #53507 and part of #53343", & OpenPangu 5
H level-2 sleep B £ % HE H RHEDS sink RBMME A static-model-buffer PR 1&g & H
k., BERSBEAEMS: H—, param_sink_with_value=False B param_sink_value & i@
torch.zeros @M, sleep/wake EESMWAEIR; H=, StaticSinkAttention.init_ B = 58 H
CustomOp.__init(self) £E# nn.Module.init, &% impl & _k_scale. _v_scale. _qg_scale.
_prob_scale, PR body # baseline E#Z I A AttributeError: 'StaticSinkAttention'

object has no attribute '_k_scale',

IR

1. ERM: FEES sink ¥ EIRAEM buffer (vliim/model_executor/models/openpangu.
py) o BEZILF param_sink_with_value=False X #4T self.param_sink_value =
torch.zeros((param_sink_number, num_kv_heads, v_channels), ...), ©ELBKERBRM
: level-2 sleep R Xt checkpoint Z#kf0 named_buffers() iR %E / k8, XEBMHEERE
BEHMRERE, BA self.register_buffer("param_sink_value", torch.zeros(...),
persistent=False) &, ©H*ANBEA B level-2 buffer save/restore B&4{%, [t
persistent=False fRIEAR# AN state_dict, checkpoint 245 load_state_dict fTTARZE,
param_sink_with_value=True 2% {1Z % output_dim=1 5 weight_loader 89
nn.Parameter, IREANHKBEEZRZ R,



2. FBAEM: BKREEHN CustomOp W1t (viim/model_executor/layers/attention/stati
c_sink_attention.py) o StaticSinkAttention. _init__ A Attention. _init Z/EXE
XA CustomOp.__init_ (self); #TF Attention BItIMER MRO BEZL &% CustomOp,
FRERASMMTER nn.Module.__init__, 238 Attention REEMEY impl 5 &1L scale
buffer £¥FZ ., MFRIZITRE, sink BERERS sink + E1t /level-2 sleep HETARBEX
scale buffer, & review &K, 1B &¥AXITHIMRANG B9 KB AEFEME docstring h—FF %
#, RERE&NK,

3. ¥ review ¥ EIFM diff BIREEAKE), PR MRZE RS : SinkFullAttentionManager #
ZH % needs_kv_cache_zeroing. SingleTypeKVCacheManager #73g
num_reserved_blocks. BlockPool.reset_prefix_cache(num_reserved_blocks=0), XXk

tests/model_executor/layers/test_static_sink_attention.py B3, aoshen02 5 ivanium
Jolate X scheduler / KV B3R BT —E RN F pervasive, BFMRAXBGAREMH
Cl fin%; 1EEZE—EE "The fix of kv cache manager is removed." 5 "the test is
removed",

4. MR ERIEEE, &HEH diff REEFMNRASXH; OpenPangu B9 generate -> sleep
-> wake -> reload -> generate EVIE{KH: PR #53507 5| AHY
tests/model_executor/test_sleep_mode_tensor_ownership.py #{LEZL A, PR
body %A -k openpangu EEEJE 1 passed. TEEZ commit LE _k_scale Rk sk
BIXBRIEYE, 1EE R B ULEA A E R thlib /K3, 3Tf2 CUDA EAATH, AR
Cl,

5.BI1EX, EA KV EREJRL)EMRMIEBE, #S sink REBE KWL &5
reserved, reset_prefix_cache KIBASHMRX L BEARER, X—ERMEFROHE NHER
B R8s TAE,

R

« vlilm/model_executor/models/openpangu.py ({E3k =& E X ; 25| source; FEH
data-contract; &5 param_sink_value) : & PR WEBE & 1
param_sink_with_value=False Bf2Z&# param_sink_value MIEEKERB KRR
register_buffer(..., persistent=False), {EH3H XN level-2 sleep B buffer &7 / IR E &R
, REARIFH state_dict,

« vlim/model_executor/layers/attention/static_sink_attention.py (3R SFEHE; 5|
source; M core-logic; &5 StaticSinkAttention, StaticSinkAttention.init) : flF&
StaticSinkAttention.__init_ FE£Z# CustomOp.__init_ (self), ZIAASZIMER
MRO = XK#4T nn.Module.__init__, J&Z impl L& _k_scale. _v_scale. _g_scale.
_prob_scale buffer, & OpenPangu level-2 sleep EIVIN E A RR A,

X5 StaticSinkAttention.init, StaticSinkAttention.update_sink_kv,
StaticSinkAttention.forward_native, OpenPangu & AHE _ init_ 8 param_sink_value
EMZE E

KELRAD | B

vliim/model_executor/models/openpangu.py



AR PR EMBEL: - param_sink_with_value=False Bt&EH param_sink_value M@K
EBMIKA register buffer(..., persistent=False), EHH N level-2 sleep By buffer &% /
WREB&1Z, RERITZ state dicto

# vllm/model_executor/models/openpangu.py
# OpenPangu ST BN EHBER T W sink 2o X RRBERE) else %
if self.param_sink_with_value:
# AR value sink: HELE Parameter, 8 weight_loader M checkpoint 2%,
# output_dim=1 %X-RG KV head #EMIKEHTHS CREARKAER)
self.param_sink_value = torch.nn.Parameter(
torch.empty(
(
self.param_sink_number,
self.num_kv_heads,
self.v_channels,
),
device=current_platform.current_device(),
dtype=config.torch_dtype,

)
set_weight_attrs(
self.param_sink_value,
{
"output_dim": 1,
"weight_loader": self.weight_loader,

)
else:
# ZWMEE: T value sink HASEEE,
# |H5E % self.param_sink_value = torch.zeros(...) BBk EE M,
# BERZ checkpoint 2%, WARSHEIE named_buffers() +,
# T2 level-2 sleep £F weights A EH K E buffer Z2/5, EARASHER / KE,
# JFMA buffer J5:
# 1) £BEA K level-2 buffer save/restore B&f2, wake g AR5 it #IRIFFRE ;
# 2) persistent=False 1LBEAR# state_dict, checkpoint ZA5 load_state_dict {TARE;
# 3) IKE{EIE device, CUDA graph #3RE| M35 5HRIA K,
self.register_buffer(
"param_sink_value",
torch.zeros(
(
self.param_sink_number,
self.num_kv_heads,
self.v_channels,
),
device=current_platform.current_device(),
dtype=config.torch_dtype,
),

persistent=False,



# To enable dummy run with out weight
self.post_weight_load()

vliim/model_executor/layers/attention/static_sink_attention.py

MIFR StaticSinkAttention. _init  EZE B CustomOp. _init_ (self), ZIARASZXIMMER
MRO = R#HUAT nn.Module. _init_, &S impl L& _k_scale. _v_scale. _q_scale.
_prob_scale buffer, & OpenPangu level-2 sleep EIH B REE,

# vlim/model_executor/layers/attention/static_sink_attention.py
# StaticSinkAttention Jk4£ B Attention, i Attention B9#ME=R, MRO F &84 CustomOp,
# EbFE R E R EEmatb—k, B ENEA CustomOp.__init_,
class StaticSinkAttention(Attention):
def _init_ (
self,
num_heads: int,
head_size: int,
scale: float,
sink_len: int,
attn_backend: type[AttentionBackend] | None = None,
cache_config: CacheConfig | None = None,
**kwargs,

dtype = torch.get_default_dtype()

# %A cache_config RTEIRE| "auto”, #%/EMER cache_dtype HiE
if cache_config is not None:

kv_cache_dtype = cache_config.cache_dtype
else:

kv_cache_dtype = "auto"

# AYIECENRE G, TN head_size / dtype / kv_cache_dtype B &hikiZF
if attn_backend is not None:
underlying_attn_backend = attn_backend
else:
underlying_attn_backend = get_attn_backend(head_size, dtype, kv_cache_dtype)
# A sink_len B KREGEH, RIS sink TREH
attn_backend = create_static_sink_attention_backend(
underlying_attn_backend, # type: ignorel[arg-type]
sink_len=sink_len,

# RIREX— R BLIBIER MRO RRBUT nn.Module.__init__ 5 CustomOp.__init_

Attention.__init_ (
self=self,
num_heads=num_heads,
head_size=head_size,
scale=scale,
cache_config=cache_config,



attn_backend=attn_backend,
**kwargs,
)
# R PR MIFREYIE R RFEH E89—4T CustomOp.__init__(self):
# EEPITESERAEL nn.Module. __init__, 3IERPIMH impl 5
# _k_scale / _v_scale/ _g_scale / _prob_scale buffer £&&F=,
# £RINA AttributeError: 'StaticSinkAttention' object has no attribute ' k_scale's

# EE &N BN docstring B review EIWMFR, 1RIFHx/INKSh,

# sink JRZA: sink_len EZE, sink_key/sink_value AR Ei#iY update_sink_kv SEA
self.sink_len = sink_len

self.sink_populated = False

self.sink_key = None

self.sink_value = None

def update_sink_kv(self, sink_key, sink_value) -> None:
# MEMBECRSIKE G EFHEES sink B9 K/V
self.sink_key = sink_key
self.sink_value = sink_value

def forward_native(
self,
query: torch.Tensor,
key: torch.Tensor,
value: torch.Tensor,
output_shape: torch.Size | None = None,
) -> torch.Tensor:
assert self.sink_key is not None and self.sink_value is not None, (
"sink_key and sink_value have not been prepared"
)
# MARERR, BRAEBES sink EHAEE KV cache, ZJ5ERESIM,
if not self.sink_populated:
self _kv_cache = self.kv_cache
torch.ops.vlim.maybe_populate_sink(
self_kv_cache, _encode_layer_name(self.layer_name)

return super().forward(query, key, value, output_shape)

TR AL
review BYELE " FERBIKSK ", AR RSL T :
ivanium (vlim/v1/core/block_pool.py) : "I feel this is a bit pervasive and too

specific for this model. I'd suggest we fix the model local issues first, and leave full
sleep mode support later."

aoshen02 (vlim/v1/core/single_type_kv_cache_manager.py, Fifg @ivanium) : "I
think only this model need self.num_reserved_blocks." — ivanium B £ : "Yeah I



think this is kinda unique."

aoshen02 (tests/model_executor/layers/test_static_sink_attention.py) : "We can
add the test to CI. I don't think simply adding a file will be triggered during CI."

1YE#& Ronald1995 WEINER R EFEREER: "The fix of kv cache manager is removed.". "the
test is removed". "the docstring is removed", &% aoshen02 5 ivanium ¥ APPROVED

(ivanium: "LGTMI") . claude[bot] E PR 3K B fork RPUTEFIFE, HIFFHMRERE

o

« BlockPool.reset_prefix_cache 340 num_reserved_blocks Z##ARTF pervasive
(design): KV & ¥2 2 MIAY3E A ERKENMAA PR R, A PR R{R¥ OpenPangu 5§
StaticSinkAttention HIER BERBEE ; 84 sink fRBR5 reset_prefix_cache IR B I
R,

« SingleTypeKVCacheManager #3% num_reserved_blocks X N BRI AR K (design): PAL
reviewer —EIANZFERERTRBER, RESKAERBAM single type KV cache
manager , XA SinkFullAttentionManager ¥4 needs_kv_cache_zeroing EXzh4
—HEER,

s I ENMXHEARAMW CL A& (testing): FTILEMBEMIR, EHFEH diff THEEEMNIR
ksl ; EYARIERER #53507 By test_sleep_mode_tensor_ownership.py S¥LHEZE,

« StaticSinkAttention FAEREM docstring 2 ERE (style): MR CustomOp.__init_ B4 F
B RBCERBREHIR, RARRERRIZTAE X —R/NKE,

PRS-

o

1R B EWHEIGE: &HEW diff RAE 2 NRXE. TMRKE), 7EE% review E WM
MR T #7138 tests/model_executor/layers/test_static_sink_attention.py, ¥2 g2 83X
ReW Cl ik ; BRI RBESIKI #53507 5] NBY tests/model_executor/test_sleep_
mode_tensor_ownership.py -k openpangu. MMIBHEEEGATRE TS EREIAIZ R 5 B & 3% 12 R
AN PR, HERHIATREW Cl LhRPUT, Eib buffer JFME _k_scale fREXFHE/ME
£ AR PR B HBUEMR,

2. IEMMEsR O HER mAEEIR: viim/v1/core/block_pool.py B9 reset_prefix_cache F3g
IR 3R 5E, single_type kv_cache_manager.py %3 num_reserved_blocks,
SinkFullAttentionManager k3% needs_kv_cache_zeroing, A sink IREE KK
W E BT reserved JRA, prefix-cache reset 3% KV 3REALERIZAT 9] b kAl 3X e 3R
, OpenPangu T " # & + reset_prefix_cache" A& TA BEEFMERKE,

3.PR#EARE HAiIff A—3: PRbody#Changes 3| &S BMIFREIKY B IE B 2k,
FrG N A docstring 6BA, Test Plan W3 H T EARBEERNR XA, JE4LiEE 2 U
A jf) \é\ﬁéﬂ Kahsel, BT SRR XK,

4. EX A ER/IMBEXE: param_sink_value MEE BT A buffer 5, ©€HIE
named _buffers() #3425 to()/ ®KEIHE level-2 B9 buffer =% / 1XE;
persistent=False BfaE state_dict, (B REEH MM BRBEMEEEMHIRIZKER
ASE (Bl dummy run SIREMEEZEE) , FEFARAEZEHIRAL,



5. B commit. BEE: X 1 /> commit (43fef06) , RARIAE, EHERE RS
B AR EMEZINERR RN, - F"W: AFPM: OpenPangu EHAEE level-2 sleep
+ B8 sink 3R T AHB3| AttributeError: 'StaticSinkAttention' object has no
attribute '_k_scale' XEEFEAR, WAERE param_sink_value SRR E fiE| A £k
E; B TFRsh R%IE openpangu.py B param_sink_with_value=False 4% 5
StaticSinkAttention. _init_, HAER 52RIAEIZ (level-1 sleep. 3E sink JTEAH) 4T
ARZE, R%M: sleep mode By tensor ownership #N| (RFC #53343) X &i#—/N
RIS, BIET " EM buffer £EEA save/restore B2 " X—ERNTEAM,; RN
AORIE KV ERBAGERAKEIYE, BT ALERE scheduler KB EIIASHT
Z, HFAM: BA#T EERE BN AHERBIMEE . B AEL KRS MR ZE N IIER
#1, SingleTypeKVCacheManager / BlockPool B30 iZiHERA T —HitibE S, -
RFEFRIE: & MR , NGB RR , PR R 5 RA diff F—K , #5
sink TREFKRAIE | scheduler 5§ KV BEREROKHER , BRI #53507 EL

KRR EE

« PR #53507 [Bugfix][Models] Register sleep-managed runtime buffers: B3R #5 F—
Theksk: A& PR Z2H follow-up, ERAHE S sleep-mode EVIMIRMEZE (
tests/model_executor/test_sleep_mode_tensor_ownership.py) ; #53507 8y body BA#4
& OpenPangu § Static Sink Attention BB E|IAR PR, ##E XA T2HERENEEERN
——EEATR R ESEM A IEFF A buffer,

« PR #53344 (#53507 body FAmE RIFD KR sleep-mode A% PR, X#3IA) :
#53507 89 body B EBH "Split from #53344", K PR 52 &= #53343 #9 sleep mode
tensor ownership A3 ; MEIPREHEELBR diff, TE#—FHIAKSITEE,



