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MTRE

« —A)iE: EPD mADSCBIRLAN 10 BRIAE A NVDEC #gAg

< EESE: EEREE BT UhKksh, AGRIKE] RN, EAKF=RIHREK:
— _resolve_mm_video_decode_device B5F TJFE [RFEE encode-only BB FF R
A RRS, BIRRIRM S MEERNBRAT R GPU MRRRMATIR,; —RIBMMERES ZESK
FE R ESERRE (mm_config.get_mm_processor_device_type()) , XZ review H
WAEE B CHFMARRITE /RN, B%RT D2H/H2D EEHEE; =&
VideoMedialO.merge_kwargs # [BahfAiesl vs XK EiEH] #9%l4Fa
incompatible_backend_options By £ £FIE B, EIXRERTYE PR body B¥RE%R (BBE
A/B/D Xttb) RIBARUKZERIR, FFERBMEZETNE M kwargs &ML EM PR, FAYEINF
BREFEHBELHIT —KRESL bug (device #MIRE| opencv) , WRHEFIELEM EPD
MEY B, XARFITUEZERATEENL: encoder MAFEEZMMM, PD BIAHK I EL
REEE,

THRES B

PR body BA®ENHL: "Given that ec_producer doesn't need to manage kv cache, it's safe
to move media io to use NVDEC." & #IEE encode M (fetch + decode + HF
preprocess + ViT + EC publish) 2 encoder BB EEMI: fps=2 &4 baseline EIFXK %
AFERT 18.5 s, Mean TTFT 14.5~18.9 s; fps=4 #4%mAFERAZE] 31.0 s, FHAX
1.17~1.24 real/s, FFEHHRAERETR: XEIMAEME| GPU (BLE B) MM CPU (BRE
A) BF +220% step gain, BIE opencv CPU f#ALHRER torchcodec NVDEC B E## N (&L
B D) X +54%, encoder &3t 4.9x, EWEZEAE encode-only 2 L IEAIEAR 10 BAK
HHBNREM, HER D2H/H2D FiR,

SCINAR AR

TEANO: BopfddrEs. viim/config/vliim.py ¥ _resolve_mm_processor_device() ZJEHEA

¥89 resolve_mm_video decode device() A, it TAIBRKERNMES] 5§ THIAERD K

EHMEE] ER—4&. RA—INFHE, BARLZELBHFRE,

1. BEEABE A NVDEC (vlim/config/vlim.py::VIimConfig. resolve_mm_video decode
device) : ¥ AE, {XFE EPD “h4med L] AR, XARFERTT:



FREMH R BT A

ec_transfer_config &R Bi#FRE, E£EILF|I5IE encode-only AEREER
is_encode_only R E 4

current_platform.device_type == " 3 CUDA F&iRE

cuda"

mm_config.get_mm_processor_devic AIEZRAAE GPU EERERE (GXZ review JF3B N

e type() 5 device_type B[ XPEEM)
media_io_kwargs|['video'] XxER% EHEAFL,EARE

H backend / device

check_torchcodec_available() R#tHF I ImportError / RuntimeError, info_once &
& TR CPU fErY

P EB AN {"backend": "torchcodec", "device": "cuda"t, BRIXFEMEIRERZ: encode-only
8 EC producer REER[[E. F%B KV cache, MRBERVIARRMER, GPU B AS5HER
& T 77, LARLMEAE GPU XREE 2 CPU media path B9 host 133K, BIVER ZARRDLERE
M np.ndarray ZX CUDA torch.Tensor, [A T EBHITHEREA,

1. ARREERR X #F device (viim/multimodal/video_decoders/torchcodec.py) :
decode_torchcodec(). TorchCodecVideoBackendMixin.make_torchcodec_decoder() 5
decode_torchcodec_frames() £FR#3E device: str = "cpu" WEHEEEE;
make_torchcodec_decoder 3N &K, device="cuda" BrER
current_platform.is_cuda(), BER¥FEZ cpu / cuda MAEE, FEIETRASEMIEAR B/
#IZTF; decode_torchcodec_frames REBELELM A batch.data.numpy(), 2B EER
El batch.data (CPU F44& ndarray, CUDA FT&i&%& Tensor) , H#7& device 3 CPU
B decoder.cpu_fallback AEBR warning_once, &5 NVDEC #EE:RF| CPU BB,

2. Z—mERELY (vliim/multimodal/video.py. viim/multimodal/parse.py.
vilm/multimodal/hasher.py) : video.py #3& DecodedFrames: TypeAlias =
npt.NDArray | torch.Tensor, 33 VideolLoader.load_bytes /
VideoBackend.load_bytes B9REIZER 5 docstring (#73 device 3kiEA) Bk A% 5%
: parse.py::MultiModalDataParser._get_video_with_metadata & isinstance(video,
torch.Tensor) B video.numpy() 4% & A isinstance(video, (np.ndarray,
torch.Tensor)) EE#EfE, REKEFBHEEREIN,; hasher.py T /MEIFHIRAE, #
tensor MAYREF Rtk D2H B 5 ndarray migs & —3K.

3. EXE kwargs EXUKE (viim/multimodal/media/video.py.
vllm/multimodal/video_decoders/__init__.py) : VideoMedialO.merge_kwargs BESF!
BiERE device (5EBEA B hw_decoders / pool_size —3k, BTRsHEATE K IRNIEL)

; BIERIE backend RS BAMERR G IR, RAAIEH
|ncompatlble_backend_optlons(old_backend, new_backend) (#F
_BACKEND_OPTION_DEFAULTS W ZE&) BHEIBEWRTRBIETN, BLREHN
device=cuda 1£% opencv A& LRI KM ; torchcodec BIERIAZETUR [ B4 L



n, n

device": "cpu”,

4. MIRE XHEBELE: tests/config/test_multimodal_config.py #rig4EBh &%k
_resolve_mm_video_decode_device § 5 ANAfI, &E NVDEC BH. 3IE encoder A &fx
¥ CPU., BEMERAIERERE. BEER media_io kwargs. torchcodec HRERARIEN:
tests/multimodal/media/test_video.py B EIEXKLK device F|B5 backend Y1 E3E;
tests/multimodal/test_parse.py ¥k BEE 5 REKESRIFTAB;
tests/multimodal/test_hasher.py Bi& tensor W5 ndarray WirPaF 48 E ;
tests/multimodal/test_video.py #3%¢ torchcodec CUDA fRR ARG, XHEBFER
VideoMedialO / load_bytes / BCLERENT /%M docstring B3 (& —media-io-kwargs '
{"video": {"backend": "torchcodec", "device": "cuda"}}' BYRRIEEA) , & PR body B
GB200 FH EFIFEAEIR A,

R

« vlim/config/vlim.py (#3k BLEMEANT; K7 source; HEA dependency-wiring; &5
_resolve_mm_video_decode_device, resolve_mm_processor_device,
_validate_mm_processor_device) : #3% resolve_mm_video_decode_device ¥ B ohfE
wrEERIRA, REL NVDEC BalEABANAOEE—RE S, 5 BFILMHRE T4
A R PR S 51 A RK o

« vlim/multimodal/media/video.py (#3 PR, K7 source; R core-logic; F&
VideoMedialO, VideoMedialO.merge_kwargs, VideoMedialO.load_bytes,
VideoMedialO.load_baseb4) : VideoMedialO.merge_kwargs 2R E 515 KK
media_io_kwargs BJ&H &, A PR AEMFIEIERRK device HREE/TIAIFREEM; R
E XA KA DecodedFrames, ZiZ&KEHR ALK 10 BHED XM,

« vlim/multimodal/video_decoders/torchcodec.py (1R MIAARRL; 5| source; ER
core-logic; 5 decode_torchcodec, TorchCodecVideoBackendMixin.make_torchcode
c_decoder, TorchCodecVideoBackendMixin.decode _torchcodec_frames) : 3B device
S3 T EFE decode_torchcodec / make_torchcodec_decoder /
decode_torchcodec_frames, £#i&#&| .numpy(), FHIEFERIEE NVDEC EIEREE,
 GPU MR B IESRHOAgH 7 ,

« vllm/multimodal/parse.py (#k ZAESHENT; 5| source; ER dependency-wiring; &
5 MultiModalDataParser._get_video_with_metadata,
MultiModalDataParser._parse_video_data) :
MultiModalDataParser._get_video_with_metadata M [Tensor ¥ numpyl BKAKEFEIE
, EWREMREBAEFEEN. HX HF BB XE—IF, REEBREISKA
DecodedFrames,

« vlim/multimodal/video.py (#£3& AMhnEk; KA source; A data-contract; F5
DecodedFrames, VideolLoader.load_bytes, VideoBackend.load_bytes) : EX
DecodedFrames: TypeAlias = npt.NDArray | torch.Tensor 3 £ ¥
VideoLoader.load_bytes / VideoBackend.load_bytes &4 5 docstring, ZE&miER
A8 BAEKIR,

« vllm/multimodal/video_decoders/__init__.py (#3k R EM; 25| source; R
core-logic; %5 incompatible_backend_options, BACKEND_OPTION_DEFAULTS) :



F13E incompatible_backend_options BYFHH A torchcodec BRIAZEIN KA |k device, Zf&
£ 1R REIE G w3 T R A SEIRIE

« tests/config/test_multimodal_config.py (3 BEMIR; K5 test; KA test-coverage
;. {5 _resolve_mm_video_decode_device, test_auto_video_decode_uses_nvdec_on_e
ncoder_instance, test_auto_video_decode_stays_on_cpu_off_encoder_instance,
test_auto_video_decode_follows_explicit_processor_device) : B 5 NABIE
_resolve_mm_video_decode_device WF RAEMEZ TR (BHA. EREAR. RRELIE
BmRE. BEENEE. torchcodec Htk) , ERREHFENMTANEZR)TM K.

. tests/multimodal/media/test_video.py (3R #AARMR; 27| test; LR test-coverage;
5 test_strips_request_level _device, test_switching_backend_drops_stale_codec_opt
ions, test_same_backend_keeps_codec_options) : B ZIEKEK device B 5 BE/EiR%LM
BERMTAZE, ER gtyl11 review B IR 89 =IMR .

. tests/multimodal/test_parse.py (3% FEHTMIR; K7 test; KA test-coverage; FF
test_video_with_metadata_tensor_passthrough,
test_video_with_metadata_keeps_device_tensor) : Wi K EWiE S BiR &K ERITFRX
%, IiF parse EREM numpy HE#X—RAEA,

- tests/multimodal/test_hasher.py (3R ZHESNIR; 5] test; KA test-coverage;
5 test_hash_video_tensor_frames, item_for_hash) : B tensor W5 ndarray Wire%
HRE—HELAEL D2H, RIFLHESEFRERENAR T HRE M,

« vlim/multimodal/hasher.py (1R ZESEA; K5 source; £R core-logic; FE
MultiModalHasher) : /MEIEFFIRIFE, £ tensor WIESH B D2H # I, ZHWiE
AAEZFREZ ERER S,

« tests/multimodal/test_video.py (#3& FAUMIR; K7 test; KR test-coverage; F5
test_torchcodec_backend_cuda_decodes_on_gpu) : #3E torchcodec CUDA #&5L FA 5|
, HEBEN device BHERSL GPU EMTA (o CUDA BfBk) .

XS VIImConfig._resolve_mm_video_decode_device,
VIImConfig._resolve_mm_processor_device, VideoMedialO.merge_kwargs,
VideoMedialO.load_bytes, decode_torchcodec,
TorchCodecVideoBackendMixin.make_torchcodec_decoder,
TorchCodecVideoBackendMixin.decode_torchcodec_frames,
incompatible_backend_options, MultiModalDataParser._get _video_with_metadata,
MultiModalHasher.hash_kwargs

KR Fr B]

vliim/config/vlim.py

¥ resolve_mm_video_decode_device FERBEIENTEET A, 2L NVDEC Bi1EA
BEABIAND S5rE—RE B, 5 BEFIRMRTE T ZFFMEITIRE 5245 4 3K,

# vlilm/config/viim.py —— B sh#AREK: EPD LS 2 T IEAINAEREKE] GPU
def resolve_mm_video_decode_device(self) -> None:
"""Default video decoding to torchcodec GPU backend for EPD encoder-only
instance if the mm processor runs on CUDA.



The processor consumes the decoded frames on-device in that case, so

keeping the frames on the GPU skips the host round-trip through the

CPU media path. An explicit codec/backend choice in

“—-media-io-kwargs" is left alone, and the default is skipped where

torchcodec (or its FFmpeg runtime) is unavailable.

if self.model_config is None or self.model_config.multimodal_config is None:
return

mm_config = self.model_config.multimodal_config

ec_config = self.ec_transfer_config
#E—EFE: RA [HE consumer 8 EC producer] A B&F 2,
# CRMATRE. RoOB KV cache, iniEEE-FVIRREH,
# At GPU AT EHEST (XU EBRIAFFBHNEEAMERKEE)
if ec_config is None or not ec_config.is_encode_only:
return

from vlim.platforms import current_platform

device_type = current_platform.device_type
#EESFT: MAALREDIES mm processor B3% & —3K,
# review PAEZBENMRIRIT—FEE GPU mmatEE CPU,
# R H—K D2H + H2D fF3R, kiR,
if (
device_type != "cuda"
or mm_config.get_mm_processor_device_type() != device_type

return

# B=%FH: AFEAEREN backend / device @B EE
video_kwargs = mm_config.media_io_kwargs.setdefault("video", {})
if "backend" in video_kwargs or "device" in video_kwargs:

return

from vlim.utils.import_utils import check_torchcodec_available

try:
check_torchcodec_available()
except (ImportError, RuntimeError):
# torchcodec &% %, =¥ T{EXATHN FFmpeg m4TH
# (EMFEMARRKRE False) , WEHRIF CPU AR IF4 H —&KIBR
logger.info_once(
"EPD encoder instance: keeping CPU video decoding because "

"torchcodec is not available (needs a CUDA build with FFmpeg)
)

return

# X NEHIE: VideoMedialO K torchcodec + cuda #i, MM EZEREREKE
video_kwargs["backend"] = "torchcodec"



video_kwargs["device"] = device_type

logger.info_once(
"EPD encoder instance: decoding video with NVDEC (torchcodec device=%s).",
device_type,

)

vlim/multimodal/media/video.py

VideoMedialO.merge_kwargs ZRHEE5EKRKHK media_io_kwargs B9E&H &, A PR El
HIEIERRK device I ARBEGHMNIRBIEM; REEXR KA DecodedFrames, ZR&EKED
ANER 10 Ba9E DO X,

# vllm/multimodal/media/video.py —— BB E 51&ER K kwargs &L R

class VideoMedialO(MedialO[MediaWithBytes[tuple[DecodedFrames, dict[str, Any]]]]):
"""Configuration values can be user-provided either by --media-io-kwargs or
by the runtime API field "media_io_kwargs". Ensure proper validation and

error handling.

Use —media-io-kwargs '{"video": {"backend": "torchcodec",

"device": "cuda"}}' to decode with NVDEC and keep frames on the GPU,
which pairs with a device-side multi-modal processor
(—-mm-processor-device, EPD encode-only instances).

@classmethod
def merge_kwargs(
cls,
default_kwargs: dict[str, Any] | None,
runtime_kwargs: dict[str, Any] | None,
) -> dict[str, Any]:
if runtime_kwargs:
# RS FIREMEME, BERERRFK
runtime_kwargs = dict(runtime_kwargs)
runtime_kwargs.pop("hw_decoders", None)
runtime_kwargs.pop("pool_size", None)
# ARRD R R OR TR (AR BEL IR ERKEL) FAERMMEEL,
# BTRAF X EREAFREIEAFLE E GPU, LRAIBEHRE CPU

runtime_kwargs.pop("device", None)

# Block request-level selection of GPU video backends that
# were not configured (and VRAM-reserved) at startup.
for key in ("video_backend", "backend"):
requested = runtime_kwargs.get(key)
if requested and VIDEO_LOADER_REGISTRY.backend_requires_gpu(requested):
static_val = (default_kwargs or {}).get(key)
if static_val != requested:
logger.warning_once(
"Stripping request-level %s=%r: GPU video "
"backend not configured at startup.”,
key,



requested,
)
runtime_kwargs = {
k: v for k, v in runtime_kwargs.items() if k != key

merged = super().merge_kwargs(default_kwargs, runtime_kwargs)
# fps and num_frames interact with each other, so if either is
# overridden at request time, wipe the other from defaults to
# avoid unintuitive cross-field interactions.
if runtime_kwargs:
if "num_frames" in runtime_kwargs and "fps" not in runtime_kwargs:
merged.pop("fps", None)
elif "fps" in runtime_kwargs and "num_frames" not in runtime_kwargs:
merged.pop("num_frames", None)

# ERM BB backend BY, JEERBENEAARMS backend & B3%EM:
# 70 torchcodec B device / seek_mode 5% opencv S EHEHR
# ValueError: device is not supported by the 'opencv' backend
# (gtyl11 & review TR HEHZT)
requested_backend = runtime_kwargs.get("backend")
static_backend = (default_kwargs or {}).get("backend")
if requested_backend and requested_backend != static_backend:

for name in incompatible_backend_options(

static_backend, requested_backend

merged.pop(name, None)
return merged

viim/multimodal/video_decoders/torchcodec.py

3 device BT F decode_torchcodec / make_torchcodec_decoder /
decode_torchcodec frames, £#i&%&| .numpy(), HIIEFERE S NVDEC EEREE,
GPU f#rd B IE &t By 7 .

# vllm/multimodal/video_decoders/torchcodec.py —— GPU #8485 fi% & 383F5 Wik =
@staticmethod
def make_torchcodec_decoder(
data: bytes,
num_ffmpeg_threads: int = 0,
seek_mode: Literal["exact", "approximate"] = "exact",
device: str = "cpu",
) -> "VideoDecoder":
torch_device = torch.device(device)
# RA CUDA F&A AVER GPU g5, #%rEdE NVIDIA FFERFERKIK
if torch_device.type == "cuda" and not current_platform.is_cuda():
raise ValueError(
f"torchcodec video decoding on device {device!r} requires "
"a CUDA-capable platform."



)
elif torch_device.type not in ("cpu", "cuda"):
raise ValueError(
f"torchcodec video decoding only supports ‘cpu' and 'cuda' "
f"devices, got {device!r}."
)
# NHWC 5 T2 H (num_frames, H, W, 3) uint8 RGB fi/§—3X, & —’K transpose
return VideoDecoder(
data,
dimension_order="NHWC",
num_ffmpeg_threads=num_ffmpeg_threads,
seek_mode=seek_mode,
device=device,

@staticmethod
def decode_torchcodec_frames(
decoder: "VideoDecoder",
frame_indices: list[int],
device: str = "cpu",
) -> tuple[npt.NDArray | torch.Tensor, list[int]]:
"""Decode the requested indices in one batched, index-exact call."""
if not frame_indices:
return np.empty((0,), dtype=np.uint8), ]
# Note: torchcodec releases the GIL for the entire call
batch = decoder.get_frames_at(frame_indices)
# XKEITAZMN: FABILEME .numpy(). device="cpu" BF batch.data 2
# ndarray; device="cuda" BtZ CUDA Tensor, BE#EREIT#HR—RK D2H I,
# BHREM HF AL 3R 38 F 3 T 3%
frames = batch.data
# NVDEC AHH (4B RNAREZFF / 2 libnvcuvid) B torchcodec &£EFER
# EERE| CPU fRRY, XEBEAH—RMEE, #Ee iR U8 AR AR
if (
torch.device(device).type != "cpu"
and (status := getattr(decoder, "cpu_fallback", None)) is not None
and bool(status)

logger.warning_once(
“torchcodec could not use NVDEC for this video and "
"decoded on CPU instead; check codec support and "
“libnvcuvid."

)

return frames, list(frame_indices)

ERTIE K

T H 5 & review WP, EFERNEARE, H£—, DarkLight1337 £ vilim/config/vlim.py
B resolve_mm_video_decode_device &t EIFEFLE: "Am I missing something? Where



does the check for encode-only instance occur?"——#REZMIRIE T
ec_transfer_config.is_encode_only ¥, {EEE commit 84b1d07..62adfad &8, KX
EEEMT —RRITRE: "Wait, after second thought, I think we should tie video
decode device with mm processor device instead, otherwise it will cause duplicated
d2h/h2d transfer.", BIb= £ FRALRE mm_config.get_mm_processor_device type() =
device_type BY¥|BT, #E e [FFSE GPU. FIIEE CPU) R KAER, HZ, gtyl11 3
HiERF backend BEMRE A : HALZEIBRIAEN {"backend": "torchcodec", "device": "
cuda"t J&, EXKIE backend B&BX "opencv' SR8 device="cuda", #R ValueError: device
is not supported by the 'opencv' backend, EINEHIEIREEE BTN codec TB
W EEERE— commit 8effb2c A incompatible_backend_options SZEFHEE £ F
Bk, RILSEEE AR R —RHEAM: EERXET "I think we should clean the
processor/mediaio device resolver function in followup PR, it's a bit messy" 5 "current
dictionary is not flexible and clear enough", BF kwargs FHEXEITEBLEMILEN, BT
A PR AHE T 0/ 8L IT1E,

« MIRELZIERD encode-only SZFISFE (correctness): YEEHIABURIHE commit
84b1d07..62adfad Fxb_L if ec_config is None or not ec_config.is_encode_only:
return, REBETEREERZVLIA encode-only SIBIARBERAIE. A& KV cache Zi&E &% & nE &,

o FRRDRERINE ZHESNIE R REYE (design): RASZIAMA
mm_config.get_mm_processor_device_type() |= device_type HlIW¥r, FHi1E
tests/config/test_multimodal_config.py::test_auto_video_decode_follows_explicit_proc
essor_device F L --mm-processor-device=cpu 3Z & E ZiZITHN.

« HR K backend B EZKRE device=cuda FEFRIELM (correctness): 1EETE commit
8effb2c FH3E viim/multimodal/video_decoders/__init__.py::incompatible_backend_opt
ions (ETREREMNBRIALKBESLE) , & merge_kwargs FIZH backend ZF|H
backend TE%E, FHxb tests/multimodal/media/test_video.py::test_switching backend_
drops_stale_codec_options &%,

. kwargs FHRRBITEELEMILEM (design): & PR RMEEM, 1EABABEARBRE TR
54 PR 4038, WHFEEZTX—RH (gty111 5 DarkLight1337 %43 APPROVED)

]

R 5 B

« REE: 1) SEATERERE: BEIEAKHE torchcodec & CUDA AR5 WA FFmpeg infTH,
check_torchcodec_available() #tsEBt R &2 info_once EM%, B ®REIRU A BEHA
NVDEC; ksh NVDEC MANBImAEEANSERE| CPU (FT3EHY decoder.cpu_fallback &
BETEAR) , WA THNMAEEAE GPU, Riftgin—& H2D, Kk#4Bh, 2) B
H5¥H%: NVDEC ##i 5 GPU LMk S ARBRER, B encode-only SLZBIARL
BC KV cache, {EE4 R, £ (41 PR F 60 Ml / 26k video token —#44) BhnE & B
MABEEREA, BRAEFENEGENEBEREEFH, 3) BRFEXTE (FEM)
merge_kwargs ILE—ERI BB KK device, HWRIAEAIIIFRIR media_io_kwargs 8 EfE
RSN AEAEEREI; FE backend ¥1#LER EF seek_mode. hw_decoders %
WA, BTITHKE, EE release note 1R, 4) LRBALTE .
VideolLoader.load_bytes B3R EI{EIE 7] REZ CUDA torch.Tensor, ®E/EIEEX



video loader 2., URBREBMAN np.ndarray B THAEIEER (40 JPEG BHERRZ.

Image.fromarray) WRARIREE DecodedFrames A E#, waEAEREKE EH5E;

parse.py BB LM Bk E AL TE B A B TREE device tensor, 5) BiEEBE: #3E CUDA

fERD B BIE T GPU RIS skip, E5Z NVDEC 3338 EVIHREA LEE (PR body By

GB200 #)4E) , BM#HNEM Cl WEBEHERZR, BEERHEHLE =),

¥ AR/ EEM: R¥M EPD 2 FIHBH Y EC producer (is_encode_only) 89
AL S|, LBEIBIRSESIREEH ec_config is None HIEFRE, TAREARE; ¢
CUDA F&aRA#EARZH M, FRERLDMEMNEETE (fos=2 H#E1EXR encode
18.5s —>1.3s, fps=4 14 31.0s — 2.7 s) , 3FEEE +94%~+209%. Mean
TTFT T4 84%~87%, 1600/1600 K2 pkh BT NVDEC B3R, ZGM: ik
J& PD BIARAFMIM (decode_ttfb M 0.40 s #2| 0.82~1.55s) , #BH EPD A%
BIFRAEM encoder %3] PD, XZ¥ B EPD RHAREIT A, (B4 EEZANE M
PD BIAZK A BE SR 2ERUk s, HIPA / REBMI: DecodedFrames 5
incompatible_backend_options & MiFgEE & L] X—FLE RN, BEERREY
B, RINEEMBATEIEE =/ resolve_mm_* device %, EHBERIANZAZ BR
ELAMRIRHAEN, FTFEREXRTEEFRETIIART,

« REARIE: GPU ##EBIRHL torchcodec 5§ FFmpeg iZfThT , NVDEC #ZR[EI:R CPU X4

| ERK device BXURE GEEM) , MERBATRIRE Tensor, E5Z NVDEC B

=

26 Cl B

PRI

« PR #56379 [EC] Automatically enable embedding inputs on EC/KV consumers: &K
sh vllm/config/vlim.py B EC/EPD RBEIEEH S, BT EC A (producer/consumer)
B BEXEINBEARMZES:, A PR 89 ec_transfer_config.is_encode_only Hl¥r52 #+=F
H—=F EC 8 X,

« PR #55326 [Bugfix][Multimodal] Parse decoded video frame lists as a single video: Bk
R —# X viim/multimodal/parse.py 5 tests/multimodal/test_parse.py; 7 PR #§
commit IB KB REH upstream/main BHEESX PR/ S £ 38058, 1380 — & FE SR AT B
12 BRARVEH,

« PR #56385 [Bugfix][MM] Fix swapped H/W in dummy video profiling inputs: [E/& % #&
S AEERE (AN loader BIWIIR / R$1EX) , A PR REMMERSRH[AE (
NHWC, R&KE) RFUIZE video MAHEKXZE, ER—TARNHELBE,



