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# vllm/v1/executor/ray_utils.py
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def initialize_ray_cluster(
parallel_config: ParallelConfig,
ray_address: str | None = None,
require_gpu_on_driver: bool = True,

"""Initialize the distributed cluster with Ray.

it will connect to the Ray cluster and create a placement group
for the workers, which includes the specification of the resources



for each distributed worker.

Args:
parallel_config: The configurations for parallel execution.
ray_address: The address of the Ray cluster. If None, uses
the default Ray cluster address.
require_gpu_on_driver: If True (default), require at least one GPU
on the current (driver) node and pin the first PG bundle to it.
Set to False for executors like RayExecutorV2 where all GPU work
is delegated to remote Ray actors.
assert_ray_available()
from vlim.platforms import current_platform

# XA Ray ARSI LR
if 0s.environ.get("RAY_USAGE_STATS_ENABLED", "0") I= "1":
os.environ["RAY_USAGE_STATS_ENABLED"] = "0"

# £ Ray AERIFURE GPU $#E, AHERTHNIREFE

if current_platform.is_cuda() and parallel_config.world_size > 1:
available_gpus = current_platform.device_count()
if parallel_config.world_size > available_gpus:

tests/distributed/test_multi_node_assignment.py

BB MERER AN E XL teardown (E#E remove placement_group) , H#8
available_resources_per_node E£F driver & GPU 3A#x, it 60 M8t 5 EE 1 #3838,

# tests/distributed/test_multi_node_assignment.py
#AZMNARTE 2 HEEREIIE: placement group Bl /E, GPU worker
# RAWRAE R driver T & ; KR PG EESIUREIE)IR, FaEHNT—H,

import os
import time

import pytest
import ray
from ray.util.scheduling_strategies import PlacementGroupSchedulingStrategy

from vlim import initialize_ray_cluster

from vlim.config import ParallelConfig

from vlim.utils.network_utils import get_ip

from vlim.v1.executor.ray_utils import available_resources_per_node

VLLM_MULTI_NODE = os.getenv("VLLM_MULTI_NODE", "0") == "1"

@pytest.mark.skipif(
not VLLM_MULTI_NODE, reason="Need at least 2 nodes to run the test."



def test_multi_node_assignment() -> None:
# NOTE: important to keep this class definition here
# to let ray use cloudpickle to serialize it.
class Actor:
def get_ip(self):
return get_ip()

for _in range(10):
config = ParallelConfig(1, 2)
initialize_ray_cluster(config)

current_ip = get_ip()
workers = []
for bundle_id, bundle in enumerate(config.placement_group.bundle_specs):
if not bundle.get("GPU", 0):
continue
scheduling_strategy = PlacementGroupSchedulingStrategy(
placement_group=config.placement_group,
placement_group_capture_child_tasks=True,
placement_group_bundle_index=bundle_id,
)
worker = ray.remote(
num_cpus=0,
num_gpus=1,
scheduling_strategy=scheduling_strategy,
)(Actor).remote()
# EBUTE: GPU worker A% driver 1 &
assert ray.get(worker.get_ip.remote()) == current_ip
workers.append(worker)

for worker in workers:
ray.kill(worker)

# 547 teardown RF—3k: EI#FE A remove_placement_group,
# AR RIREON R T SR

ray.util.remove_placement_group(config.placement_group)

# ray B9 GCS T BETE per-node raylet VIR FIRRAIBIE PG ARiEA
# REMOVED, Rt HELZIN GPU K AZE PG RS K,
# |HSZILA ) get_current_placement_group() % driver 184 None,
# S BEIRE, KT —® initialize_ray_cluster B+ GPU #&J3iR,
gpus_needed = len(workers)
deadline = time.monotonic() + 60
node_id = ray.get_runtime_context().get_node_id()
while True:
free_gpus = available_resources_per_node().get(node_id, {}).get(
"GPU", 0
)

if free_gpus >= gpus_needed:



break
remaining = deadline - time.monotonic()
if remaining <= 0:

raise TimeoutError("placement group resources were not released")
# EEERS: ZE2F 10, BERERRREBLEE

time.sleep(min(1, remaining))
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