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MITHE

- —4)3E: 85 DCP FTRE KV AZHF/UAAR—IK, KA Kimi-K3 RI%k &+

- ESHE: EB¥EIE, dcp_world_size _for_kv_cache_spec 8 spec 235
UniformTypeKVCacheSpecs fEE 38, ZIEM vLLM JBE KV cache H5 /TR R EK
BIFINE; thREIE cache_hit_alignment_tokens £3%3| manager 1% B #0 A%t
, RILT " BERANESHREAE SN " AR, review ¥ GirasoleY JIERE E K4
RNEINGFHFNER, NERKRBEMKZE PR FHFHME B, XF DCP/MLA/ #%
HUARFD AR TAZVR, RN EBFPEE #51705 554 replay-boundary PR, 7 BETP-fE3mE 3R
PRI,

TN EES BAL

PR body PR#a#E W FELAR : Kimi-K3 JB& T DCP-sharded 8§ MLA/ 27X B AAS
replicated B9 Mamba 2B, MR DCP K/AIMEN R BIFAA 4, FIK scheduler. block
hashing 5 cache managers Xt block JU{T3EEAR—2K ("Applying the process-wide DCP
size to every group makes the scheduler, block hashing, and cache managers disagree
about block geometry") . PR RIRBAFRESEE: & DSpark/DCP miTHRERA (
#51705) . EAGLE/Mamba ERAF1RE (5 #51295/#50897 £&) . MUK offloader JL
fa5 failed KV-load $%& (#53917) , BEIRiL per-group DCP &H/UTX—REE ML &
Ao

SCEL AR

% PR B4R " 81 KV cache group REB AR DCP JUEI FI/E " X—JRN|, 4 5
L

1. JUamEAE  (viim/vl/core/kv_cache_utils.py) : g
dep_world_size_for_kv_cache_spec(spec, dcp_world_size), 3#f& DCP K/NAKTF 1 B
BE#3RE 1; X UniformTypeKVCacheSpecs BENE SHBRE—NANE spec fFAREK;
RA FullAttentionSpec (& MLA B42) REI#FZ DCP K/, Mamba. BHE.
chunked-local F & HIRSHE—ERE 1, XL "KV & rank 8% A0 block BAK " 89JL
g X URERE| B — R ER, B4 spec XRY BREFHRX—4L,

2. manager ¥3&513E (vllm/v1/core/kv_cache_coordinator.py) :
KVCacheCoordinator.__init__ ¥3&8A™ SingleTypeKVCacheManager Bt, 3BRALH—
dcp_world_size=dcp_world_size ¥k& dcp_world_size for_kv_cache_spec(kv_cache_gro

N
b



up.kv_cache_spec, dcp_world_size), REB UnitaryKVCacheCoordinator. _init_ REH
1T block_size *= dcp, BRAM single _type managers[0] B EMEITE W block size 5§
dcp_world_size, HHREBEARIZE per-group BIZRME,

3. BEHRMEMER manager BAJUA (kv_cache_coordinator.py) :
HybridKVCacheCoordinator.find_longest_cache_hit 5
find_longest_cache_hit_per_group ZEAA find_longest_cache_hit B, dcp_world_size
5 pcp_world_size BRAM single_type_managers|first_group_id] B, BRER L%
FullAttentionSpec #tlr DCP K/\. BN A 1 5%, BT spec XAHIRTS manager
SRR UT A —3RBVFa R

4. REXFAERE (single_type_kv_cache_manager.py + kv_cache_coordinator.py) :
SingleTypeKVCacheManager 3¢ cache_hit_alignment_tokens &M, BRIASFT
scheduler_block_size (F8XF5F) ; WRABESEHK enable_partial_hash_hits &R¥EE, £
_cache_hit_alignment_tokens (¥ EFFBEA hash_block_size) %—F ANATHE
manager, cache _blocks # 8y reachable_block_mask &R E, RIEIE EAGLE B9 DCP
WRERFHRET, MRAREH Mamba E ARSI AKE scheduler LCM #RIEF

5. MEREE: =/ANMNHR SCHFF38 5 x4 B fl——tests/v1/core/test_prefix_caching.py 8
test_prefix_cache_hit_uses_per group_dcp_geometry #J3& target MLA / draft MLA /
Mamba =i, DCP=8 BLE, IiF manager By dcp world_size 5 block_size QB &R =X
TERAHBREL [2, 2, 16]; tests/v1/core/prefix_cache/test partial_prefix_cache_hits.py
m test_dcp_fine_hit_retention_uses_hash_alignment_without_eagle &% DCP=4 +
retention_interval=0 T Mamba MRS hash XFREFHTER 6 4 token;
tests/v1/core/test_kv_cache_utils.py B test_dcp_world_size_for_kv_cache_spec_shard
s_full_attention_only BN L REAE,

R

« vlim/v1/core/kv_cache_utils.py (#3k EHF T E; 35| source; EA core-logic; &5
dcp_world_size_for_kv_cache_spec) : #3EAZWEEBY R #K
dcp_world_size_for_kv_cache_spec, # spec EHIRZEH/ KV cache group BIARK
DCP K/, EEAMEEMLALHEAND,

« vlim/v1/core/kv_cache_coordinator.py (##3k ZHEMIAE; %5 source; LA core-logic
. f&5 KVCacheCoordinator.init, HybridKVCacheCoordinator.find_longest_cache_hit,
find_longest_cache_hit_per_group, UnitaryKVCacheCoordinator.init) : per-group JU{e]
TE manager &, RIBERERENFZERTBARAXMY, KIZRRKEEEFHEESE
o ERAR,

« vlim/v1/core/single_type_kv_cache_manager.py (1R ZEEEE; 27 source; LR
core-logic; 5 SingleTypeKVCacheManager.cache_blocks) : ¥73g
cache_hit_alignment_tokens 3 cache_blocks B{& & #0 ME E
scheduler_block_size Y1#E|ZB M, EREXNFTEE N XEHAE,

- tests/v1/core/test_prefix_caching.py (#&3R RIZRZEFF; K5l test; KA test-coverage;
5 test_prefix_cache_hit_uses_per_group_dcp_geometry) : g
test_prefix_cache_hit_uses_per_group_dcp_geometry, I&iF target MLA / draft MLA /

Mamba =47 DCP=8 THWJLAIDES e RE, A PR BT AR R,



. tests/v1/core/prefix_cache/test_partial_prefix_cache_hits.py ({&3k RiEdpdr; 5|
test; A test-coverage; &5 test_dcp_fine_hit_retention_uses_hash_alignment_with
out_eagle) : #3E test_dcp_fine_hit_retention_uses_hash_alignment_without_eagle,

E £ DCP=4 + retention_interval=0 T Mamba RS hash SFRE. AR ELIERE
A, RIEREXTHERE,

. tests/v1/core/test_kv_cache_utils.py (1#3k EHEITH; %3] test; £A test-coverage;
5 test_dcp_world_size_for_kv_cache_spec_shards_full_attention_only) : ¥73g
test_dcp_world_size_for_kv_cache_spec_shards_full_attention_only, EHEEEMJL{T42E

REE & spec A FEHE,

XS dep_world_size for_kv_cache_spec, KVCacheCoordinator.init,
HybridKVCacheCoordinator.find_longest_cache_hit, find_longest_cache_hit_per_group,
UnitaryKVCacheCoordinator.init, SingleTypeKVCacheManager.cache_blocks

KR BR

vlim/v1/core/kv_cache_utils.py

PR EB R R dep_world_size for kv _cache spec, 1% spec ZKRURFEE/ KV cache
group B9ERK DCP K/, BEEAMEEWILEALEAND,

def dcp_world_size_for_kv_cache_spec(spec: KVCacheSpec, dcp_world_size: int) -> int:

"8 B A 4R %4 block JLA#E DCP K/,

23FEA KV (& MLA) 7£ DCP rank 84 F, EREIZEHS cache manager
8 block_size A #FEHR DCP K/I\; Mamba. Y&%&. chunked-local 2%
per-rank Z #RAS, BUMEMH#FZLL DCP > 1 /TR MEZEA 1,
if dep_world_size <= 1:
# ¥ rank RAELSRIEX, BEEEKRE,
return 1
inner = spec
# UniformTypeKVCacheSpecs B Z/NEH layer spec, BRE—NAE spec
# BRI RRIZ AR LT KR,
if isinstance(spec, UniformTypeKVCacheSpecs):
inner = next(iter(spec.kv_cache_specs.values()))
if isinstance(inner, FullAttentionSpec):
# BHr MLA 5 DSpark draft MLA #f#£E FullAttentionSpec / MLAAttentionSpec
# B2, EiboFAREHE DCP R/, EHERBIMEH B draft 48,
# FEHH spec XA, MAREARRIBIFH,
return dcp_world_size
return 1

vlim/v1/core/kv_cache_coordinator.py
per-group JLfAIZE manager ¥3&, MIBZERSHFEXNFZETRARA MG, RKamxAKBHEE
BB &R AR,

# KVCacheCoordinator. _init__: A KV cache group #3i& ks iy
# SingleTypeKVCacheManager, DCP K/|N% spec ERIRMAMNT, mAZE



# FrA A A#HFER dep_world_size,
self.single_type_managers = tuple(
get_manager_for_kv_cache_spec(
kv_cache_spec=kv_cache_group.kv_cache_spec,
max_in_flight_tokens=max_in_flight_tokens,
max_model_len=max_model_len,
block_pool=self.block_pool,
enable_caching=enable_caching,
kv_cache_group_id=i,
#XRETMN: ENAREE AR DCP JUTTIE, &8N /MLA
# A F IR block; Mamba £ #28#&%#F dcp_world_size=1,
dep_world_size=dcp_world_size_for_kv_cache_spec(
kv_cache_group.kv_cache_spec, dcp_world_size
),
pcp_world_size=pcp_world_size,
scheduler_block_size=self.scheduler_block_size,
needs_kv_cache_zeroing=self.kv_cache_config.needs_kv_cache_zeroing,

)

for i, kv_cache_group in enumerate(self.kv_cache_config.kv_cache_groups)

# HybridKVCacheCoordinator.find_longest_cache_hit R&R: BEHRM BRI BHIZ
# spec LAHERT DCP K/, MAEEEILEIZA manager EENTHIIET BT
# T 5%k, 1RIE target MLA. draft MLA 5 Mamba & B 3% IE#kLE 355,
hit_blocks, _new_hit_length = manager_cls.find_longest_cache_hit(
block_hashes=block_hashes,
max_length=_max_length,
kv_cache_group_ids=group_ids,
block_pool=self.block_pool,
kv_cache_spec=spec,
drop_eagle_block=drop_eagle_block,
alignment_tokens=self._cache_hit_alignment_tokens,
dep_world_size=self.single_type_managers[first_group_id].dcp_world_size,
pcp_world_size=self.single_type_managers|first_group_id].pcp_world_size,

)

vlim/v1/core/single_type_kv_cache_manager.py

#3E cache_hit_alignment_tokens #3& cache_blocks YR B ME E
scheduler_block_size Y1#E|iZE M, EREXNFTEE N XBERA,

class SingleTypeKVCacheManager:
def _init_ (self, ...):

self.scheduler_block_size = scheduler_block_size
#ORGMEAEERBNMARKIEE, HEESFHFTEE hash 3k
#HE; WABRKE—BNZBM. BRIMRFF scheduler X5F (1)
# RIEER S HNBRER LA RITARE,
self.cache_hit_alignment_tokens = scheduler_block_size



def cache_blocks(self, request, num_tokens, retention_interval=None):

block_mask = self.reachable_block_mask(
start_block=num_cached_blocks,
end_block=num_full_blocks,
# REWERAEFHTNFTMIEEE scheduler FRA/IN:
# DCP T¥E 3% hash RITFE, BAH scheduler LCM
# 2SN RERTEAN Mamba & &, RRESLEREINITE,
alignment_tokens=self.cache_hit_alignment_tokens,
kv_cache_spec=self.kv_cache_spec,
use_eagle=self.use_eagle,
retention_interval=retention_interval,
reachable_boundaries=reachable_boundaries,

)

self.block_pool.cache_full_blocks(...)

AN T
review B R BE FESEEEH 5 R IEFHME L

c EHERZE (design) : GirasoleY £ CHANGES _REQUESTED w## i PR RIBTALIET
per-group DCP geometry. Mamba replay boundary. SimpleCPU offload. CoW,
cache load failure &N A, EXREFRE, 1EEERN: offload 5 failed-load %38
3| #53917; CoW refresh {28, HA allocate_new_blocks() €38 % partial_hit_regs
FRA _apply_cow(), &A refresh B stale TTEHRIFBESIE RIEREARHFA BIBR,

« failed-load F&/NE I, (question) : GirasoleY &Rt scheduler.py ¥ failed blocks 432
o PRI TR MR &R/ NEI; EE+8 B EM test_hybrid_load_failure_uses_runtime_ma
nager_block_sizes BR A &/NEH, BEIBAFSF # TODO (davidb): add support for
hybrid memory allocator BART 22K X IFHEEH,

- CoW M= IEFaME (correctness) : GirasoleY AN _partial_hit_reqs stale & 4RI &R
FRA%, BEBREH source kT CoW REHEE MMH1E @ivanium E4; (EERE,
PWHREHIUTE ZOXASMA _apply_cow Z2WiE, MKRZEIEMRBUE,

- BRI E A HIRBA (correctness) : GirasoleY $8H _E—HhR
has_dcp_partial_full_attention_group &7 45 full-attention DCP %% & A partial
prefix hit, 5§ " {X --mamba-cache-mode align A B A " WM BERE; EEBE, &mAR
AREEEY B

- replay boundary J3/& (design) : GirasoleY #H Mamba replay boundary ZE 5
#51295 & 1EEREA PR {%$F per-group DCP geometry SGEl, & |a]@ %~ 33,
FAHIMITEL: T replay-boundary retention BtérH R 15.60% (FE$ 80.37%)
AMNAZE 71.90%,

« TR ERT E BUREFF PR BA (design): offload 5 load & MWAatFEIxH B #53917, CoW
refresh YEAE— partial-hit IEMERZ N —IFMEE,

- failed-load % FBEEH/NEIL (question): ZZEEM B #53917 I 4038,

« CoW stale RESEETTEEA A (correctness): R CoW refresh 21, BABER
BAR—E,



- WAFE S DCP Rz RMBKE ST (correctness): 1EEBE, HmANRSKREEIZY
BEBE, WMAEaFIIHE Mamba align Aft%k

« Mamba replay boundary 5 #51295 &% (design): & PR A replay-boundary & &
, M REFEEFF/E LML PR ARR,

A5 25mH
« QFe:

1. BOEAZEYVANFE: KVCacheCoordinator. _init__. find_longest_cache_hit.
find_longest_cache_hit_per_group & vl BRIBZEFZOKEZ, KIS PMAAE RS KV
group B2 & (&3E DCP 33 &, LA dcp_world_size for kv _cache_spec RE 1 £REE
f2) . dcp_world_size_for_kv_cache_spec BInEE R R EIHEH spec XA (g
H& draft ) , RFEBRIAK block JUTH = £ REF R PmIERE, XEZLTEE
BT AER,

2. AR FFAEBIIE S cache_hit_alignment_tokens BMARE
enable_partial_hash_hits RIE%H—5 NFTA manager; #EXEFZEZ (o CPU
offload #MRAE) XM EERAZA R ESRAME, HEREH Mamba RS &8
WEMNFER. YRIZIVERAERIFE scheduler X357, BET R, BiZBEA
ERFEXE,

3. RBENIF: A PR BME N IHBHKEZ R——DSpark/DCP ZATRE R AR
#51705, replay-boundary frB&K#/E 4343 PR; PR body 52 BRT
replay-boundary retention BtSZFrépF EAX 15.60% (i 80.37%) , AR REAK
PR T REIZ & B TR

4. MARBEAFR: FNIREE DCP4/DCP8 WL GREXNTT, EXREE
mamba_cache_mode 3E align. 3E DCP B & HFEIERE /R, X EERIZIKH IH BRIAEHY
TR, -®wm: AF®W: DCP KT 1 BBRE2FE A /MLA + Mamba BIEE

(0 Kimi-K3 DSpark + RIB%&HF) REERZE, ARG PN UABTCRSKRE; #35
Ak DCP=1 BRERRAEZE, TALE, AL per-group JLAIRA
manager fi&, BERESHRE=E, HKRT block vH 5/ UAARA—KEFHKNEHF miss 5
BESE RSP, NEE offloader /LIS replay-boundary £ #M# T Z—E8t. R
. iZ PR 5 #51705. #53821 S#&K ROCm DCP AR THREE &, review FE
EESEREIFS S AN, B4 PR TENER FRSHESR, - RERAME: BOEFERZ
TE R #51705 BT RIF , Mamba EH R B BURMR , DCP JBE& /LR EREE
e

KERPKZ

« PR #51705 [ROCm][MLA][DCP] Support causal multi-token verification: PR body EA#
7 B8 DSpark/DCP BATRDERE A X35t #51705 &03F, K PR BREBRIERIREE; W
FHHERMMK Kimi-K3 DSpark DCP #4347 ¥ B BI AT R,

+ PR #53821 [Bugfix][ROCm] Preserve AITER unified-attention metadata during graph
replay: [@— ROCm &AARRL / SEEAShRELMN L EEE, RAEERATF DCP T ROCm
TEAMK (AITER MLA T#kiEHRE) , 5K PR WEF/LAEERE,



