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# tests/models/language/pooling_mteb_test/test_modernbert_fp8.py
import pytest

from tests.models.utils import EmbedModellnfo
from tests.quantization.utils import is_guant_method_supported
from vlim.platforms import current_platform

from .mteb_embed_utils import mteb_test_embed_models

def fp8_scaled_mm_unsupported() -> bool:
"B ModernBERT FE£k FP8 MR 2 & AR Bk,

“is_quant_method_supported("fp8") " &£ MI250 (gfx90a) LiRE True,
1B ROCm _E3B4T per-tensor FP8 linear EEZE CDNA3+ 5 RDNA4,
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# MR fp8 ABHAZ LHF, Mgk
if not is_quant_method_supported("fp8"):
return True
# % ROCm &L, EERERTH ScaledMM A ZIF
if current_platform.is_rocm():
from vlim.platforms.rocm import get_cdna_version, on_gfx12x
# % CDNA JRA <= 2 BRE gfx12x, WRBRARMERLZ, Bl
return get_cdna_version() <= 2 and not on_gfx12x()
# dF ROCm F&, EFHIT
return False

MODEL_INFO = EmbedModellnfo(
"Alibaba-NLP/gte-modernbert-base",
mteb_score=0.748193353,
architecture="ModernBertModel",
seq_pooling_type="CLS",
attn_type="encoder_only",
is_prefix_caching_supported=False,
is_chunked_prefill_supported=False,
enable_test=True,

)

@pytest.mark.skipif(



_fp8_scaled_mm_unsupported(),
reason="No FP8 ScaledMM kernel is available on this GPU type.",

)

def test_modernbert_online_fp8 _mteb(hf_runner, vlim_runner, monkeypatch) -> None:
monkeypatch.setenv("VLLM_ALLOW_INSECURE_SERIALIZATION", "1")

def check_online_fp8(vllm_model) -> None:
vlim_model.apply_model(_assert_modernbert_online_fp8)

mteb_test_embed_models(
hf runner,
vllm_runner,
MODEL_INFO,
vlim_extra_kwargs={"quantization": "fp8_per_tensor"},
# Account for Online FP8 kernel variance across GPU architectures.
atol=2e-3,
vllm_model_callback=check_online_fp8§,

)
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