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1. ¥ BFEEFI: & viim/_custom_ops.py 8 grouped_topk F¥kfn
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grouped_topk R HF, FFERLELMM current_platform.is_cuda() 1&&A
(current_platform.is_cuda() or current_platform.is_xpu()), EXFNREAE XPU F& +
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2. Mt Fake/Meta 5Z#: £ vlim/_custom_ops.py ¥, A _moe_C::grouped_topk EFE
ft T —A Python fake 5ZFL _grouped_topk_fake, ZEREAEIL T RAZBHH IR (
float32 {HIKEF0 int32 &5|5KE, FIRA [num_tokens, topk]) , ¥ torch.compile
BERERLEITELREANZEITHSHMBRELE, AmmEaEKR,

3. ZMEEME AN Fake ZIAVUEMAEN if hasattr(torch.ops, "_moe_C") and
hasattr(torch.ops._moe_C, "grouped_topk"): #HTH&MRIP, AR XEEFEEM (B
KXAZEMNE) BERTEP AR, WET MEFREM.



4. MERERITRE MR WEEYMATAMER grouped_topk B H (noaux_tc #R) B9 MoE #
A, 4 DeepSeek-V3/R1, Kimi-K2.6 %, {EFEEAL T & Trinity-Nano #1 GLM-4.7-Flash
A A RE SRR, BORAE torch.compile + fused + meta impl A& T, HHEL 5!
#’A 13.8% 2 10.0%, FEEBEEBEANZBIIRINAYA 33,912 RRE@RVE 4,752 )k, PR
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« vlim/_custom_ops.py (#3k BEXEF; EF source; £A core-logic; &
_grouped_topk_fake) : BOEBBEEEXMH, BEFETIEYT BAmMERNE fake SZIBVE
ft, EiEERE XPU B0 torch.compile &M,

« vllm/model_executor/layers/fused_moe/router/grouped_topk_router.py (#3k MoE &t
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vlim/_custom_ops.py

BOZETEXH, B8FEeTIY RO ENZ fake SZIAEM, EFER R XPU Edfn
torch.compile &M,

#XEE 1 TEYEFIE, HERIEANARE XPU LTH
def grouped_topk(

scores: torch.Tensor,

num_expert_group: int,

topk_group: int,

topk: int,

renormalize: bool,

routed_scaling_factor: float,

bias: torch.Tensor,

scoring_func: int = 0,

Perform grouped top-k routing for mixture of experts.
. BEEHSY .
# JRSFIEA : if not current_platform.is_cuda()
# BBE R X XPU ¥ 6, EHEERSIMIRERZ
if not (current_platform.is_cuda() or current_platform.is_xpu()):
raise NotImplementedError(
"The fused grouped_topk kernel is only available on CUDA and XPU platforms"
)
return torch.ops._moe_C.grouped_topk(
scores, num_expert_group, topk_group, topk,
renormalize, routed_scaling_factor, bias, scoring_func,



#ZE S 2: JiM fake (meta) 52, AT torch.compile 3Bz
# WEIAEBAZNIME R, ATREFSESITERmM A ML BT R
if hasattr(torch.ops, "_moe_C") and hasattr(torch.ops._moe_C, "grouped_topk"):

@register_fake("_moe_C::grouped_topk")
def grouped_topk_fake(
scores: torch.Tensor,
num_expert_group: int,
topk_group: int,
topk: int,
renormalize: bool,
routed_scaling_factor: float,
bias: torch.Tensor,
scoring_func: int = 0,
) -> tuple[torch.Tensor, torch.Tensor]:
""Fake SZI,: REE ELZABAERBIRA dtype BI%IHIKE L F, "
num_tokens = scores.size(0)
# #H A (values, indices), R A (num_tokens, topk)
return (
scores.new_empty((num_tokens, topk), dtype=torch.float32), # BB E
scores.new_empty((num_tokens, topk), dtype=torch.int32), # £ X &3|
)
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