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# vlim/distributed/device_communicators/flashinfer_pcie_ipc_all_reduce.py
# W2 “FlashInferPcielpcAllReduce™ B “setup™ F3%.
# ©RATE CUDA EIMRAT, MBI AER 4L fodl KA/ N EL TAE X H 5T
def setup(
self,
hidden_dim: int,
dtype: torch.dtype,
capture_sizes: Sequencelint],
tune_cache: Path,
) -> None:
"""Allocate, tune, and prepare the exact graph-capture shapes.""
if self.disabled or self.workspace is not None:
return
if dtype not in _SUPPORTED_DTYPES:
# AXIFOEIEELR, RICAERAFER
logger.warning_once(
"FlashInfer PCle IPC all-reduce does not support dtype=%s;
“falling back to another all-reduce backend.",

dtype,
)
self.disabled = True
return

# IR/ NP RECE — R IE SR AN, FHHEF
batches = tuple(sorted({int(size) for size in capture_sizes if size > 0}))
if not batches:
logger.warning_once(
"FlashInfer PCle IPC all-reduce has no CUDA Graph capture sizes "
"to prepare; falling back to another all-reduce backend."
)
self.disabled = True
return

self.hidden_dim = int(hidden_dim)
self.dtype = dtype
max_numel = batches[-1] * self.hidden_dim # ZEATEHREEREENINRE

# Bl FlashInfer THEXSHI, FARGH. BE. KELXE. FRARHIOREEFERZ
workspace = flashinfer_comm.PcielpcAllReduceWorkspace(

group=self.group,

max_numel=max_numel,

dtype=dtype,

tune_batches=batches,

tune_cache=str(tune_cache),

)

self.workspace = workspace

# SREAML: FEA Flashinfer B9fPF3RBEAE BAr TP4 AR S22 T L NCCL 1845 %



torch.accelerator.synchronize(self.device)
workspace.rebind_stream() # ¥1#t3| T4 X 48 E 8%
workspace.tune(
[self.hidden_dim],
dtype=dtype,
tune_group=self.tune_group,
)
# NFTARFIRAROR KRN EE BIRE kernel B2 E
workspace.prepare([(batch, self.hidden_dim) for batch in batches], dtype=dtype)
torch.accelerator.synchronize(self.device)
workspace.rebind_stream()
logger.info_once(
"Initialized FlashInfer PCle IPC all-reduce for TP%d, hidden_dim=%d, "
"dtype=%s, max_tokens=%d.",
self.world_size,
self.hidden_dim,
dtype,
batches[-1],
)
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# vllm/distributed/parallel_state.py
# “GroupCoordinator.destroy”™ A AW EM, UHREERGES (TRIFAERIEX)
# EHARB AR A Z AT
def destroy(self):
# Device communicators can own collective workspaces whose teardown
# uses these process groups (for example FlashInfer PCle IPC barriers).
# Release them before destroying the groups they depend on.
if self.device_communicator is not None:
self.device_communicator.destroy() # %5 &RE 8, BK IPC TERXERIR
if hasattr(self, "device_group"):
torch.distributed.destroy_process_group(self.device_group)
del self.device_group
if hasattr(self, "cpu_group"):
torch.distributed.destroy_process_group(self.cpu_group)
del self.cpu_group
if self.mqg_broadcaster is not None:
self.mg_broadcaster = None
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