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JRSCEERE: http://prhub.com.cn/vlim-project/viim/pull/5357 4

BATHE

- —A)3E: B8 SM120 L DSv4 BRI RBHAR S, eidx BREFTEL

- WEME: EBKEIE. Z PR 2 MERRE kernel BASELRNGEMFHFE] BIAHHEH:
¥# FlashInfer 64-token IR BUELTRE AR B, CUDA graph #3R T #atieE
M5 contiguity HIERE (CAFIAFREEHE 3k .contiguous()) . BAK reviewer B 4/~
RELEE + MIRFEIT] W IERE, XEL Flashinfer/FlashMLA &K T/EA HESEMN
18,

THRES B

3% PR f#*R DSv4-Flash & SM120 tJ2 R Flashinfer sparse-MLA J& 3k AR 55 28 /2 &h BR AR 5
894 = TR B, PR body 3| AR MM = Check failed: (eidx.IsContiguous()) is false: eidx
must be contiguous, FEMMREAE: PR #52823 HWHEN topk TEE
build_c128a_topk_metadata R EfRIFAT stride BUREMF, @ Flashinfer a8t
b4-token BYIA A £ paged orchestrator 33| eidx 3£4E; DSpark FIEHLR num_decodes
* (1 + K) a4t S8, Bk CUDA graph #HEMERERE, maci0 £ DGX Spark (
sm_121a) I BEIE—HLE, FHIA C4A DX RZHM, 1E£iET REQH.

TR

1. NOGEEAL: vliim/models/deepseek_v4/sparse_mla.py B
build_c128a_topk_metadata ZFiA C128A token (decode + prefill) B9#E—TikiEME
AB, BEATMHOEEFXURIE CUDA graph iaitfaF ., PR #52823 3| NBAER topk 3¢
EJ5, decode LEIZE A global _decode_buffer[:num_decode_tokens, :
max_compressed_tokens], BIIZSEFNSEEIRERTEIS, R8T EPXJELRIT stride, &
3K is_contiguous() == False; ZMWEREEIEAN eidx 1€ FlashInfer SM120
sparse-MLA kernel,

2. i & HLEFEIA: FlashInfer 3 num_tokens <= 64 B9 A QI E|JhL decode kernel (R
% eidx FELMKRE) , EXBAMAE paged orchestrator AT
CHECK_INPUT_AND_TYPE(eidx, ...)o 4 target-only decode 3£&MKTF 64 BE;
DSpark ZHARF B IIERRIER num_decodes * (1 + K) 1T, #iXBE, FANERSEE
SHMEX B9 CUDA graph 33 EI A %, maci0 £ DGX Spark (sm_121a) A DSpark
k=5 M B IE—HIR, FRIUET C4A X ARHM,



3. WM& E : build_c128a_topk_metadata WEREIT current_platform.get_device_capabili
ty() #I87, X% capability major == 12 (SM120) B decode ME KA LFTY K
global_decode_buffer[:num_decode_tokens], Z¥ FEL BN TIFA buffer N; HELF
& (SM100 FlashMLA/TRTLLM) RFBENFTETI A, prefill LEXFTA GmAFFKE,
RITKIE: decode SHER3RIR per-token topk lens FRAIZER, 254 KRB RS IELER
; prefill By Triton JHBEEZERITITRIERSE, ReEwFRIBS,

4. MIRELE: tests/kernels/attention/test_flashmla_sparse.py B
test_deepseek v4 _c128a_adaptive_width_has_capture_stable_stride 2%kt sm120 H
NEX{E, monkeypatch sparse_mla.current_platform.get_device_capability & &M E&o
%, W= decode MBI shape. is_contiguous() 5 stride, 37 CUDA graph fEIREK
SR H B IERME, F{R capture-stable & X AEYI,

5. F#ASWRE: WBRARENR full_width_decode X$BFHMIEEIRE, review EREBEAF
BREATHIBT (commit bdff48b9) , £~ RERIFEE, MIAA monkeypatch £75; RS
F{RE TODO, BABKHEAHF M 21t FlashInfer SM120 kernel 3% eidx B9 ESZ row stride,

RS
« vlilm/models/deepseek_v4/sparse_mla.py (#E3kR #Ex MLA; 5| source; EK&

data-contract; &5 build_c128a_topk_metadata) : BEAZ:
build_c128a_topk_metadata ¥R &EBESRE C128A decode EITEE, SM120 RES
SHELATY) A DUBE Flashinfer eidx 3SR E FHIRIF CUDA graph #ibtfa e,

- tests/kernels/attention/test_flashmla_sparse.py (3R WAZMR; £K5H| test; LR
test-coverage; 5 test deepseek v4 c128a_adaptive_width_has_capture_stable_str
ide) : EVIMIR: S sm120 W%, monkeypatch FEREA, B EBARL% /&
45 CUDA graph EREMME, BEARBENZROEA,

KBS build_c128a_topk_metadata, test_deepseek_v4_c128a_adaptive_width_has_ca
pture_stable_stride

RERED R B

vlim/models/deepseek_v4/sparse_mla.py

BB AW build_c128a_topk_metadata #ZFEREARZE C128A decode METEE, SM120
R EATELATY A LUEE Flashlnfer eidx ZE4ME H{R3F CUDA graph HiabfaE .,

# vllm/models/deepseek_v4/sparse_mla.py (PR BIRZA)
# RBADBERRESRKIE: num_tokens B positions #H, max_compressed_tokens
#HERFEEEAR, BHXRE—NEER stride K 1

# TODO: support adaptive-width decode on SM120
# (FEE FlashInfer SM120 kernel #% eidx B9ESZ row stride, B THkRo %)
capability = current_platform.get_device_capability()
if capability is not None and capability.major == 12:
# SM120 (FlashInfer sparse-MLA J53%) : decode BR&TATHIH »
# BATEL, %JE paged orchestrator Xt eidx By contiguity 1% ;
# B R #EMIFA buffer W3R, CUDA graph #IRHA RIS E,
# FEEBRAE B3 .contiguous(): B ENSAEITKE. BIRHEIK,



global_decode = global_decode_buffer[:num_decode_tokens]
else:
# SM100 S FARIFEENTEY R . FlashMLA / TRTLLM #Z3# stride B
# A, WKRETR/AD kernel FEERE, TA5 PR Al E2—3K,
global_decode = global_decode_buffer|
:num_decode_tokens, :max_compressed_tokens
]
decode_lens = decode_lens_buffer[:num_decode_tokens]
# prefill MEX A E3RREFKRE . Triton MEBERIHTRIENSLE,
# ZRELRTRRIFEIRKIBS (padding 89 -1 £L) ,
prefill_local = prefill_buffer[:num_prefill_tokens, :max_compressed_tokens]
assert global_decode.stride(0) == global_decode_buffer.stride(0)
assert prefill_local.stride(0) == prefill_buffer.stride(0)

if num_tokens ==
return global_decode, decode_lens, prefill_local

# 25 Triton kernel EAZHX, MERE=ME
_build_c128a_topk_metadata_kernel[(num_tokens,)](
global_decode_buffer,
global_decode_buffer.stride(0),
decode_lens_buffer,
prefill_buffer,
prefill_buffer.stride(0),
positions,
compress_ratio,
max_compressed_tokens,
num_decode_tokens,
token_to_req_indices,
block_table,
block_table.stride(0),
block_size,
slot_mapping,
BLOCK_SIZE=1024,
)

return global_decode, decode_lens, prefill_local

tests/kernels/attention/test_flashmla_sparse.py
EYIMR: BHb sm120 WAk, monkeypatch FEEES, KISARRMESLR / ELEME
CUDA graph EREMME, BEAREENZORA,
# tests/kernels/attention/test_flashmla_sparse.py (PR EIRA)
@pytest.mark.parametrize('sm120', [False, True])

def test_deepseek_v4 _c128a_adaptive_width_has_capture_stable_stride(
monkeypatch: pytest.MonkeyPatch, sm120: bool,

from vlim.models.deepseek_v4 import sparse_mla
from vlim.platforms.interface import DeviceCapability



# monkeypatch FF& 84, itRA—NRXEEE GPU L[ EZ
# SM120 2% MELE SM100 BERNTENRAELS X
monkeypatch.setattr(

sparse_mla.current_platform,

‘get_device_capability',

lambda: DeviceCapability(12, 0) if sm120 else DeviceCapability(10, 0),

# #93& global_decode_buffer / prefill_buffer 5 kwargs BIREARAADE BE

captured_decode, _, captured_prefill = sparse_mla.build_c128a_topk_metadata(
max_compressed_tokens=256, **kwargs,

)

# SM120 T decode N ALK BE#ELL; HAFEUKFEE| max_compressed_tokens;

# prefill MEELULE, stride(0) REPLBATIZIFA buffer BIFTHI A

expected_decode_width = capacity_width if sm120 else 256

assert captured_decode.shape == (2, expected_decode_width)

assert captured_prefill.shape == (2, 256)

assert captured_decode.stride(0) == captured_prefill.stride(0) == capacity_width

assert captured_decode.is_contiguous() == sm120

# €A E 33 CUDA graph #RHEWK: EFER buffer 5 ERIIILE

# EFREIE, AL but AR IREAEIf&E (capture-stable stride EYVI{R[E)

captured_rows = torch.empty((4, 4), dtype=torch.int32, device=device)

captured_rows[:2].copy_(captured_decodel:, :4])

captured_rows[2:].copy_(captured_prefill[:, :4])

torch.accelerator.synchronize()

graph = torch.cuda.CUDAGraph()

with torch.cuda.graph(graph):
captured_rows[:2].copy_(captured_decodel:, :4])
captured_rows|[2:].copy_(captured_prefill[:, :4])

global_decode_buffer.fill_(-99)

prefill_buffer.fill_(-99)
sparse_mla.build_c128a_topk_metadata(max_compressed_tokens=128, **kwargs)
graph.replay()

# BV RIRE| S IRIT—EAY slot ids, IEBAALE AL E FIREA R AR E
assert captured_rows.cpu().tolist() == [

[1536, 1537, -1, -1],

[2560, 2561 2562, 2563],
[0, 1 —1]
[

0, 1 3],
]
PR AL

Bt itES DB E S KRBT E] NIRERTT:



- yewentao256 ¥ CHANGES REQUESTED ##gH: KHIEMEE 21k FIashInfer kernel
BEZ RS stride(0), ERBELKENEE, ANBEBER SM100 THXE, BN if %
KA 3o
« lucifer1004 8 [a] A BXBE A HIBT /G BT B 2 K0 %, - H monkeypatch & B =&
¥ keyword arg seam PP A E; yewentao256 EE [ik4 = RERIFEE, MR T LA
151 , A XH monkeypatch current_platform.get_device_capability,

< TTWEF R ERR docstring PIURMABREMTRE, RE TODO X SM120 BERN 5 E Y KEA
H 8]

- SM100 5 SM120 EIRfT A EZR TR XHE (design): HEZEN: decode MEIRF &R
HaXZ, SM120 £38. SM100 W*F,

« =% full_width_decode £k, NERREAFINT (design): EIZEINATK, lucifer1004 R T

commit bdff48b9,
- BB BN B ZREL X (testing): R monkeypatch
current_platform.get_device_capability &% X% X,

« docstring JURIERMUR (style): #LEDAEEER, ¥ TODO,

« KEAEE A M itk Flashinfer kernel #Z E 5 row stride (design): #ZEHAEE,
TODO B#HKHEAA 14,

R 5 B

- R

1. @ MEKFRIES]: SM120 decode MEIE AL ES) topk FLE YA L EIES |, LA
FrE decode Y4 % imtaI% per-token topk lens [RAEIZER, BEREIIEEFIREENE
ITHRMARFEN, SIRBIKRIERS], BAZBEEPRAE viim/models/deepseek_v4/sparse_
mla.py 5§ DeepseekV4FlashInferSM120Attention._forward_decode,

2. K& FlashInfer 2JRSZH,: B ER# [64-token LLTF standalone decode kernel &
= eidx ELME] BIYRT Flashinfer 474, # LR R T standalone kernel 30 [E#4&
E, 4 target-only decode W&t A R —HR, BEREZE kernel XIFESZ row stride
NG —ELTAE,

3. T AW X current_platform.get_device capability() 3R[E None =(JE SM120 Bt
FRER X, TAEBKR—K =EFE/D; BEZARBETSTRFEFEHEN, TERFRSRIE
, MR monkeypatch B &,

4. CI F330: &>&k Cl # Multimodal Models (Standard) 4 #BEEHE R EmiZHE flake

(MOSS Audio MIRIER 71 2%p) | SRRKETLX, EHEFEZEBRMIA, - DH:

P AR RTX 6000 Pro. DGX Spark & SM120 %&£ DeepSeek-V4-Flash +

DSpark BAMER R B sh AR B; PR body 1Bk 4x RTX 6000 Pro £ 8K/1K REHL
benchmark EXMBIER, ALAFM: KRBT C128A 70?5(?@*’3%39’]&. AER, T
b8 schema Zft; CUDA graph #REFZERE. BRPwmE: MRE
monkeypatch IR L X BE, ARE [FEMEAXNENE] E’\Jfﬂﬂiﬁ%’%f#??ﬁﬁﬁﬁ‘ﬁ

: fBS e TODO A% T 5 FlashInfer EIE8IMMEA M, - RFARIZ: SM120 &#o X% ,
#m\/f‘jﬁ% 2FE , {RHi Flashinfer 64-token 4k , ©@FMESFRIBS] , KA
TODO #FERi#t



KERBKL

« PR #52823 adaptive topk width (PR IEX5|H) : PR body BAFRE R BiZ PR 5| A E
&N topk B, 1# build_c128a_topk_metadata R EIEZFELKEL A

« PR #54277 [Attention][DCP] Enable FlashInfer MLA for DSpark drafting: [EJ&
FlashInfer sparse-MLA 5 DSpark iU &Rk, KRR SM120 1T stride X#FFS
DCP/FlashInfer B&{2ihMA.

+ PR #54295 [Perf] [MLA Sparse] Pin req_id_per_token before non_blocking H2D on
XPU and ROCm: R4 MLA #ER/E3HEY host IKES FHF N EY, & MLA sparse
ToEK IR BRAZ BO AR ARER B 6



