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« —4]iE: DSv4 CuTeDSL FEARNBEE L ZREY

< WESME: ESEIE, X PR BIEM vLLM [EIBATR JIT) EAEZHEH X BN
kernel_launcher 8938 B 1bi%1t. CuTeDSL fake-tensor compile-only warmup.
CompileKey 5 AST 3BER dispatch HIEEA RN, BMESELANRIBEZER, EAXFE
A —& warmup key 5354TH dispatch B —3MHEARE 5% (FP32 RoPE cache B9k
) , —BEFE gate 857% (CUDA TRAEMAMNE BITHFEXHFZTLER) -
WRTLAATER Issue #49349 BRI %&, THME4A PR § #56323. #50109 8917,

THHES BAL

X Bt Issue #49349 BARAIR Y [Zero JIT compilation during runtimel : @i¥$=E JIT
warmup EBIZHE (#47456 &H) LA ARERHTRME TR RmIE, RLBERIEE
T —jit-monitor-mode error T TAETImATE JIT 4RiFH35/T, PR body #BAA PR ¥ DSv4
8 NVIDIA CuTeDSL attention 5 sparse-attention RAZIEB R EZ warmup 84, EX
kernel-owned compile keys 5 AST-traced warmup spaces, FHIA compile-only
CuTeDSL %42 (fake tensor descriptors) , [EBRHMREEEA AR, B4TH dispatch 5
specialization 1T 4.

SOINAR AR

BB LMD TR

1. A launcher B AUkSK: 7 vlim/model_executor/warmup/jit_warmup.py ¥r3g:i&
kernel launcher 428, 7 ViimJitkernel £33 F#73 bind_launch_inputs @M (B
A True) o J& Triton EBH kernel_launcher (jit_ warmup_triton_helper.py) M4,
VlimTritonJitKernel.launch 9254 R AW SEE launch_spec (grid + launch_kwargs +
outputs) , FREIZEMBIFE TE| launch A3%; CuTeDSL MIEAEM L A
cutedsl_kernel_launcher, 2R VIImCuTeDSLJitKernel 523, launch(launch_spec,
_inputs), HFEBA bind_launch_inputs = False Bkt S%k& 482,

2. CuTeDSL launch spec ¥ &: CuTeDSLLaunchSpec MEIZB=ToBY B A 2/3/4 TLAE
E&EH, KRR~ (compile_key, args) . FMERME HAL. UKRIEF post-launch
finalizer ®iA; launch A %% spec KE S AIRE executor &R, F AL finalizer
REME, BB viim/cute_utils/init.py ##8 torch to _cute dtype, BMEARIXHEES
BFAE dtype BRETFH,



3. DSv4 NVIDIA WZEZENTEFE: viim/models/deepseek_v4/nvidia/ops/fused_indexer_g_cu
tedsl.py & IndexerQRopeQuantKernel £ 3K A IndexerQMxFp4Kernel /
IndexerQFp8Kernel, ¥4& VIimCuTeDSLJitKernel, W3RZE X frozen CompileKey (
head_dim. rope_dim. num_heads. cos_sin_dtype. coarsen) . kernel &7 %.
dispatch. warmup_inputs 5 get_warmup_keys, _ call _ B @kernel_launcher %4f;
dequant_gather_k_cutedsl.py B DequantGatherKCacheKernel [EAREERA 4k &
VIimCuTeDSLJitKernel, CompileKey B (block_size, has_gather_lens) #REk, J&
functools.cache RERHIFK A warmup L4+ ; sparse_attn_compress_cutedsl.py
PEEENIZ (C128 block8, C4 FHfig. full-store &) BRARIRE LA
_SPARSE_ATTN_*_KERNEL & BJEM warmup,

4. BRIBERES warmup JEM: compressor.py # DeepseekCompressor. _init_ Hi%
current_platform.is_cuda() and head_dim == 512 X Mt CuTeDSL E£HERZ,
head_dim B AH Triton BIRFRE R4 X ; attention.py B DeepseekV4Indexer ¥
has_cutedsl() B CUDA BHEM INDEXER Q FP8/MXFP4 KERNEL, &
FLASHMLA_SPARSE_DSV4 fEi% T cutedsl = A2 5FM CuTeDSL = Triton By
dequant-gather W%, MIREERIEFIE tests/models/test_deepseek _v4_nvidia_attenti
on_jit_warmup.py I3 warmup key 53z4THt dispatch B9—%E, WUk B #H
tests/model_executor/ FTEA launcher MR (F3E finalizer 33%) »

REEF:

« vllm/model_executor/warmup/jit_warmup_cuteds|_helper.py (3t FMRAELS; 25|
source; ER data-contract; 5 cutedsl_kernel _launcher, wrapper, launch) :
CuTeDSL MR ANZBEE S MPFRE A cutedsl_kernel_launcher,
CuTeDSLLaunchSpec ¥ BA 2/3/4 7t4R, VIimCuTeDSLJitKernel ¥3g
bind_launch_inputs=False 5§ launch 3%, warmup 53ia/TREZERFES.

« vlilm/model_executor/warmup/jit_warmup.py (#3k FHAEZE; 2559 source; LA
data-contract; 4% kernel_launcher, wrapper) : $383& A kernel_launcher 2% 5
VlimJitKernel.bind_launch_inputs B, ZEA Triton/CuTeDSL launcher UWKSRAYEE

« vlim/model_executor/warmup/jit_warmup_triton_helper.py ({3t FHAELE; 257
source; £ data-contract; &5 kernel_launcher, wrapper) : Triton il launcher F
B MIERAH kernel _launcher 158, launch B&U& 5% launch_spec, Z—iRE
outputs iE X,

vllm/models/deepseek_v4/nvidia/ops/fused_indexer_qg_cutedsl.py (&3t &R3|RBRZ; £

A infra; 2R infrastructure; 5 fused_indexer_g_rope_quant_mxfp4_cutedsl,

fused_indexer_qg_rope_quant_fp8&8_cutedsl, _load_g_and_rope,
IndexerQRopeQuantKernel) : Indexer-Q @& WA (MXFP4/FP8 BIANEZIR) MET
functools.cache BIEIRY4R%:E# 3] VIImCuTeDSLJitKernel + CompileKey +
kernel_launcher 24y, &ahE& K (+591/-510) ,

« vlim/models/deepseek_v4/nvidia/ops/dequant_gather_k_cutedsl.py (#3k ZE1UkE;
27 infra; EA infrastructure; 5 dequantize_and_gather_k_cache_cutedsl,
DequantGatherKCacheKernel, init, call) : dequantize-and-gather K cache W3 # A
VIImCuTeDSLJitKernel ¥2&, CompileKey = (block_size, has_gather_lens), JR& XA



BRETZRiIF R A TURAE 7

« vllm/models/deepseek_v4/nvidia/ops/sparse_attn_compress_cutedsl.py (R FHE/EY%E
: 25 infra; A infrastructure) : MECERAWELEANZ R (C128 block8. C4 7HfiE.
full-store %) 2R ARKESF|FEM warmup, = diff ERKEXH (+1945/-1606)
, #2 review F blocking [E]# (wrapper MRS EOMIR ImportError) & 4 #,

« vlim/models/deepseek_v4/compressor.py (#3k E4EE&; 25| source; LR
data-contract) : DeepseekCompressor B) warmup ¥Mt#% CUDA + head_dim == 512
2% %% CuTeDSL B4R, BET LucasWilkinson P1 #§H 89 ROCm/XPU &Mt
NVIDIA A#xla] &,

« vllm/models/deepseek_v4/attention.py (#3k 5EFEAE; 27| source; LR
data-contract) : DeepseekV4Indexer 3&h0 indexer-Q 89 CuTeDSL warmup £, FH#%
has_cutedsl() 2% dequant-gather warmup, E3FETRAZELA],

« vlilm/model_executor/kernels/attention/dsa/dcp_indexer_cutedsl.py (13t &3] BRN#%;
%7 source; A data-contract) : DCP top-k (E%&3ITHEKNAZE #1438 A
kernel_launcher, &#|B8E AEIFES runtime_context £,

« vllm/cute_utils/__init__.py (13 KR #H: K7 source; ER core-logic; K5
torch_to_cute_dtype) : ¥ torch_to_cute_dtype A$L#EB), SEKRZ A CuTeDSL W&
B EE M torch dtype B4,

. tests/model_executor/test_jit_warmup_cuteds|_launcher.py (#3k FHEMIR; 5| test
; A test-coverage; &5 test_cutedsl _launcher_runs_post_launch_finalizer,
compile_cutedsl, executor, FinalizedKernel) : UM% F 215 B 4130338 A
kernel_launcher, F#73E post-launch finalizer 3%&, ¥IEMEITA launch spec BIfT A,

. tests/model_executor/test_jit_warmup_triton_launcher.py (13t FRHMIR; L5 test;
A test-coverage; &5 launch) : Triton launcher JMRKE launch & ZLEH A,
{RAE Wrapper 3| launch B9 3(E31E X R EER,

XHEMS . kernel_launcher, VIImCuTeDSLJitKernel.launch, VIimTritonJitKernel.launch,
IndexerQMxFp4Kernel, IndexerQFp8Kernel, DequantGatherKCacheKernel,
_load_qg_and_rope, torch_to_cute_dtype, DeepseekCompressor.init(warmup 2% ),
DeepseekV4Indexer.init(warmup 2% )

KR Fr B]

vliim/model_executor/warmup/jit_warmup_cutedsl_helper.py

CuTeDSL MMAR AL OEE &S . MFRE A cutedsl_kernel_launcher,
CuTeDSLLaunchSpec ¥ BA 2/3/4 7t¢H, VIimCuTeDSLJitKernel #rig
bind_launch_inputs=False 5 launch # %, warmup S5ic/TREEZRIFESE,

class VIiImCuTeDSLJitKernel (VIimJitKernel[CompileKeyT], Generic[CompileKeyT]):
""CuTeDSL AEFIE®E: warmup SETHREZR—HREETF. """

kernel: ClassVar[Any]
# CuTeDSL B launch 28B4 cutlass Tensor LA F,
# @A binder REBZS G EE, EMAXHA bind_launch_inputs,



bind_launch_inputs = False

@abstractmethod
def warmup_inputs(self, compile_key: CompileKeyT) -> tuple[Any, ...]:
"R EATHRIFE—A executor FFLIRAEY fake S8k, "

raise NotImplementedError

def compile(self, compile_key: CompileKeyT) -> None:

if compile_key in self._compiled_cache:
return

# {# A fake stream 5 fake tensor MRFRFAND,

# EMEBFAE _compiled_cache, TATHEZEE A,

self._compiled_cache[compile_key] = compile_cutedsl(
self.kernel(compile_key),
*self.warmup_inputs(compile_key),

def launch(
self,
launch_spec: CuTeDSLLaunchSpec[CompileKeyT],
_inputs: Mapping[str, Any],
) -> Any:
# launch_spec %444 (compile_key, args), Wi S5 epilogue,
compile_key, launch_args = launch_spec|:2]
# AR PFEERNSERETRIZF, BT JIT S jit-monitor 3K,
executor = self._get_or_compile(compile_key)
result = executor(*launch_args)
if len(launch_spec) ==
# WA BT finalizer REIZFAHE,
# AT " EE&FEHEIER " NHEETR,
return launch_spec[3]()
# = REFANKRE S, —oH: RE executor BILEE,
return launch_spec|[2] if len(launch_spec) == 3 else result

vlim/model_executor/warmup/jit_warmup.py

L@ A kernel_launcher 4% 5 ViimJitkernel.bind_launch_inputs B1E, ZXEA
Triton/CuTeDSL launcher Uk &k B 2 2

def kernel_launcher(call_fn: Callable]..., Any]) -> Callable]..., Any]:
""EE AR launch spec EFA/EH owner BYE RIS,

WA _ call__ RATRFEBITSEITE compile key 5 launch 545,
TR HRIE. BHESR%—M self.launch(launch_spec, inputs) 5.
Triton 5 CuTeDSL Ja3mttHiZ3MmeE, #T bind_launch_inputs #&l
REFEZLARSHIRE FEELANZ,

signature = inspect.signature(call_fn)

@wraps(call_fn)



def wrapper(self: Any, *args: Any, **kwargs: Any) -> Any:
launch_spec = call_fn(self, *args, **kwargs)
if not self.bind_launch_inputs:
# CuTeDSL WAZ: S EHRBIE cutlass Tensor B, TEHE,
return self.launch(launch_spec, {})
# Triton AA%: E4EEERASEEES launch,
# AT#REMIABARE S K <name>_ptr FEE S,
bound = signature.bind(self, *args, **kwargs)
bound.apply_defaults()
inputs = {
name: value for name, value in bound.arguments.items() if name != "self"

}

return self.launch(launch_spec, inputs)

return wrapper

vlim/models/deepseek_v4/nvidia/ops/fused_indexer_qg_cutedsl.py

Indexer-Q B& W% (MXFP4/FP8 FINEIR) MET functools.cache BYRIBY4RiiT /5 3|
VIImCuTeDSLJitKernel+CompileKey+kernel_launcher 2%y, &ashE& A (+591/-510) ,

@cute.jit

def load_qg_and_rope(
positions: cute.Tensor,
g: cute.Tensor,
cos_sin_cache: cute.Tensor,
num_heads: cutlass.Constexpr,
coarsen: cutlass.Constexpr,
tb_size: cutlass.Constexpr,
subwarp_size: cutlass.Constexpr,
threads_per_token: cutlass.Constexpr,
nope_dim: cutlass.Constexpr,
rope_dim: cutlass.Constexpr,
cos_sin_dtype: cutlass.Constexpr,

" Q (BF16) H#XERE rope_dim RifAX$E RoPE,

RE (q_bf16x2, tid, global_tid, sublane, token_id, head_tile_id,
head_start, in_bounds, num_token_heads), H9 g _bf16x2 &

(coarsen, 8) B Uint32 rmem tile, &NEIEEZE 16 /> BF16 lane,

block_id, , = cute.arch.block_idx()

tid, _, _ = cute.arch.thread_idx()

num_tokens = q.shape|0]

num_token_heads = num_tokens * num_heads

global_tid = block_id * tb_size + tid

global_subwarp_id = global_tid // subwarp_size

sublane = tid % subwarp_size

token_id = global_subwarp_id // (num_heads // coarsen)

head_tile_id = global_subwarp_id % (num_heads // coarsen)



head_start = head_tile_id * coarsen

# NOTE: token_id ®aE#&F, EWLIMA load/store guard;

# RBEIRET exit: CuTeDSL A% #F, B warp shuffle K% warp J&#K.

# YRIZIRIEATE Z B token B (threads_per_token % tb_size == 0) ,
# RIFFATUBREUFARE; TN guard LHURE,

must_in_bounds = cutlass.const_expr(threads_per_token % tb_size == 0)
in_bounds = must_in_bounds or (token_id < num_tokens)

cp_op = cute.nvgpu.CopyUniversalOp()
_layout = cute.make_layout((coarsen, 8), stride=(8, 1))
g_bf16x2 = cute.make_rmem_tensor(_layout, Uint32)

if in_bounds:
# cute.copy FEE— mode ¥ copy atom BE, EMELHA local_tile
# % (coarsen, 16) @3k, FEi%Z thread B sublane BRFk#E,
g_tile = cute.local_tile(
gltoken_id, None, None],
tiler=(coarsen, 16),
coord=(head_tile_id, sublane),
)
cp_u32x8 = cute.make_copy_atom(cp_op, Uint32, num_bits_per_copy=256)
for i in cutlass.range_constexpr(coarsen):
src = cute.recast_tensor(qg_tile[i, None], Uint32)
cute.copy(cp_u32x8, src, q_bf16x2[i, None])

# RoPE RAERATEER rope_dim {&; cos_sin_cache /& A [max_pos, rope_dim],
# & half & cos, >R half & sin.
if in_bounds and sublane * 16 >= nope_dim:
cos_vals = cute.make_rmem_tensor((8,), Float32)
sin_vals = cute.make_rmem_tensor((8,), Float32)
pos = positions[token_id]
cos_id = sublane - nope_dim // 16
sin_id = cos_id + rope_dim // 16
cos_src = cute.local_tile(cos_sin_cache[pos, None], tiler=(8,), coord=(cos_id,))
sin_src = cute.local_tile(cos_sin_cache[pos, None], tiler=(8,), coord=(sin_id,))
# ... (cos_sin_dtype A FP32 = BF16 BtoBlnEkHEIF R EIEE,
# EEEE g bfl6x2 BIXTN lane)

return (
q_bf16x2, tid, global_tid, sublane, token_id,
head_tile_id, head_start, in_bounds, num_token_heads,

)

i R A4
HHEPREENXEREDLE warmup A5 ST RERER4E—3K X—FH::



LucasWilkinson [P1]: compressor.py ¥ head_dim == 512 8§ warmup TR A F &
J€, ROCm/XPU EFF B JIT warmup Bt-&ZiR %1% NVIDIA-only # CuTe/nvgpu W%,
fiafTH dispatch RAE is_cuda() & CuTeDSL, 1EERLEFERMGEKA
current_platform.is_cuda() and self.head_dim == 512, 5infTHRZBENF,

LucasWilkinson (blocking): & fused_kv_compress_norm_rope_insert_sparse_attn_c
utedsl 53K tests/kernels/test_compressor_kv_cache.py BTS04k A 5] 2R
ImportError; fEEME T —/ thin wrapper ¥ & 3|3 #£64,

LucasWilkinson P2: $§1 DSv4 B DeepseekV4ScalingRotaryEmbedding ¥4

cos_sin_cache & FP32 (deepseek_scaling_rope.py) , HEMIIEER dtype &K

warmup key &4mi%E BFloat16 45ft. BATHREIER Float32, 3ERX—K JIT HiF¥; ZX

$252F rope cache dtype Sk E 3R Float32, fEEEEMREKA now uses only
vlim_config.model_config.dtypel , F&/Z® EEFXEF FP32 M@, HARSE head

R BESE A,

LucasWilkinson: #t orchestrator BR A B EAFIEE%L T block_size == 8 BRI,

1 SparseAttnCompressC128Block8Kernel B %#Y state_block_size=8, HAth block

size REFERNILEAT; 1EEN LT ML E,

« LucasWilkinson: 3&4THt store_full_fp8 ® kv_cache.dtype == torch.float8_e4m3fn S
, fp8_e5m2/fp8_inc & A4 warmup B False #fmizfTHIER True 8; /F& A
fp8_ds_mla MY NZEE (C4/C128 &BEM) -

« coderabbitai: tests/models/test_deepseek_v4_nvidia_attention_jit_warmup.py #E3E

SM100 CUDA & #& L3infT MXFP4 ABI&HA dsa_indexer_uses_fp4() #b ValueError, ##

N mock B skip; BAZTFHRERE VImCuTeDSLIJitKernel/ & B decorator BIFEIEZEIN
(RAUMMER decorator. %—3&H launcher IKRE)

« compressor.py 8 CuTeDSL warmup JEM&ER> CUDA gate (correctness): &KX A if
current_platform.is_cuda() and self.head_dim == 512, 53/ FE&&G5%, 3
CUDA F&%4%#& Triton JEM,

« MIFR fused_kv_compress_norm_rope_insert_sparse_attn_cuteds| S5,
ImportError (testing): fEE MR E thin wrapper ¥ & B|#89 C4/full-store B4, 1R{EEL
AMANA

- warmup AR dtype MIELPRr FP32 RoPE cache (correctness): head FRATRLZIRS
REAEWIN; FEEREESEZIFIRAET warmup dtype &3, BIEHEXERTLIZF

« C128 compress Bf2%E % block_size K38 (correctness): fEE AN if block_size !=
self.c128_compress.state_block_size FH#MERE,

. fp8 TIRKY store_full_fp8 warmup $#5:=/THRA—EK (performance): 1E&1%8A
fp8_ds_mla BRI N#ZEE (C4: SparseAttnCompressNormRopeStoreC4Kernel,
C128: C128Block8 + NormRopeStoreKernel) , 183k fp8 ds_mla B4 fp8 ZTARE £ 1F
TR SE2HTA.

« MXFP4 warmup-key JMIRAEIE SM100 CUDA &&E LMK (testing): ZiX mock selector
HAF use_fp4 ABIM SM100 skip; RAKIFIRZSKAEEMN head FRAHIA,

« CuTeDSL launcher %—5 k£ BAARFLEIE (design): LB kernel_launcher +
launch F7AWRRE, HMESNEEZFE,



PRS-

- QF&:

1. MARARVANFE: ViimTritonJitKernel.launch 5 VIImCuTeDSLJitKernel.launch #
BLEEET EMME, FAAMER kernel_launcher BIBEAE A% (RXEA PR K
DSv4 RAZ) EAREETE bind_launch_inputs / launch_spec X, {EfIBURNRA A
K warmup B ERIE(TH R E R,

2. warmup B 5:a/TR#ER—3%: fused_ indexer q cutedsl.py By cos_sin_dtype L&
A PR #EH THEA dtype 5§ FP32 415, LR IZIBR RoPE cache dtype X%
, BF16 #AE FP32 rope cache _F%Aﬁ% AT ET JIT RiF;
sparse_attn_compress_cutedsl.py B store_full_fp8 Xt fp&_e5m2/fp8_inc TR
BEORBFIoX, FERERNRK,

3. B AN P1 EERIH warmup JEM&E1IE ROCm/XPU £ B 5 B 2R 4%
CUDA-only CuTe W%, BEEHEZE AMD/XPU CI B1E Triton fallback 42X KRR
Ao

4. MRTFE1KH: tests/models/test_deepseek_v4_nvidia_attention_jit_ warmup.py &K#i
SM100 &7, 3E Blackwell CUDA runner b MXFP4 RfITTaELMK, FEHIARLN
skip/mock KBS ZEE No

5. KIAERAZIEFEYT: sparse_attn_compress_cutedsl.py B X4 +1945/-1606, X%
RERZIFESNERF, RHAWRE T %M wrapper 74 1R1E tests/kernels/test_compressor
_kv_cache.py, #BESIBPHEENMNRELZIMARFHELZNE, - FH: FWE
S DeepSeek V4 B NVIDIA #3BEZ52F JIT warmup 8% iE: AL TS
, DSv4 £ NVIDIA LA warmup ER oA T M miIF2EE CuTeDSL W%, BATEEAR
Btk JIT, BAZITAH (FUE. JUA. dispatch B&R) BREARE; HALmE,
Triton 5 CuTeDSL B®E launcher W8N #E— kernel_launcher 84y, B4t
GLM-5.2/5.3. Gemma 4. gpt-oss. Kimi-K3 SR de-JIT T UEEE R
MHEPMES, XZ Issue #49349 BRERS X PRBBERIRI—IK, 5§ #50175, #50176.
#53564, #53565, #56323 £% N34T PR A rebase RN (PR A F L RHI
merge conflict ##°R) , BEL—HEXKTR, - NRIME: ROTRRALTE  BEE
CUDA gate XFf& , warmup #B5@/TRBEBARA—BRAFE , K& SM100 800K , KSEE
b 3w AElE!

KERBKL

« PR #49627 Parent draft PR for DSv4 warmup migration: PR body BA#aA PR B4R %K
draft PR, ®&EBMAREBZIT5RERER,

« PR #50175 Dependency: shared JIT warmup infrastructure: PR body & B Depends
on #50175, & PR MEEHEHANTPEREZ L,

« PR #50176 DSv4 warmup migration sibling PR: Issue #49349 BREFF|R P E A 5|15
PR, 5 #53566 F#1T# 3t DSv4 de-JIT,

« PR #53564 DSv4 warmup migration sibling PR (merged): Issue #49349 RiZ5|&k+ B
TR A% PR, 5§ #53566 £ER—H warmup FE&ERES XM,



« PR #53565 DSv4 warmup migration sibling PR (merged): Issue #49349 IRiz5| &+ B
STRME RS PR, 5 #53566 tMEE = DSv4 RRANZEEZ.

« PR #56323 DSv4 warmup migration follow-up PR: Issue #49349 IRIZ%H| & P05 4314
M, A #53566 KB E BN,

« PR #50109 Enable --jit-monitor-mode error on Cl: & PR HRARWIKIME CI L2
jit-monitor IREEE R, A THIEEME warmup B B TRAZ,



