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# PackDCPTopkCandidatesKernel 25:84& ViimTritonJitKernel 34y,

# 4% Triton ARZBIFTAE constexpr LS EEE AR TE CompileKey,

# dispatch A7ARTTERITIS S EBRET A TR,

class PackDCPTopkCandidatesKernel(
VlimTritonJitKernel["PackDCPTopkCandidatesKernel.CompileKey"]

@dataclass(frozen=True)

class CompileKey:
dcp_rank: int
dcp_world_size: int
cp_interleave: int
has_row_starts: bool
topk: int
block_size: int

@staticmethod
@triton.jit(
do_not_specialize=|
"logits_stride0", "logits_stride1",
"topk_strideQ", "topk_stride1",
"packed_stride0", "packed_stridel1", "packed_stride2",
"num_cols",

)
def kernel(logits, topk_indices, packed, row_starts,
logits_stride0, logits_stridel, ...
DCP_RANK: tl.constexpr, DCP_WORLD_SIZE: tl.constexpr, ...):
# AREBEFAE, X285 [ EMABIERML
row = tl.program_id(0)
tile = tl.program_id(1)
cols = tile * BLOCK_SIZE + tl.arange(0, BLOCK_SIZE)
mask = cols < TOPK

def dispatch(self, *, has_row_starts: bool, **compile_key_fields: int) -> CompileKey:
# ¥3B1THE has_row_starts BRET A CompileKey B—3IR4
return self.CompileKey(**compile_key_fields, has_row_starts=has_row_starts)

def get_warmup_keys(self, vlim_config: Any) -> list[CompileKey]:
# RIE viim_config shSHE FEEMANRIFRAS
dcp_world_size = vlim_config.parallel_config.decode_context_parallel_size
if dep_world_size <= 1:
return []

return self._trace_dispatch(self.dispatch)(
dcp_rank=dcp_rank, dcp_world_size=dcp_world_size,
cp_interleave=cp_interleave, has_row_starts=(False, True),
topk=topk, block_size=512,



def warmup_inputs(self, compile_key: CompileKey) -> dict[str, Any]:

# RERKE, ATHRFNF MMM ESITE

fp32_ptr = TritonWarmupTensor(torch.float32)

int32_ptr = TritonWarmupTensor(torch.int32)

return dict(
logits=fp32_ptr,
topk_indices=TritonWarmupTensor(torch.int32, shape=(1, compile_key.topk)),
packed=fp32_ptr,
row_starts_arg=int32_ptr,
logits_stride0=1, logits_stride1=1, ...
topk=compile_key.topk, block_size=compile_key.block_size,

@kernel_launcher
def __call__(self, logits, topk_indices, packed, row_starts_arg, *,
logits_strideO, ..., topk, block_size) -> LaunchSpec:
grid = (topk_indices.shapel0], triton.cdiv(topk, block_size))
return grid, dict(
row_starts=row_starts_arg,
DCP_RANK=dcp_rank, ...
TOPK=topk, BLOCK_SIZE=block_size, num_warps=8,
)
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P B AbR A A CuTeDSL RAZIRMEE Triton WAZXFREY warmup RAE L o2 o) B & H
SR
# VIImCuTeDSLJitKernel £ CuTeDSL M%) warmup R E 3%,

# =4t compile A3E¥ warmup BIARIFAPITR I E 5.
DEFAULT_CUTEDSL_COMPILE_OPTIONS = "--enable-tvm-ffi"

CompileKeyT = TypeVar("CompileKeyT")
CuTeDSLLaunchSpec: TypeAlias = tuple|
CompileKeyT, tuple[Any, ...], Mapping[str, Any] | None,

def compile_cutedsl(entry, *args, options=DEFAULT_CUTEDSL_COMPILE_OPTIONS, ...):
# EABRARRmIF CuTeDSL AZAD, BRFEASL CUDA R

return cute.compile(entry, *args, cutedsl_fake_stream(...), options=options)

class VIImCuTeDSLJitKernel(VIimJitKernel[CompileKeyT], Generic[CompileKeyT]):
""CuTeDSL owner whose compiled executor is shared by warmup and runtime."""
kernel: ClassVar[Any]

@abstractmethod
def warmup_inputs(self, compile_key: CompileKeyT) -> tuple[Any, ...]:

"""Return fake arguments that compile one executor specialization.
raise NotImplementedError



def compile(self, compile_key: CompileKeyT) -> None:
if compile_key in self._compiled_cache:
return
# miF—R, BHEWTHEMREL warmup 2 runtime £F
self._compiled_cache[compile_key] = compile_cutedsl(
self.kernel(compile_key), *self.warmup_inputs(compile_key),

def cutedsl_kernel_launcher(call_fn):

"""Tnvoke a cached CuTeDSL executor from a declarative __call__."""

@wraps(call_fn)

def wrapper(self, *args, **kwargs):
compile_key, launch_args, runtime_context = call_fn(self, *args, **kwargs)
executor = self._get_or_compile(compile_key, runtime_context=runtime_context)
return executor(*launch_args)

return wrapper

viim/v1/attention/ops/common.py

FHFTE / MERNZTRE: B FHME Triton AT R warmup 24, BE7
warmup HA 8] 8938 R AL 3 AR 05

# PackSeqTritonKernel K E##fs T W EH R,
# BEH warmup B42iF 1 TritonWarmupTensor TLEI A 3%,
class PackSeqTritonKernel(VlimTritonJitKernel["PackSeqTritonKernel.CompileKey"]):
@dataclass(frozen=True)
class CompileKey:
dtype: torch.dtype
pad_value: float | int
pad_is_uint8: bool
block_t: int
block_d: int

@staticmethod
@triton.jit(do_not_specialize=["N", "D", "Lmax"])
def kernel(x_ptr, out_ptr, lengths_ptr, N, D, Lmax,
PAD _VALUE: tl.constexpr, PAD_IS_UINTS: tl.constexpr, ...):
# AEEBEALE, N/D/Lmax ~&54%1b
pid_b = tl.program_id(0)
pid_t = tl.program_id(1)
pid_d = tl.program_id(2)
off_t = pid_t * BLOCK_T + tl.arange(0, BLOCK_T)

def warmup_inputs(self, compile_key: CompileKey) -> dict[str, Any]:
# REMRIKEFFRE, N=1, D=1, Lmax=1 #HERFEK
return dict(
x_reshaped=TritonWarmupTensor(compile_key.dtype),
out=TritonWarmupTensor(compile_key.dtype),
lengths=TritonWarmupTensor(torch.int32),



N=1, D=1, Lmax=1,

pad_value=compile_key.pad_value,
pad_is_uint8=compile_key.pad_is_uint8,
block_t=compile_key.block_t, block_d=compile_key.block_d,

@kernel_launcher
def _call__(self, x_reshaped, out, lengths, *, N, D, Lmax,
pad_value, pad_is_uint8, block_t, block_d) -> LaunchSpec:
grid = (lengths.shape[0], triton.cdiv(Lmax, block_t), triton.cdiv(D, block_d))
return grid, dict(
x_ptr=x_reshaped, lengths_ptr=lengths,
PAD_VALUE=pad_value, PAD_IS_UINT8=pad_is_uint8,
BLOCK_T=block_t, BLOCK_D=block_d, num_warps=4, num_stages=2,
)
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