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PATHRE

« —A]1E: BhE DSV4 g/kv RMSNorm 5 FP8 &1k, ROCm IR 2.9 2R

- WHENE: ERFER, ROBERA: —EWMAA TEATE + cached_propertyl EHER
D ER1Z E T &8 BARIE fallback; =& pre-quantized activation E#EIRF)
block-scaled GEMM BY$kiB R £493%3t, #B R apply_weights R EHERHAREE N, B
EMIRFH ULP Xtb5 strided view FfItBA S ME,

Th RES EAL

PR body $&HE/ decode step B9 SWA token HEABLE ROCm LERIT=4: Triton
fused_g_kv_rmsnorm J3—4t. aiter per-1x128 shSEA bf16 g-lora (M&%5 block-scaled
FP8 wg_b GEMM) . % indexer B9 wg_b X3 ZF g-lora % xR &1 ('the same
quant a second time in the indexer's wg_b') . fusion EEMXEEM fp32 RingEizE, !
singlerounding, equivalent-or-betterprecision', SZMIAERIZM 3K launch (14us277ns)
A 1Kk (4ps 919ns, 2.90x) o

LI AE

A PR EHR 4 N BEXRESES, MOERER E3—1b + B4 TRBIEA AITER A%, 3
WENLE RIENEIERAE attention 5 indexer Z |a#E,

1. JXMERE custom op: T vlim/_aiter_ops.py H 37
_fused_mla_dual_rms_norm_group_quant_impl 5EBEH fake S|, &
register_ops_once() H3EM & A fused_mla_dual_rms_norm_group_quant B op, &
WEEASI IR fused gk _rmsnorm_group_quant. real SZELIE A
aiter.ops.fused_gk_rmsnorm_group_quant, —>X pass 588X g B RMSNorm + FP8
group quant (@ (M, N/128) B fp32 scales) 5 kv 89 RMSNorm; fake SZIAX % ELAR
AR EAKE, RIETIRE / WiFEATH.

2. EMEEFE AR 1 viim/models/deepseek_v4/attention.py F4E forward BJREAN
BXHY split + fused_qg_kv_rmsnorm FlBk _split_gkv_and_norm (FFEIZRE
gr_scale=None) , & gr_scale fEAFI ST E _prepare_and_attn_eager /
_prepare_and_attn, FEIEHMEZ indexer A ; wqg b ¥&¥EA wag b proj, ¥ gr_scale
A None BEMFR self.wg_blar), MffRiE CUDA/XPU BEZTHELER R,



3. ROCm b 5541138 & viim/models/deepseek_v4/amd/rocm.py R &S
_split_gkv_and_norm, #H functools.cached_property 523,
~wq_b_uses_aiter_block_scaled——1X Y aiter 89 fp8 linear FFXxFE. B attention B
wqg_b 5 indexer By wq_b #E Fp8BlockScaledMMLinearKernel Bt 7 B RAREKREZ, &
MERLZSH, BAMRBEWMEAN fp8 ar 5§ gr_scale, _wqg_b_proj (3@ TFHIEHY
apply_pre_quantized_block_scaled_mm E3% linear 8 block-scaled GEMM, %3t
apply_weights B8R B ZREAXX column/replicated 2 linear A% (% ERAM,
TP kK, K& all-reduce) ,

4. MRBELE: T tests/kernels/core/test_rocm_aiter_ops.py HHFIEFAMIR :
test_rocm_aiter_mla_dual_rmsnorm_group_quant_vs_sequential 3iEEEE op 5
rms_norm -> group_fp8_quant FHIER BEMIFHHREME (M=1 BE % token decode
, kv AR 1 A bf16 ULP) ; test rocm_aiter_mla_dual_rmsnorm_group_quant_strid
ed_split_view Z&IE DeepSeek-V4 LFr/= 48 split-view (strided) 3IAS contiguous #i
ANGER—K, H#3IA fp8_ulp_distance TR,

R

« vlim/models/deepseek_v4/amd/rocm.py (#3k ROCm E3%; 2% source; EH
data-contract; %5 apply_pre_quantized_block_scaled_mm,
_waq_b_uses_aiter_block_scaled, _split_gkv_and_norm) : ROCm #fb EHKIZ: BE
_split_gkv_and_norm, #m3% wqg_b_uses_aiter_block_scaled &85
apply_pre_quantized_block_scaled_mm FlEft GEMM A0, EZAOREESRET B IREK
o

- vlim/_aiter_ops.py (#&3k E-FFM; KF| source; E£H core-logic; F5
_fused_mla_dual_rms_norm_group_quant_impl,
_fused_mla_dual_rms_norm_group_quant_fake, fused_gk_rmsnorm_group_quant) :
3 fused_mla_dual_rms_norm_group_quant custom op B real/fake LM 5FM, =

BAEANZHAN VLM EFIRABA O,

« vlim/models/deepseek_v4/attention.py (#£R SFEHE; £F source; EH
data-contract; &% _split_gkv_and_norm, _wqg_b_proj) : £ZEFEHRIZNIIERZ AN
2. Hd  split_gkv_and_norm 5 wq_b_proj, gr_scale WHEZE indexer, ZFFAEFE&H
Bk sh,

. tests/kernels/core/test_rocm_aiter_ops.py (FE3R WAOMR; FEF| test; LA
test-coverage; 5 test_rocm_aiter_mla_dual_rmsnorm_group_quant_vs_sequential,
test_rocm_aiter_mla_dual_rmsnorm_group_quant_strided_split_view, run) : F3EHEN
RAZZMR, BIERE op 5FFMLEZIMAIERESFMIER strided split-view FIA—EKME,
EREEFHFI] R,

*PEF5:  fused_mla_dual_rms_norm_group_quant_impl,
_fused_mla_dual_rms_norm_group_quant_fake, fused_gk_rmsnorm_group_quant,
_split_gkv_and_norm, _wqg_b_proj, _wqg_b_uses_aiter_block_scaled,
apply_pre_quantized_block_scaled_mm, test_rocm_aiter_mla_dual_rmsnorm_group_guan
t_vs_sequential, test_rocm_aiter_mla_dual_rmsnorm_group_quant_strided_split_view



RERED R B

vlim/models/deepseek_v4/amd/rocm.py

ROCm ¥ E8842: BE split gkv_and _norm, #FHHE wag b _uses_aiter block scaled &4
1325 apply_pre_quantized_block_scaled mm & GEMM A\B, EAXXREESRET R AN
R%/ﬁ\o

# vilm/models/deepseek_v4/amd/rocm.py
# X EAHOERAT block-scaled fp8 GEMM: ER&MHNIXE H fp8 gr 5 per-1x128 scales,
# AREACATEIELRS) linear B block-scaled GEMM, %3¢ apply_weights 3t fp8
MANEE 21,
# ERT wa_b X2 column/replicated linear: HiHabEAM TP 2K, ITE all-reduces
def apply_pre_quantized_block_scaled_mm(
linear: torch.nn.Module,
x_fp8: torch.Tensor,
x_scale: torch.Tensor,
) -> torch.Tensor:
from vllm.model_executor.kernels.linear.scaled_mm.BlockScaledMMLinearKernel import (
FP&8BlockParams,

# M linear 9B S FBAIE block scale (382 weight_scale_inv £57&) o
params = FP8BlockParams.from_layer(linear)
weight_scale = (
params.weight_scale
if params.weight_scale_inv is None
else params.weight_scale_inv
)
kernel = linear.quant_method.fp8_linear
out = kernel.apply_block_scaled_mm(
A=x_fp8, B=params.weight, As=x_scale, Bs=weight_scale
)

return out.to(dtype=kernel.config.out_dtype)

# B wg_b GEMM ## aiter block-scaled fp8 WALE 7 /& F R & B 120
# ERKIEE linear kernel 5 aiter FFXBEIEE, WEE forward B REHE %,
# % quant 3% GEMM 5 aiter LA —3Kk, MERRHEFEEZ, RIEEHMERL.
@functools.cached_property
def wq_b_uses_aiter_block_scaled(self) -> bool:

from vlim._aiter_ops import rocm_aiter_ops

from vllm.model_executor.kernels.linear.scaled_mm import (

Fp8BlockScaledMMLinearKernel,

if not rocm_aiter_ops.is_linear_fp8_enabled():
return False

# attention 5 indexer AMEY wa_b A ERZ block-scaled kernel,



# TN EA (gr_fp8, gr_scale) BAREKIL,
linears = [self.wg_b]
if self.indexer is not None:
linears.append(self.indexer.wqg_b)
for linear in linears:
kernel = getattr(getattr(linear, "quant_method", None), "fp8_linear", None)
if not isinstance(kernel, Fp8BlockScaledMMLinearKernel):
return False
return True

vlim/_aiter_ops.py

13 fused_mla_dual_rms_norm_group_quant custom op B real/fake SZEL5 M, ZE@t

NAZFEAN VLLM EFERABAD,

# vllm/_aiter_ops.py
# AITER B4 MLA g/kv RMSNorm 5 g B4 FP8 S4B &1k,
# ¥ DeepSeek-V4 ROCm attention E&1287 custom op fused_mla_dual_rms_norm_group_
quant:
# g latent M fp32 JI—(LEMBEEM (BkiE bf16 PlEETR, BREN) ,
# kv latent R RMSNorm 2| bf16, ft fused insert NAZ{E A,
def _fused_mla_dual_rms_norm_group_guant_impl(
g: torch.Tensor,
d_weight: torch.Tensor,
kv: torch.Tensor,
kv_weight: torch.Tensor,
g_epsilon: float,
kv_epsilon: float,
group_size: int,
transpose_scale: bool,
) -> tuplef[torch.Tensor, torch.Tensor, torch.Tensor]:
from aiter.ops.fused_gk_rmsnorm_group_quant import (
fused_gk_rmsnorm_group_qguant,

mg, nq = g.shape

g_out = torch.empty((mqg, ng), dtype=FP8_DTYPE, device=q.device)

g_scale = torch.empty((mg, nq // group_size), dtype=torch.float32, device=qg.device)
kv_normed = torch.empty(kv.shape, dtype=kv.dtype, device=kv.device)

# split MBI EIFEEN (BTA stride) , AZBATAIE strided #A,
fused_gk_rmsnorm_group_guant(

g_out_quantized=qg_out,

g_out_scale=qg_scale,

a=q,

g_weight=g_weight,

g_epsilon=g_epsilon,

k_out=kv_normed,

k=kv,

k_weight=kv_weight,



k_epsilon=kv_epsilon,
group_size=group_size,
transpose_scale=transpose_scale,

)

return g_out, g_scale, kv_normed

# fake S2EL: [XHTIRE / WIFERER, BRE dtype 5ELILIN—3K,
def fused_mla_dual_rms_norm_group_quant_fake(
q: torch.Tensor,
d_weight: torch.Tensor,
kv: torch.Tensor,
kv_weight: torch.Tensor,
g_epsilon: float,
kv_epsilon: float,
group_size: int,
transpose_scale: bool,
) -> tuplef[torch.Tensor, torch.Tensor, torch.Tensor]:
mdg, nq = g.shape
g_out = torch.empty((mg, ng), dtype=FP8_DTYPE, device=q.device)
g_scale = torch.empty((mq, nq // group_size), dtype=torch.float32, device=q.device)
kv_normed = torch.empty(kv.shape, dtype=kv.dtype, device=kv.device)
return g_out, g_scale, kv_normed

vlim/models/deepseek_v4/attention.py

HEFBABRFNEBIERARAE: Wl _split_gkv_and_norm 5§ _wq_b_proj, gr_scale §&
% indexer, BFTAF&HANEMKE,

# vilm/models/deepseek_v4/attention.py
# ¥4 fused g-lora / kv &R FH P45 RMSNorm,
# qr_scale EHERRIZ L1EHR None; ROCm FEEBEANEE,
# REFREMD fp8 qr ZH per-1x128 fp32 scales, T wa_b R EEEH R,
def _split_gkv_and_norm(
self, gr_kv: torch.Tensor
) -> tuple[torch.Tensor, torch.Tensor | None, torch.Tensor]:
ar, kv = gr_kv.split([self.q_lora_rank, self.head_dim], dim=-1)
qr, kv = fused_g_kv_rmsnorm(
ar,
kv,
self.qg_norm.weight.data,
self.kv_norm.weight.data,
self.eps,

)

return gr, None, kv

# ¥ g-lora M AIZZ 2| query heads,
# qr_scale {28 ROCm A RSZ2RE: WA gr B2 fp8 BLES per-1x128 scales,
# AL linear WERIIAREN (apply_weights 218 fo8 MABEML—K) .



def _wqg_b_proj(
self, gr: torch.Tensor, gr_scale: torch.Tensor | None = None
) -> torch.Tensor:
if gr_scale is None:
# EEREZ BIFRETA, #H linear B TEREN,
return self.wq_b(gr)
# ROCm B&B&842: HIE block-scaled GEMM, Bkt apply_weights,
return apply_pre_quantized_block_scaled_mm(self.wqg_b, gr, gr_scale)

AT K

Review Hrg—FE AR X EEPE viim/models/deepseek_v4/attention.py B _wq_b_proj:
tjitanaa ¥ & 'This function seems to be duplicated.'s fEEBBEAM wag_ b _proj (SWA
B wa_b 5 indexer 8 wg_b) , BAEAZRARBHM linear LM MAENL, AHEE
EZERIT, titanaa RERMRERE, 1EBEHRT kernel profile BB 53 E 3% A/B
benchmark, #3k AndreasKaratzas #t &3,

« _wq_b_proj AAEE AR (design): EEEN: SWA 8 wa_b 5 indexer 8 wa_b ZFEAN
JSL linear, RS NAZREAERMNE LB MAZN, AREEEEZS X, BTZIEER
it

- MEBEEIEXN T (question): $KIBAN TS 3K reviewer AT, 3 AndreasKaratzas #tEEH.

R 5 B

QR FEXNREPEBESREE L, £—, EMIRM bf16 PEMETRN fp32 EMBEE
B, BEXREN, BERREEMR, EMALIHRFEMINEE, GSMSK SN 0.9431 &R
, HiHiEE R W EEZ, £, attention.py B4 forward / _prepare_and_attn &% T8
"METAF &, gr_scale=None X #MHERE, B ROCm FHKRE fp8 qr MIAAEERE A
WORME qr_scale, 253K apply_weights Xt fp8 A= R &1L, BFaMERAMEREE: ZX
F&H _wqg_b_uses_aiter_block_scaled M5 REANSHEME, ENRIXEE op EEMIE
¥ attention £k, F=, AITER AZARAIES T REBCEEMEIT A, ULP AFMIRE
aiter RE[ AR EH#E skip, Cl BEAR, F, fused_gk_rmsnorm_group_quant TEAT
&3P, RBORA A IRIE num_tokens > 0, & F, benchmark F3f% 1 B TTFT &L
10.29% (462.05ms vs 418.93ms) , FERBERE, 2RI KXZREREITH
T,

« R BAPFM: £ AMD MI350X/MI355X & X #F AITER FP8 8§ ROCm 3% L,
DeepSeek-V4 SWA FEFDIERZ kernel RIBEL 2.90x, wFsHELIEA 0.5%~0.8%.
TPOT TF4 0.5%~1%, KETXHE® (indexer 25) HMEEE=REMN launch; FE
ROCm. 3E AITER =X kernel KR RFITZI 1R EER BEEIR, 1TARE, 24M:
_aiter_ops.py AT HHY custom op JEMIEMR, attention.py BIERIERAYT & (gr_scale
TE) HE4 MLA XERNMENL GEMM EARSETEAEO, ARM: ZEXTER
FHAth ROCm 33—t + EMRESMAL,

« MFEARIE: ROCM/AITER 4@ B2 , KM I1IEIKH kernel 28 | HF attention LT E
HORENEEATERS , KFL TTFT £A 10%



KRR EE

« PR #53396 [Kimi K3][Kernel] Support DS conv-state layout in fused KDA decode
kernel: & GPU Jai fused kernel MaEALEKES (Kimi K3 Bi& KDA decode kernel b
7 DS /) , 54 PR B kernel fusion %5 ER, BLXM4RERRLE, IEXES
=,



