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1. 3ZMREZTE (vliim/envs.py) : EIFETEXBMERMA
VLLM_XPU_FORCE_N_CONTIG_WEIGHT: bool = False (BRIAXF, RIFERAEHR) , #
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« vlim/model_executor/layers/linear.py (#£3k &iME; 35| source; A core-logic; &
5 process_weights_after_loading) : & WMTHAZE: &
process_weights_after_loading F#3E XPU 4%, HIFEZTE opt-in FREMREEZHE
A N-contiguous; (N, K) X &E stride B T#IERY, FrAEREZIZKRZ,

s vlilm/envs.py (13t IFREE; EA| source; ERH configuration; fF5
VLLM_XPU_FORCE_N_CONTIG_WEIGHT) : #3t
VLLM_XPU_FORCE_N_CONTIG_WEIGHT ¥EZ E LR T B IRAES BITRENTIZEE,
RIFRERBAD; BRIA False BRIEEAT AT,

XS process_weights_after_loading

KR Fr B]

vliim/model_executor/layers/linear.py

BT ARAZEE: & process_weights_after_loading F#3E XPU 4%, RIFEZE opt-in ¥
FEMREEHA N-contiguous; (N, K) RRE stride BTHIRRA, FrAERLZIZRIZ,

def process_weights_after_loading(self, layer: torch.nn.Module) -> None:
if current_platform.is_cpu():
# MLA B89 kv_b_proj (JL _cpu_skip_gemm_dispatch) : FEMAREXEEERIZ,
# Bk ITR, BEERALA fallbacke
if getattr(layer, "_cpu_skip_gemm_dispatch", False):
layer.cpu_linear = torch.nn.functional.linear
return

from viim.model_executor.layers.utils import dispatch_cpu_unquantized_gemm

dispatch_cpu_unquantized_gemm(layer, remove_weight=True)

elif current_platform.is_xpu():
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#LBMX: FRRME BRAXRAUREEAERRITA
VLLM_XPU_FORCE_N_CONTIG_WEIGHT: bool = False

#BTFRX: 5HYE XPU FXRARF—KY int BTN
# Force N-contiguous weight layout for all XPU unquantized linears.
"VLLM_XPU_FORCE_N_CONTIG_WEIGHT": lambda: bool(

int(os.getenv("VLLM_XPU_FORCE_N_CONTIG_WEIGHT", "0"))
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