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« —AIE: AL Kimi-K3 B BEREME, BATBREAKE token FHEH PDL FFELRE
KE&m 20%.

- EME: XA PRAEBKEE, FHENTNAE GPU AZMALZZIE vLLM HRETRZM T
BIf, BRRT —AVEW BLZIR R AES: RN oMEAFE (PDL S1548
EHEIN) FREA R, FFEEEARIT (FERDE tile. THRATITEI R4 HIB, T
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TN EES BAL

FEAR Kimi-K3 AEAIE B token #EIEEY, M AttnRes FIBKH A9 II_bf16 GEMM #HAEHZER,
PR body BA#$E . “Reduce the Kimi-K3 single-token AttnRes-to-router latency by
loading the first |l_bf16 router-weight tiles before the incoming PDL wait.” X & X4 E it
HEBAZ B ET X ME M RE AL

SRR

1. ASHKE5ZEY & (II_bf16_dotprod.py): # LLBf16Dotprod 3w i
prefetch_pd|_weights B2E £ %f0 main_prefetch_tiles B, LM @cute.jit %
_vector_dotprod_prefetched, BEITEMEILT, X tile < prefetch_tiles BYELAE FMEF
B2 (rB) PEHENZKNTEBRE, ML tile MIMERRBHNESBERNEMRERRZR, &
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A griddepcontrol_wait() Z RIPUT—RETEERAXNWTERER, AT
main_prefetch_tiles AMXE tile MERF| ML ELHFHF R IKE prefetched_b F,

2. RiIFES5KE (Il_bf16.py): LLBf16Gemm 28 _init_ A EEZHN
prefetch_pdl_weights %%k, _compile_dotprod Z A7z LLBf16Dotprod SZ{5|Bt{Ei%
5, EEREFEZBMANELRAZES: 1I_bf16_gemm_kernel (JR48) #n
lI_bf16_gemm_c1_pdl_kernel (BRTIER) , AHEORIK II_bf16_gemm RMEKNRYE
I hidden_states.shape[0] BERATIZITHRK: M==1 RHRAAMEBRAZ, TNRAR
B W%

3. MiREZE (test_ll_bf16_gemm.py): HFr3gE MR
test_c1_pdl_kernel_is_selected_automatically, A monkeypatch IR NNIZ, FLIE



lI_bf16_gemm RIKAE M=1 fo M=2 B BEIEFAQTREIX R B9 AR 2B, FafR T 9 IRZERIE
B,

R

« vlim/model_executor/kernels/linear/cute_dsl/_Il_bf16_dotprod.py (i WAZItHE; 2251
source; & core-logic; &5 _vector_dotprod_prefetched) : AZOWTE X, SZHT
TIERR PDL R NKZ3BEE, ®EHBITHE AR _vector_dotprod_prefetched %1 kernel
MAEEA,

« vlim/model_executor/kernels/linear/cute_dsl/|l_bf16.py ({3 AAZEE; 35 source;
KA entrypoint; &5 init) : PEEXMF, HRREFBTH M ERFERNRIFE ALK
B, BARMAEI KRB IR Mo

« tests/kernels/test_IlI_bf16_gemm.py (B3R WAZMRK; K5 test; EA test-coverage; FF
5 test_c1_pdl_kernel_is_selected_automatically, default_kernel, c1_pdl_kernel) :

RXMH, F/TEHXE M=1 fo M>1 SIREBENEITTNER, FRRAATAFET,
XEFE: vector_dotprod_prefetched, LLBf16Gemm.init, Il_bf16_gemm

KR Fr B]

viim/model_executor/kernels/linear/cute_dsl/_|Il_bf16_dotprod.py

R B, SZEL T A TMERE PDL (AL NAGEEE, B8t E AL
_vector_dotprod_prefetched % kernel Jif2E 4,

# IIEHINER B AR AR BN tile NFHERE M, HANEBRREIE
def _vector_dotprod_prefetched(

self,

acc: cute.Tensor,

tA: cute.Tensor,

tB: cute.Tensor,

rB: cute.Tensor, # BRIBNRENFFEKE

M: cutlass.Constexpr,

num_tiles: cutlass.Constexpr,

prefetch_tiles: cutlass.Constexpr, # EZWEK tile T E

for tile in cutlass.range_constexpr(num_tiles):
# XT R prefetch_tiles A tile, REBEE rB, EEMEZ F32
if const_expri(tile < prefetch_tiles):
br f32 = rBJtile, None].load().to(cutlass.Float32)
else: # HA tile EIRE|RB LR AFMERERZR
bt = tB[None, tile]
br = cute.make_rmem_tensor_like(bt)
cute.autovec_copy(bt, br)
br 32 = br.load().to(cutlass.Float32)
# PUTETESMREN, 5FE vector dotprod EiE—3K
for m in cutlass.range_constexpr(M):
at = tA[m, None, tile]
ar = cute.make_rmem_tensor_like(at)



cute.autovec_copy(at, ar)
vec_width: cutlass.Constexpr = cute.size(ar)
for v in cutlass.range_constexpr(vec_width):
acc[m] = acc[m] + ar[v].to(cutlass.Float32) * br_f32[v]

# 7 kernel P, FEBGEEMEIEAT| PDL 5281, A A S0 EFRRAR EMERER
# YBHAT MERE, 7 griddepcontrol_wait RIHUTTEREIR
if const_expr(self.use_pdl and self.prefetch_pdl_weights):
prefetch_tiles: cutlass.Constexpr = self.main_prefetch_tiles
# A THERIBRENTERKE
prefetched_b = cute.make_rmem_tensor(
cute.make_layout(
(prefetch_tiles, main_vec_width),
stride=(main_vec_width, 1),
),
cutlass.BFloat16,
)
# J5R] prefetch_tiles MXE tile A& )RR EEN B FHEE
for tile in cutlass.range_constexpr(prefetch_tiles):
cute.autovec_copy(tB[None, tile], prefetched_bltile, None])
# REZASFHELHE=E TR
if const_expr(self.use_pdl):
cute.arch.griddepcontrol_wait()

vlim/model_executor/kernels/linear/cute_dsl/Il_bf16.py
RERXM, ATTRIESITR M EEFERNRITENELA, ZARMA KBRS,

# BRI BIMA ML AR EES . — A TRAREZE, — AT M=1 FilRER
lI_bf16_gemm_kernel = LLBf16Gemm() # JRi&N#Z
ll_bf16_gemm_c1_pdl_kernel = LLBf16Gemm(prefetch_pdl_weights=True) # /& FXEER I W%

def ll_bf16_gemm(
hidden_states: torch.Tensor, # [M, K] bf16
router_weight: torch.Tensor, # [N, K] bf16
output_dtype: torch.dtype = torch.float32,
) -> torch.Tensor: # [M, N] fp32
# 3BATRTARIE M (B (token ) B hEFERZ
kernel = (
l_bf16_gemm_c1_pdl_kernel
if hidden_states.shape[0] == 1 # # token B2, {EBAFEMLAL
else Il_bf16_gemm_kernel # % token B&42, 1#RRBAK
)

return kernel(hidden_states, router_weight, output_dtype)
P B AR
Review I IOBIAZOIE T ERER M G SLELBIE AU, zyongye (4f3P#E) RIX T REHEM: "

I am still very worried about perf in large M. We want to at least find some way to
prove perf won't be affected. Mainly for attnres kernel since it's used for both small



and large M." X5| & 7 X TR ES5I ANER R WFEERA K ITE, /& mingg26 EEE F%
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. RS
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« PR #54781 [Kimi Bug] Fix cannot access local variable 'active_non_spec_mask_cpu':
F& Kimi-K3 MAAMEXMBE / i, ERRNERRNTEREXARER, 54 PR WA
BAACRR 12 T B RS K BX,
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