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PUTHEE

- —#13%: Dots3 NOTE BfTRHEM, BHRAL 9.5%

- ESNME: BRI, & PR BT KB EX MLA metadata builder # A\ CUDA Graph
uniform-batch BAREER, URIEE MTP RHLAED F RS embedding 5 RMSNorm,
BIWKIE _pad_dense_mlp_weight BIHEREME replicated_embed WFEEA RN, XA
BRIt E A HAth NOTE 384=R,

THRES B

Dots3 NOTE WHIZE Model Runner V1 T3&1T, MTP ZHUAERDLBE/2 534 CUDA Graph i
3K, GPU LHEEKE graph Z/MURES kernel BahFF44. PR body FE i tEfL BAREILIES
R Ao il 28 FITAT I ERAZ B &K, H P decode BAZMIFA GPU TIERBELED] LM
head 5 sampling/metadata #4E,

LI RE

1. BRIARB A Model Runner V2: fE vlim/config/vlim.py B
DEFAULT_BREAKABLE_CUDAGRAPH_ARCHITECTURES #nA
Dots3NoteForCausalLM 5 Dots3NoteMTPModel, ##XMMNEME NVIDIA FEBRIAE
V2 Model Runner #®#Tlr CUDA Graph,

2. A MLA metadata builder E B uniform-batch CUDA Graph X#: &
vlim/models/dots3_note/nvidia/attention.py F 4 Dots3NoteMLAMetadataBuilder 30
_cudagraph_support = AttentionCGSupport.UNIFORM_BATCH, {£ decode B&42 v #
CUDA Graph #3%,

3. B4 MTP embedding 5§ RMSNorm: & mtp.py 89
Dots3NoteMultiTokenPredictorLayer.forward F#3% embed_table %, &M
fused_embed_eh _norm; Dots3NoteMultiTokenPredictor i3k replicated_embed IRZ,
FAE R & E H| Bk SR embedding it ; Dots3NoteModel RA£IE3K replicated_embed,

4. %— dense MLP & padding 5£3,: 1€ Dots3NoteModel._pad_dense_mlp_weight &
FAERKEREK _pad_dense_mlp_weight(name, loaded_weight, weight_block_size),
MTP £ Dots3NoteMTP. adapt_weights XA £ Az ¥, HMERALEE I,

5. &—M3% RMSNorm SZ3L: MIFR vision.py FEE F X# RMSNorm, 4%—% A
vision_attention.py S+ 8 VisionRMSNorm (& extra_repr) , 3% fallback #RM



print XA logger.warning_once,

R

« vlim/models/dots3_note/nvidia/mtp.py (1R HRE: 35| source; FEA data-contract
;. /45 Dots3NoteMultiTokenPredictorLayer, Dots3NoteMultiTokenPredictor,
Dots3NoteMTP, _adapt_weights) : MTP $ZHLARRD ERIZ B9AZ O BREY . #73E
fused_embed_eh_norm ©*X%. replicated_embed ¥|Wr, 8 FAEHRK
_pad_dense_mlp_weight, 3X2Z CUDA Graph ##40 embedding Ri&H X582,

« vlim/models/dots3_note/nvidia/model.py (13t ERE; 27| source; L&
data-contract; %5 _pad_dense_mlp_weight, Dots3NoteModel, _adapt_weights) :
backbone A IR E padding FIEMIREARRAK _pad_dense_mlp_weight, FHriG
replicated_embed #|li; & MTP B &RANERELM,

« vlilm/models/dots3_note/nvidia/vision_attention.py (##3k R E; 5| source; HE&
data-contract; &5 VisionRMSNorm, resolve_attn_implementation) : fL% RMSNorm
%— A VisionRMSNorm, 3 __all__ &4 ; fallback I&RM print AR
logger.warning_once, R 4D BERIRIRIE,

« vliim/config/vlim.py (#3k BEEZE; 25| source; EH core-logic; &5
DEFAULT_BREAKABLE_CUDAGRAPH_ARCHITECTURES) : ¥
Dots3NoteForCausalLM 5 Dots3NoteMTPModel it AEBRIATT 3T CUDA Graph EM&
&, & Model Runner V2 ZRIARBRBFT %,

« vlim/models/dots3_note/nvidia/attention.py ({3 #RE . 5| source; EH
data-contract; %5 Dots3NoteMLAMetadataBuilder) : A
Dots3NoteMLAMetadataBuilder & B AttentionCGSupport. UNIFORM_BATCH, X=Z
decode BAIZREM CUDA Graph IR0 E L4,

« vlim/models/dots3_note/nvidia/vision.py ({&3k #RE . 5| source; EH
data-contract; 5 RMSNorm, DotsPatchEmbed, MoEVisionBlock, DotsMoEVitModel)
: MIKRE S 89 RMSNorm & X, %A VisionRMSNorm; Z15 w5 MR EES %—,

XBM5S: _pad_dense_mlp_weight, Dots3NoteMultiTokenPredictorLayer.forward,
Dots3NoteMultiTokenPredictor.forward, Dots3NoteMTP._adapt_weights,
Dots3NoteModel._adapt_weights, VisionRMSNorm.forward, resolve_attn_implementation

KR Fr B]

viim/models/dots3_note/nvidia/mtp.py

MTP IZHLARRD ERIZ B9AZ N BR BN : #T73E fused_embed_eh_norm 2%, replicated_embed ¥t
, HERERE _pad_dense_mlp_weight, X& CUDA Graph ##3Xfr embedding &t&H)%
B,

# vlim/models/dots3_note/nvidia/mtp.py

class Dots3NoteMultiTokenPredictorLayer(nn.Module):
def forward(
self,
input_ids: torch.Tensor,



positions: torch.Tensor,
previous_hidden_states: torch.Tensor,
inputs_embeds: torch.Tensor | None = None,
embed_table: torch.Tensor | None = None,
spec_step_index: int = 0,
) -> torch.Tensor:
del spec_step_index
if embed_table is not None:
# Bt& embedding & + E/H BA RMSNorm, /> graph #h kernel 25k
eh_input = fused_embed_eh_norm(
positions,
input_ids,
embed_table,
previous_hidden_states,
self.enorm.weight,
self.hnorm.weight,
self.enorm.variance_epsilon,
)
else:
assert inputs_embeds is not None
eh_input = fused_eh_norm(
positions,
inputs_embeds,
previous_hidden_states,
self.enorm.weight,
self.hnorm.weight,
self.enorm.variance_epsilon,
)
hidden_states = self.eh_proj(eh_input)[0]
hidden_states, residual = self.mtp_block(
positions=positions, hidden_states=hidden_states, residual=None
)
is_sequence_parallel = self.mtp_block.use_sequence_parallel_moe
if not is_sequence_parallel:
hidden_states = tensor_model_parallel_all_reduce(hidden_states)
hidden_states, _ = self.shared_head.norm(hidden_states, residual)
if is_sequence_parallel:
hidden_states = tensor_model_parallel_all_gather(hidden_states, 0)
hidden_states = hidden_states|: positions.shape[0]]
return hidden_states
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Review BV, TER jeecjeclee WEES I, XA LT jeejeclee £FET merge conflict,
claudelbot] & fork ®FER/E A B3 review, ZOREET
Dots3NoteMultiTokenPredictorLayer.forward H embedding B&{2a94L3E . Frig
embed_table £%kJ&, inputs_embeds is None Rt ABAHA self.embed_input_ids, MEEEE
*t input_ids % torch.minimum(input_ids, self.max_token_id) ERARLEAIE, XRET



embed_input_ids B934 REXETIE X,
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1. Model Runner V2 BRIATIHRFE : viim/config/viim.py F4E Dots3NoteForCausalLM
MABRIA MRV2 2244931k, ZRAFIFENN MRV2 XA TE, THBITAER; £
ROCm & &8 T 1HRE 5,

2. CUDA Graph uniform-batch fR#l|: Dots3NoteMLAMetadataBuilder 7= ER
UNIFORM_BATCH J5, 3E uniform batch (3 mixed prefill/decode) T&EAR# CUDA
Graph ##, EHIARE BE decode MEHELE A uniform batch,

3. embedding Rt-&3 REM: fused_embed_eh _norm {&#i embed_table 7E18% & 4|8t
THA; % TP BE TiakWil4, replicated_embed A False, &#£IBERZ, BEEH
A embed_table BIfE3¥EFB B pipeline parallel T IE#,

4. B RMSNorm EHJ: VisionRMSNorm 51H RMSNorm #{E/TA—3K (fp32 reduce
J& cast EJR dtype) , 1B extra_repr ] shape BR8N ] BERS RS B8R,
repr it

5. )E padding £%: pad_dense_mlp_weight ILE ZAERE KK, B4 M (name,
loaded_weight) Z X (name, loaded_weight, weight_block_size), #HAiER{33%IB
Z#BAAKRE. - ¥M: X Dots3 NOTE AP : BRIABZEFTHIRALA 9.47%.
FERFEIRL 8.68%; Xt MTP AR Z R =R ERAE, WAR%K: CUDA Graph 3RSt
BEY KTREEMEF LA, ERDT kernel BEhF . XHEFEN: At DeepSeek TR
A (0 DeepseekV32) 4T MTP + MRV2 + CUDA Graph BIZ#SIER, - K
FOARID: ZOBRETE |, BRIMT AR
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