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[Core] Enhance cpu<->gpu sync checking to include paged async copies
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PUTHEE

- —A)E: ¥ & GPU<->CPU RF M, #Eid monkeypatch HIRIEFAE L T N F RN R
2

- WHETNME: M PR OPMEREEIR TR R T AN EN RS, EiZ0Z5E (gpu_sync_debug.py
TR R LREE) RITEW, MREELE, AXHXLTRARSEENTT L,
REW R &R monkeypatch, (EFEFEWRITEERBERfIEXNBRIE T, KR,
B TR THBERNTRERXIREE, EEFHFARSERE) L,

THRES B

A GPU<->CPU R# & (T torch.cuda.set _sync_debug mode) FT3&t&MF|
CUDA FEsh#E non_blocking=True # M # A CPU K&k pinned SIEFERFMmMIARTIAM
Fl¥, XBFEMNMIE pinned ENAFRIEXEEMRTH pinned RF (b tailf) #HTHEIL
PR i3 monkeypatch 4% PyTorch AR R X —1NE X,

SCEL AR

1. 2B BY R (viim/utils/gpu_sync_debug.py):
« IR _active_check_mode B YRIAREET O TREERN,
- I REK _is_dense F|W CPU KERFETESE (WX pitched FHENAE) |
« IR EL _cpu_copy._stall_reason #|BF non_blocking # I 2 EXFNFEE E M.
« IR _report_implicit_sync RIEER, (warn/error) REFERED,
« FIE=ANEE R checked_to, checked_cuda, _checked_copy % Fl&%E
Tensor.to, Tensor.cuda, Tensor.copy_o.
« IR EK _install_copy_checkers £ enable_gpu_sync_check B R L& X LR,
BHRIEH torch 3%,
2. ARADIERE:
« ¥ vllm/model_executor/offloader/uva.py 8 UVA #133E pinned R&EKEZAT, H
gpu_sync_allowed() BE T non_blocking N #/E, B Hhhk FEM,
« ¥ vlim/distributed/kv_transfer/kv_connector/v1/example_connector.py 8 KV 270
B/ REBEZP, A gpu_sync_allowed() B3 T BAFAEI LB HIIRIF,



3. SFER B EH (viim/envs.py): BEF T VLLM_GPU_SYNC_CHECK X EHIEH,
BLEA T H AT A9 Fa N DL R A BE AT o
4. MIRE % (tests/utils_/test_gpu_sync_debug.py):
- I L ANMRARFAEUE RN FEH R (0 pageable JR. FEEE pinned A,
copy_ AK) o
« ¥ test_implicit_copy_sync_detected MIRAF& = E 25450,
- 313 test_genuinely_async_transfers_pass JMRFIAER E ) FH EMA W IZIR,
« F3E test_implicit_copy_sync_can_be_allowed iRk gpu_sync_allowed() B9Es % hEE,

R

« vlim/utils/gpu_sync_debug.py (11 E#F M ; K7 source; E£RE core-logic; F5
_active_check_mode, _is_dense, cpu_copy_stall_reason, _report_implicit_sync) : #%
B X, ST X Tensor.to. Tensor.cuda. Tensor.copy_ B9 monkeypatch L&

faxNRE,

. tests/utils_/test_gpu_sync_debug.py (£ EF MR, K7 test; £A test-coverage;
&5 pageable_h2d_nonblocking, _pinned_h2d_nonblocking,
_noncontiguous_h2d_nonblocking, _transposed_h2d_nonblocking) : BEEMRAX 4, &
HIOE T #TE R e X R B MZ 5,

« vlilm/model_executor/offloader/uva.py (3R UVA #1%%; 8% source; ZEH

data-contract) : IAERIER, A gpu_sync_allowed() BERXE % UVA HHFHE%

B,

vlim/distributed/kv_transfer/kv_connector/v1/example_connector.py (#&3k KV 3EIEE;

%5 source; £ core-logic) : AMNRDER, #FH gpu_sync_allowed() B 3N\E 5%~

R TR ELR,

vliim/envs.py (3R FIEECE ; 25| config; R configuration) : BEFIFET EXH, %

RS EEENT &

XS active_check_mode, _is_dense, _cpu_copy_stall_reason,

_report_implicit_sync, _checked_to, _checked_cuda, _checked_copy,
_install_copy_checkers

KR F B]

viim/utils/gpu_sync_debug.py

BAOZEE XM, 52T X Tensor.to. Tensor.cuda. Tensor.copy_ By monkeypatch VA&
FeNE,

# vllm/utils/gpu_sync_debug.py
# R E RN A EE

def _is_dense(t: torch.Tensor) -> bool:
"HETKERRETE S,
EEME (AELSHES|EHNKE) TTRGEN pitched H5# I L5,
MEBREMR (WFENA) SBRILAMHNENRETXEE, FKEW,



if t.is_contiguous():
# EOAER, BIREEN Tensorimpl AnEIE H| kT
return True
expected_stride = 1
# 3T R HE T LU B T M AR L g e
for stride, size in sorted(zip(t.stride(), t.shape)):
if size <= 1:
continue
if stride = expected_stride:
return False
expected_stride *= size
return True

def _cpu_copy_stall_reason(
cpu_tensor: torch.Tensor, device: torch.device | None
) -> str | None:
""H|¥T non_blocking ¥ M 2 EXFEAFELEE M.
REMAEREFFS, 5 None RrENZEERTH, "
# 3k CUDA & &=KX3IE CPU (REFRP K GPU R
if device is None or device.type = "cuda" or cpu_tensor.device.type != "cpu":
return None
# ZREFH N L KE CUDA AH
if cpu_tensor.numel() ==
return None
if not _is_dense(cpu_tensor):
return "the CPU tensor is not densely laid out"
if not cpu_tensor.is_pinned():
return "the CPU tensor is not pinned"
return None

def _install_copy_checkers() -> None:
nhz3E St Tensor.to, Tensor.cuda, Tensor.copy BYEEZE,
AT EERHN, BRERELELIRE, 5 torch ZAQERIIER LA,
M C++ ZEIEDN (WmFERN) a4t ves,
global _copy_checkers_installed
if _copy_checkers_installed:
return
_copy_checkers_installed = True
# BHARREHREK
torch.Tensor.to = _checked_to # type: ignore[method-assign]
torch.Tensor.cuda = _checked_cuda # type: ignore[method-assign]
torch.Tensor.copy_ = _checked_copy_ # type: ignore[method-assign]

vliim/model_executor/offloader/uva.py
A RIER, 8 gpu_sync_allowed() BERXE % UVA BT HEXEF,

# vllm/model_executor/offloader/uva.py
# & UVA #1358 forward &R 3EES R 25480

def forward(*args, **kwargs):



module.forward = original_forward
# R CPU AAEE pinned, NENEREERTH, TEHBR.
# T, non_blocking # N TTEEFENRE, EEH gpu_sync_allowed() F%k,
with nullcontext() if self.pin_memory else gpu_sync_allowed():
device_state = {
# XEHEBAHA to(device)
# WESKREEREL, NESHE
k: v.to(device, non_blocking=True)
for k, v in module.state_dict().items()

}

#... HR{KFELT
PG KR4

PR 1E& njhill 7£ issue W0 HE, FHALEE TRESALZIARE PN, FEEESHA
BhabIE, &L, EEBNAE uva.py o example_connector.py $ 2 A fEH
gpu_sync_allowed() 238 73X BEAH., EREAINREP 8. BN PR EH T LK Cl T IX
ISIEREM, HHIARLZN Cl £ME main X LW B4&EE, 5K PR T*, F&F
WoosukKwon %4F 7 #t £,

- TLEIMETF AR

R 58
- R

1. FEMNXEE: monkeypatch Tensor.to. Tensor.cuda #7 Tensor.copy &R MH,

T BERS R PR X L2 5 VRR) PyTorch B, BABERAERBRE ((RELELE
E#E) , BINERKLSES PyTorch RERsHEAE= 4 BINRE,

2. ZEWNFE: _is_dense Fn _cpu_copy_stall_reason YR KTZ AR T X+ CUDA IXEH4T
RNEBERE (W2 DFFHNENSW staged) . WRIRFNTATM, RNZETHREEZE
o

3. MEETTH: RRAAWERNAEERSE MBI RFOR AR GHIBTFHE. RERE
FHeE R RAREE, (BESRRRELTRENA =N &R,

4. BEHO: BINXEE Python BEMAD &R, C++ Bl (FlinmiFENAN) LKErFEN
KL WRE, XHERARRE, - ¥m: kPR EZ¥HMERT
VLLM_GPU_SYNC_CHECK F#HZEH viim MHEERAIRZ R, SRAT RSN LE S
fogaME, ABTAAREERHAN B EHBRAPTRIKERETENRIRD ., X
TRBRAZCEEENENET, WEELYM, T UVA HEFfRE KV #&R, &
BRI T EEER P BIERARWKIRR. - NRARIE: £/&F monkeypatch, &#
CUDA FEzhfT AR , IXE % Python BiRA

PE S
« PR #44800 [Core] Add GPU sync checking: 3IANT7 &EF
torch.cuda.set_sync_debug_mode By#14# GPU<->CPU RI# &M%, & PR 2HYE,



« PR #43107 [Core] Add GPU sync checking: ¥T8E2 L3R PR 898 — M MRASAMXIER, [
FEWA PR 89 PR body 5| A,



