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PATHE

« —4]iE: MRV2 pooling %fR GPU token ID #01, BGE-M3 EH &5 +3.13%

cBESME: EERIE, EAREZANRITREK: —&E CPU L% doc/query RE|IITHE.
IREFFENHRALERT| (async_tensor_h2d) , XEB GPU-CPU |8 iR kIR #k:z 938 A
BR; =& PoolingCursor Flit& CPU R4 (partial_prefill. finished_mask) FFEH1 A
BE, BEES tolist(); =& vi—v2 B consistent batch BIEMITIE, AR A
prompt_token_ids RRAEANERIA GPU THIEHFE.

THRES B

PR body BA#3EH : "BGE-M3's sparse embedding path uses SPLADE, which only needs
prompt token IDs on CPU, so copying the full prompt-token-ID batch to GPU adds
unnecessary serving overhead", BREA] MRV2 & requires_token_ids=True BRr&¥4 58
prompt token ID ### N 3| GPU, Xt BGE-M3/Jina XE R CPU L token /5432 Y
MESmEE T4, yewentao256 FE review F4M7E T 224 504L: "One design
change from v1 to v2 is that we remove the consistent batch", BRiZftfbt 2 MRV2 %
consistent-batch &t —3R %

TR

1. 7 vlim/model_executor/models/jina.py 8 JinaForRankingPool ® $73g
get_pooling_updates, BB requires_token_ids=True; forward 2& i@t
pooling_metadata.get_prompt_token_ids_cpu() 1B CPU 3% token IDs, ¥ CPU L5
doc/query %'F& token BYILECS R 5|HH#E, BB async_tensor_h2d R¥EHLEF RG]
¥#3| GPU B projector &%, REBI#FKR gpu_sync_allowed &3,

2. ¥ vlim/v1/worker/gpu/pool/pooling_runner.py B _get pooling_metadata = #tlF&
prompt_token_ids 8 GPU &| &4z, PoolingMetadata.prompt_token_ids EEfE None
. prompt_token_ids_cpu 8 pin_memory B A{XAEIE CPU RERA;
_dummy_pooler_run_task E# kA RelzE CPU K&, pool() ¥ finished_mask BKAERE
1 get_finished_mask(),

3. & vlim/v1/worker/gpu_input_batch.py #, add_request ~HIE
pooling_params.requires_token_ids B A logits_processing_needs_token_ids (184
False) , 3 E I IFAM REIE prompt tokens (XA T penalties HERFK GPU
token IDs ByMfL A 3%"; get_pooling_metadata E#E¥ prompt_token_ids & None,



4. 7£ vlim/v1/pool/metadata.py H 4 PoolingCursor ¥ partial_prefill 5 finished_mask
FE, build_pooling_cursor A numpy —XRMHIHE, _ getitem_HABESE, HEMH
get_finished_mask(); vllm/v1/worker/gpu_model_runner.py 8 _pool 5
pooling_runner.pool ¥R Z 7%, BREF AT .tolist() 5KELLER,

5. MRECE: #FH test_build_pooling_cursor_caches_cpu_status 5
test_pooling_params_update_combines_token_id_requirements (
tests/model_executor/layers/test_pooler_methods.py) , FFE#

tests/v1/worker/test_gpu_input_batch.py 5 tests/models/language/pooling/test_splad
e_sparse_pooler.py VEE I EIERA,

R

« vlim/model_executor/models/jina.py (#E3& A, K7 source; EAE data-contract
. fF5 get_pooling_updates, forward) : b & JinaForRankingPool #38
get_pooling_updates & BR requires_token_ids, forward 2&A CPU ##it& doc/query &
31, X H2D # s $ &R3|, &K% gpu_sync_allowed,

vlim/v1/pool/metadata.py (3% Al TEIE; KA source; EH core-logic; K5
PoolingCursor, get_finished_mask, build_pooling_cursor) : PoolingCursor 3t &
8 partial_prefill 5 finished_mask, 32 get finished_mask(), JEFR pooling E#F 1
BEHRE .tolist() 5,

vlim/v1/worker/gpu/pool/pooling_runner.py (#3k fbitfT; 285 source; H£ER
core-logic; &5 _get pooling_metadata, pool, _dummy_pooler_run_task) : HATEER
#%:%: _get_pooling_metadata REARK GPU kR prompt_token_ids,
PoolingMetadata.prompt_token_ids EZ A None; finished_mask BAIELERES,
vlim/v1/worker/gpu_input_batch.py (3% 3 A#EIE; KF| source; EH core-logic) :
AR IE T pooling 1ERBY logits_processing_needs_token_ids B K&
requires_token_ids BEf, %% token IDs 1B X UK K,
vlim/v1/worker/gpu_model_runner.py (#3k BERHITE; 5| source; EH
data-contract; &5 _pool) : MALUWKBEEKIZ: pool ¥ finished_mask BF 5 zip #HEFK
A get_finished_mask(), &—EAEHFER,
tests/model_executor/layers/test_pooler_methods.py (3R it A3%; K5 test; £R
test-coverage; % test_build_pooling_cursor_caches_cpu_status,

test_pooling_params_update_combines_token_id_requirements) : F3&RAAZEN :
I$4F PoolingCursor CPU RSEHFESMHEHE, LUK PoolingParamsUpdate #) token ID
TREHEE,
X5 JinaForRankingPool.get_pooling_updates, JinaForRankingPool.forward,
PoolingCursor.get_finished_mask, PoolingCursor.getitem,
PoolingMetadata.build_pooling_cursor, PoolingRunner._get_pooling_metadata,
PoolingRunner.pool, GPUModelRunner._pool, GPUInputBatch.get_pooling_metadata

X ERRRD By

vliim/model_executor/models/jina.py



A & . JinaForRankingPool #7138 get_pooling_updates EBR requires_token_ids,
forward 288 CPU %1t & doc/query &3], {X H2D # 3%+ &R5|, #F gpu_sync_allowed,

class JinaForRankingPool(StepPool):
def __init_ (self, projector: nn.Sequential):
super().__init_ ()
# doc/query %'F& token id, FATE prompt FEA XAYE B R
self.doc_token_id = 151670
self.query_token_id = 151671
self.projector = projector

def get_supported_tasks(self) -> set[PoolingTask]:
return {"token_embed"}

def get_pooling_updates(self, task: PoolingTask) -> PoolingParamsUpdate:
# FERAAMALEEE prompt token ids; MRV2 &7 CPU HIREZTEiE

return PoolingParamsUpdate(requires_token_ids=True)

def forward(
self,
hidden_states: torch.Tensor,
pooling_metadata: PoolingMetadata,
) -> list[TokenPoolingMethodOutputltem]:
pooled_data_lst = super().forward(hidden_states, pooling_metadata)
# 3B CPU 3% token ids, #HIETE batch #7| GPU
prompt_token_ids_cpu = pooling_metadata.get_prompt_token_ids_cpu()

embeds_list = list[torch.Tensor | None]()
for data, token_ids_cpu in zip(pooled_data_lst, prompt_token_ids_cpu):
# RZHEY chunked prefill 3R[E None, HiEZEfE
if data is None:
embeds_list.append(None)
continue

# Af& token IEEEAIRE CPU LK

doc_match = torch.eq(token_ids_cpu, self.doc_token_id)

docs_indexes_cpu = torch.where(doc_match)[0]

query_indexes_cpu = torch.where(
torch.eqg(token_ids_cpu, self.query_token_id)

)[0]

# JinaForRanking A e HHE XA B HHER M, RIFZIUF
indexes_cpu = torch.cat([docs_indexes_cpu, query_indexes_cpu])
# RILRAMPHRSI FH#E| GPU, BB hidden states E3%5
indexes = async_tensor_h2d(

indexes_cpu, device=data.device, dtype=torch.long
)
embeds = self.projector(datalindexes])
embeds_list.append(embeds)



return embeds_list

vlim/v1/pool/metadata.py

PoolingCursor ¥t &8 partial_prefill 5§ finished_mask, it get finished_mask()
, JHFR pooling B R &LERE .tolist() FFHH.

@dataclass
class PoolingCursor:
first_token_indices_gpu: torch.Tensor
last_token_indices_gpu: torch.Tensor
prompt_lens_cpu: torch.Tensor
seq_lens_cpu: torch.Tensor
num_scheduled_tokens_cpu: torch.Tensor
# WOTE A CPU MPRA, #R XA REMIRE R P RIKELR
partial_prefill: bool
finished_mask: list[bool]

def _getitem__ (self, indices: slice) -> "PoolingCursor":
prompt_lens_cpu = self.prompt_lens_cpulindices]
seq_lens_cpu = self.seq_lens_cpulindices]
num_scheduled_tokens_cpu = self.num_scheduled_tokens_cpulindices]

# MR EEFEH CPU RA, RIETF cursor iEX—3K

return PoolingCursor(
first_token_indices_gpu=self.first_token_indices_gpulindices],
last_token_indices_gpu=self.last_token_indices_gpulindices],
prompt_lens_cpu=prompt_lens_cpu,
seq_lens_cpu=seq_lens_cpu,
num_scheduled_tokens_cpu=num_scheduled_tokens_cpu,
partial_prefill=not torch.equal(prompt_lens_cpu, num_scheduled_tokens_cpu),
finished_mask=torch.eq(prompt_lens_cpu, seq_lens_cpu).tolist(),

def is_partial_prefill(self) -> bool:
return self.partial_prefill

def is_finished(self) -> torch.Tensor:
return self.prompt_lens_cpu == self.seq_lens_cpu

def get_finished_mask(self) -> list[bool]:
return self.finished_mask

Wi B
BT W RS B E(ES N GPU token IDs (R BB MEEZ" B IF: yewentao256 &
vllm/pooling_params.py BP0 HIZH BEE MR requires_token_ids_gpu B, EA v1 ZF|

v2 BRIt A M ZB R consistent batch; KR XEWXE CPU LIt ®E query_indexes, R
H2D # N &4 indexes”, FEEE XMFH LI, noooop & metadata.py EEiX



partial_prefill 5 finished_mask RR A None HELELER, 1EEFHIKE NV LRIKEHE
A EE, B4 noooop L pin_memory &2k (PIN_MEMORY and device.type !="
cpu") BIRBEM, (EEMEBEEANT CPU-only BNERFRE revert, HAERK "
Restorepinned pooling cursor allocation" &k £ J&RIR,

« PoolingParams.requires_token_ids_gpu =& NfRE (design): X#: FHA GPU token
IDs fREB BT KIRE, %—w CPU MRIITEER,

. doc/query R3|ITEKRE CPU =& GPU (performance): ¥#: CPU B LB 5 HHE, X
ST EIEP R,

« PoolingCursor 8y partial_prefill/finished_mask Z& 1 None (design): X44: &K
None @k, MEBWMITE. MANESE,

. pin_memory & ERETHE (question): revert: {RIEFRA pin_memory 174,

R 5 B

« Q& BANPEKE: PoolingMetadata.prompt_token_ids BLEIE AN None, {EfAIHKER
model-device token IDs BtAL 5% (FE CPU ‘R3|IHEZE) 2EEEE| None miRES;
PR 3#3¥ requires_token_ids / & GPU B2k A%k, B
vllm/model_executor/layers/pooler/tokwise/methods.py 5 common.py BY/INe&Eh3%88 1%
RANDAEEBE, EEFIGHAM A EZEZ LRI, EFNFE: JinaForRankingPool.forward
R gpu_sync_allowed J&, CPU R3|itHEES GPU &&= |88 R 2R
async_tensor_h2d B9%#HIE X, chunked prefill RZKE data A None BAEFRIP, EFE
BERNHERDEARIARRNAL EZR, FHRERKEREEMR, MHEXK: PR EHE
benchmark # concurrency 32 B pd9 M 568.8 ms #%| 633.8 ms (4 +11%) , PR
FERRE, BHALATTREINEIRERES, FEM: CPU-only BT
prompt_token_ids_cpu AEREHA pin_memory, ZEERLAM revert, LFrx GPU {TAF
%, 18 PoolingCursor #3&&Z 8N SETER, FTA E#EME PoolingCursor BIES

(BFEMIR) RAE P EH#H,

« ¥ AF¥wW: BHA MRV2 8§ BGE-M3 / Jina 3 embedding 5 ranking BRE7E sync &
NEFH L T EHIZAL 3% (concurrency 16 B +3.13%, concurrency 32 Bt4) +1%) ;
SPLADE #ER#iH 5 dense M FEIR ZI9TE Se-4 BEN, TARIFE R, AZFmM:
PoolingMetadata BIFIER AL £ Z M (prompt_token_ids fEA None) , ¥
pooling_runner. gpu_input_batch. gpu_model_runner =N fT842; PoolingCursor
B CPU JRSLEHF L finished_mask BYITEM per-step T per-cursor, BV EEFEL
B HFMA®M: A MRV2 pooling & ZAIEMIFR prompt_token_ids FERHEE, HIET
‘CPU EHE &3], R H2D &R HMMIERN; review FHIAT MRV2 T consistent batch
BRIt A Ao

« RFotrie: MATHEBEBRATE |, ROPATERAER , BUERERBRIE , &K pd9 #5)

KRR EE

« PR #53306 [Model Runner V2] Reserve CUDA graph memory: ER MRV2 J&# A%,
¥M&ER vlim/v1/worker/gpu/model_runner.py 5 cudagraph B4%2, K3 MRV2 HfTEER
HIFEMR T M,



