PR #53399 &L

vlim-project/vlim
[ROCm][CI] Add MTP and other spec-decode acceptance coverage
&3 tE]: 2026-09-02 16:27

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/53399

PATHRE

- —HE: A MI355 RN EZ KNREE, HEE Gemmad CUDA EHREURE S
=],

- EME: M PREFER. EROVNMERETRELTENERE, METH ROCm F&4
FATA CRAEAE. hipBLASLt 1BMEMsEIL) BORZBEM SR, URKNXEThEE (RIE
BEZER) A Cl BENITRER, FAETUKXRZE _setup_centroids_cuda_graphs 7
EPARTERENBER, UKk Cl BET source_file_dependencies {n{a]¥E b Bk st
FAERREGERIZ, XE— DA YNRENARREART 6 A FE RN 8 RATFSEH,

THHES BAL

A PR EM #50519 #inmusk, BEREIILE MI355 RAUARMDEZ TN E 2 & HATE
BATRME E/E N —NMRILH. "THEEMNE T, PR body BAFATE HEERI—AN %8 MI355
nightly MIRE, B 2= vi/e2e/spec_decode/acceptance_rates/mtp _other/ B X T 852 B MR
B, FEEAMANBITRE, W0 hipBLASLt JRSEEILRAMER R B & CUDA BIR&E
FMTAREERZBEE,

SRR

1. Cl REHE: & .buildkite/test-amd.yam| 8§ MI355 IRLFH T —AN% KR :amd:
(MI355) Spec Decode AL MTP + Other Acceptance B4k Cl B, ZFSBEET
180 o4h#8RY. BKIE Y source_file_dependencies UR{RAR XA ZE B REft & MR, IF
HUAT pytest -v -s v1/e2e/spec_decode/acceptance_rates/mtp_other/ ¥4, XA XHIZ
HUARESThRETE AMD B4 EIRE T H)3IRE,

2. RAGZEAEIE: FE vlim/v1/spec_decode/gemma4.py B _setup_centroids_cuda_graphs
FyEH, ¥ CUDA EHHIRFTERBRMSIASEA current_stream() BRAMEREAS AT L
#IRBY capture_stream T &, WEKRFARTE ROCm F& L, warm up %2 graph
capture AR —NENRERLPUT, BR T ARF—HFKMN hipBLASLL RESWEE
W TE XA RN LA EL A (e &L,

3. BBEIRE: & PR ¥ &M viim/vl/spec_decode/gemmad.py XA EMUIMBXBEE, &
BIET Gemmad ERIAE AMD B4 L1 CUDA B#4T centroids HHE R —ANEBAEER,
.buildkite/test-amd.yam| WZEN|E2REEE®H, AFNREMH T ETEMIEZH,

R



+ .buildkite/test-amd.yam| (#£3k CI BE; 25| config; A configuration) : LT
MI355 FEMIRAMALZEZ RN Cl BBE, Z PR ONFERAMZ—, AXBPHEEREE
SR PRFE

« vlim/v1/spec_decode/gemmad.py (B3R $ZHUAERD; 27 source; ER core-logic; &
_setup_centroids_cuda_graphs) : £ 7T Gemma4 ZHARL EH CUDA BHENRE
WiER, XE—NEHXY ROCm FEMXBIZTIMEE, R T ERESEEG LNIERT
Ao

*PE5: _setup_centroids_cuda_graphs

RPERRD B

vlim/v1/spec_decode/gemma4.py

BET Gemmas RAAELEF CUDA BHIRARRZD B/, X2 —N5% ROCm FEM%
BETATRME B, PRk T ER AR ZEM ENIERITH.

def _setup_centroids_cuda_graphs(self) -> None:
"""Capture CUDA graphs for centroids get_top_tokens at key sizes."""
masked_emb = self.model.masked_embedding
Im_head_weight = self.model._get_full_Im_head_weight()
# EAET AR ELAUR, HIRELL warm up @ graph capture ZER—E XA L
# 7£ ROCm £, hipBLASLt RESZIEHENESRIERABAE, RA—KEFEMBLER

capture_stream = current_stream()

for size in [1, 2, 4, 8, 16, 32, 64]:
static_input = torch.zeros(
size,
masked_emb.hidden_size,
dtype=self.dtype,
device=self.device,
)
# Warm up: £ capture_stream EHUTIERME, BHERSEZRLEMEL
for _in range(3):
masked_emb.get_top_tokens(static_input, Im_head_weight)
torch.accelerator.synchronize()

g = torch.cuda.CUDAGraph()
# Graph capture: B RAEZ AT IRS capture_stream, MIEZHDEA current_stream()
with torch.cuda.graph(g, stream=capture_stream):
static_output = masked_emb.get_top_tokens(
static_input,
Im_head_weight,
)
self._centroids_graphs[size] = g
self._centroids_inputs[size] = static_input
self._centroids_outputs[size] = static_output

self._centroids_sizes = sorted(self._centroids_graphs)



logger.info(
"Gemma4 MTP: captured centroids CUDA graphs for sizes %s.",
self._centroids_sizes,

)
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