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1. AEBAERSENL (csrc/libtorch_stable/kimi_k3/fused_kda_decode_kernel.cu) :
kda_decode_fusion_many_heads_kernel ##xEIF3E kConvStateChannelStride.
kConvStateTapStride B/ int NTTP; conv-state #ERE5EE &S| M hk + w *
kPackedDim B A hk * kConvStateChannelStride + w * kConvStateTapStride, BkiAS
¥t SD fmF (<1, 3 * H_local * 128>)

2. B RS ZH 49Uk : & head-count dispatch #EAR3E conv_state IKEBIEFTR
strides 25| SD / DS (SD = <1, 3 * H * 128>, DS = <kConvWidth - 1, 1>) , FEH
WE RSB, RIEHITEBARRTFIRAE E,

RBRZHEEE (viim/models/kimi_k3/nvidia/kda.py) :
is_fused_kda_decode_supported #[& or is_conv_state_dim_first() ¥, DS R+ H
WIEZ I, BhERRAZX & = R F Ko

4. ROCm [@# (csrc/libtorch_stable/kimi_k3/fused_kda_decode_kernel rocm.cu) :
kda_decode_fusion_kernel AR B stride AR S5k kPackedDim & & F ik, R#F
CUDA / ROCm T A—%,

5. MER5 EAEBLE: tests/models/kimi_k3/test_kda.py 8
test_fused_kda_decode_correctness &3t conv_layout (SD /DS & 5 4H) , #&MAH
#¥i&E conv_seed, ¥ as_strided YR stride REEHFILE ;



benchmarks/kernels/benchmark_kimi_k3_kda_decode.py B4 Inputs #% conv_layout
. main #¥E —layout FFx, FEHMHEERRELE CUDA graph replay THEEEE,
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« csrc/libtorch_stable/kimi_k3/fused_kda_decode_kernel.cu (#3k & WN4%; 25| source

: LA core-logic; &5 kda_decode_fusion_many_heads_kernel) : Et& decode WA
5B A kda_decode_fusion_many_heads_kernel 341 kConvStateChannelStride
/ kConvStateTapStride FINERERSE, conv-state ELE 2K AT stride FHtb
. BAUR M REUR 3 BIARAKIR

« csrc/libtorch_stable/kimi_k3/fused_kda_decode_kernel_rocm.cu ({E3k FERNZ; L5
source; %A core-logic; &% kda_decode_fusion_kernel) : ROCm &N
kda_decode_fusion_kernel XX stride NTTP 2ki&, RiE AMD F&RMEXIF DS i/
; fEE BiEK ROCm 435 8 #%,

« vlim/models/kimi_k3/nvidia/kda.py (HER BB N ; FEF| source; A data-contract;
5 is_fused_kda_decode_supported) : is_fused_kda_decode_supported
is_conv_state_dim_first() 2R %4, DS AN A FHANRERIZ, BITAF XA
BIBRATE,

« tests/models/kimi_k3/test_kda.py (3 WAZMR; K7 test; KA test-coverage; K5
test_fused_kda_decode_correctness) : test fused_kda_decode_correctness %1t
conv_layout, SD/DS % 5 A, ATRIEXRME FTREENZE 52 LIWEE— K,

« benchmarks/kernels/benchmark_kimi_k3_kda_decode.py (#3k RAZEAE; 27 source
; XA core-logic; &5 Inputs.init, main) : Inputs 340 conv_layout 5%k, main 3 n
—layout %3, {EFAPAEEEEE CUDA graph replay THEERE, %% PR &I M
REZKIE
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csrc/libtorch_stable/kimi_k3/fused_kda_decode_kernel.cu

Bh4 decode RMAZAZANTINL: A kda_decode_fusion_many_heads_kernel 3¥in
kConvStateChannelStride / kConvStateTapStride AN ERER S 3K, conv-state L5 £
BRAHIER stride F3k, BRARMEBEURZ BORAKIR,

/] conv-state fn EAIAANRIFEAEAR stride RS E4FL, SD / DS AR —FELH:
// SD % (channel &XWE) : kConvStateChannelStride = 1,
// kConvStateTapStride = 3 * kFixedHeads * kDimK (BRE4% tap BUBIER)
// DS # R (tap &AW /E) : kConvStateChannelStride = kConvWidth - 1,
// kConvStateTapStride = 1,
/] SBATEHRIZ conv_state FKEH strides HFEAFMAHLA, AMEBRARIFRFREE,
/I BRENZS stride wRHNEHRIESEFTHFREA (LNEFFER 64 £E 72) ,
template <
bool kApplyOnorm, bool kUseStaticDecodelayout = false, int kFixedHeads = 0,
int kFixedValueHeads = 0, bool kUseHeadGrid = false,



bool kAccumulateOnormSumsq = false, bool kUseActiveQkReduction = false,
bool kUseCacheGlobalStore = false, bool kComputeOutputBeforeStore = false,
bool kSkipWarpSync = false, bool kPreloadOnormParams = false,
bool kPrefetchNextStateChunk = false, bool kUseActiveOnormReduction = false,
bool kUpdateConvState = false, bool kUseLowerBound = false,
bool kApplyBetaSigmoid = true, int kConvStateChannelStride = 1,
int kConvStateTapStride = 3 * kFixedHeads * kDimK>
__global__ __launch_bounds__(kThreads, 2)
void kda_decode_fusion_many_heads_kernel(/* ... */) {
// BB tap RE&S5 1D HHREM,
/] 3k = channel * 3B3E A [ stride + tap * tap A M stride,
/] # stride AERE E, RFBEZERLEBRE,
#pragma unroll
for (int w = 0; w < kConvStateWidth; ++w) {
const int cs_idx = hk * kConvStateChannelStride + w * kConvStateTapStride;
const __nv_bfloat16 q_state = c¢s_qg_for_slot[cs_idx];
const __nv_bfloat16 k_state = c¢s_k_for_slot[cs_idx];
g_acc += __bfloat162float(g_state) * conv_weight_load<kLocalDim>(w_g_t, hk, w);
k_acc += __bfloat162float(k_state) * conv_weight_load<kLocalDim>(w_k_t, hk, w);
}
/] BB YR tap ZE8: shift0 / shift1 / F{EIRAEE RIFER stride ST,
[l 5B M EXIR, HREA slot RRSLEF SRR/ LR,
cs_qg_for_slot[hk * kConvStateChannelStride] = g_shift0;
cs_qg_for_slot[hk * kConvStateChannelStride + kConvStateTapStride] = g_shift1;
cs_qg_for_slot[hk * kConvStateChannelStride + 2 * kConvStateTapStride] = gq_new;
/*k/viBES onorm [I—LHEEA X EREIM—EK, thabERE */
}

tests/models/kimi_k3/test_kda.py

test_fused_kda_decode_correctness &%t conv_layout, SD/DS & 5 ¢H, ATFIIERARE
TRERZE 5 LIEBE— Ko

@pytest.mark.parametrize(

("num_heads", "num_segs", "lower_bound", "fuse_output_norm", "conv_layout"),
[

# SD MRRIFRA 5 AE%, DS mREMSTRAE 5 4,

# FARFAMYEER AR EmENEE S,

(12, 1, -5.0, True, "SD"), (12, 4, None, False, "SD"),

(24, 4, None, False, "SD"), (48, 1, -5.0, True, "SD"),
(96, 1, -5.0, True, "SD"),
(12, 1, -5.0, True, "DS"), (12, 4, None, False, "DS"),
(24, 4, None, False, "DS"), (48, 1, -5.0, True, "DS"),
(96, 1, -5.0, True, "DS"),

)

@torch.inference_mode()
def test_fused_kda_decode_correctness(
num_heads, num_seqgs, lower_bound, fuse_output_norm, conv_layout,



# DS cache layout: &/ slot A tap RWE (stride (W-1, 1)) ,
# R VLLM_SSM_CONV_STATE_LAYOUT=DS %> &,
if conv_layout == "DS":
conv_seed = 0.1 * torch.randn(slots, 3 * dim, W -1,
dtype=torch.bfloat16, device=DEVICE)
else:
# SD cache layout: &4 slot A channel RWE, tap #MNE.
conv_seed = 0.1 * torch.randn(slots, W -1, 3 * dim,
dtype=torch.bfloat16, device=DEVICE
).transpose(1, 2)
# A—REGEHIZFMARLERE REAZKNEZIRGHE stride,
conv_actual = torch.as_strided(
cache_storage.view(torch.bfloat16),
size=(slots, 3 * dim, W - 1),
stride=(
page_bytes // torch.bfloat16.itemsize,
(W - 1) if conv_layout == "DS" else 1,

1 if conv_layout == "DS" else 3 * dim,
)
)
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« ¥ AMER VLLM_SSM_CONV_STATE_LAYOUT=DS # K3 &= 2 (NIXL P/D 2 8)
MR A decode RAERANALTHENTH, B kernel 3#3%& 1.22-1.87x, E2E it
HFHIRA 3.84%; SD WRAFP TATAEN. XEME, kernel £IFEMNERFY REIR
RS, BEENREEEETFEBEZRMMAE; benchmark TR —layout £E, &
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