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- EME: ESEFRIE. % PR B T W TR L B /N cluster size N ERARRIBEELA
IMERAZRER batch SElE, HFASHMNRAEEFIREKLF, BRELXTE
cooperative_topk.cuh # CS=2 # streaming X pass i&it, UKk
sparse_attn_indexer.py F dispatch &L, EBFEENMRX FE batch (HEYE EF
KRR, FEEATE,

THRES B

T main 2% F, ¥ batch size 883 32 B, sparse_attn_indexer 8y

use_cooperative_topk HlMia %R, FEEmEIRE FilteredTopK, M/E&EEF batch. KL
T X3 & FTHAEA B R0 cooperative_topk. PR body 28y benchmark (&R,
cooperative_topk T 33-64 1T X [B#BXT FilteredTopK B9 LR 1.4x U E, EEAER 3x,
A AR PR 89 BArwtZIE cooperative_topk B X IFITHM 32 #2HAF| 64, FH A XEEIT
BAENIMERERE, MmELEX—EBMEEZRE,

SRR

1. ¥ CS=2 RAAEMR: T csrc/libtorch_stable/cooperative_topk.cuh ##ig
cooperative_topk_cs2 &/ kernel, £ _ cluster_dims_ (1, 2, 1), EHBEAKX
pass streaming 42, kSmemSize2 BE#:%£ A kSmemSize4 IR T,

2. B# launch Jk k&4 : T csrc/libtorch_stable/cooperative_topk.cu B
launch_cooperative_cluster # R R, % CS == 2; £ launch_cooperative_topk_impl &
I num_rows EFRM 32 KR 64, HIBEEHEIREZITE num_rows <= 33 fEH CS=4.
TNER CS=2,

3. EIRA A M viim/model_executor/layers/sparse_attn_indexer.py &
use_cooperative_topk BIHIZM num_rows <= 32 BXA num_rows <= 64, HMFE&.
top_k &£&7F0 stride WFLHERFRE, #HfR 64 T LR EIRE| persistent_topk %
FilteredTopK,

4. MIRELE: tests/kernels/test_top_k_per_row.py ¥ _run_topk_backend =
cooperative_topk BBk BIMERKA 64, FHITSEHLMIR test_cooperative_topk_cs2,
& £ batch=64. seq_len=65536. top_k A 512/1024/2048 W35, HEFERIE CS=2 &
2B EREIE R



R

« vlim/model_executor/layers/sparse_attn_indexer.py (13t #HEE&5|; 25| source; 3£
A core-logic; fF5 sparse_attn_indexer) : :XZ1ik cooperative_topk # 33-64 1TX|q]
WP B X Bk, X—ITRMEZMABRE T &L dispatch 1T,

« csrc/libtorch_stable/cooperative_topk.cu (#E3k thERAZ; 258 source; R
core-logic; 5 launch_cooperative_cluster, launch_cooperative_topk_impl) : R4
launch NBBPRAZEEXEBH, I CS=2 A X HILTHLRERER] 64,

« csrc/libtorch_stable/cooperative_topk.cuh (3R MERNZ; 285 source; KR
core-logic; 5 cooperative_topk_cs2) : EX T # 8 CS=2 2/ kernel iR, =L
NAZ R BAZ S S,

. tests/kernels/test_top_k_per_row.py (13 WAZMIR; 5| test; FER test-coverage;
55 test_cooperative_topk_cs2) : BE# TMRAX cooperative_topk fTH#H ERMEBIR, FF
FIEXE 64 ITHIRVIMER, FiibFrEERR1b,

XS sparse_attn_indexer, launch_cooperative_cluster,
launch_cooperative_topk_impl, cooperative_topk_cs2, test_cooperative_topk_cs2

KBRAL B EX
viim/model_executor/layers/sparse_attn_indexer.py

X 21k cooperative_topk E 33-64 4T K B SLFRA TR R KD, X—THRERMRRE T
%t dispatch T4,
# vllm/model_executor/layers/sparse_attn_indexer.py
# #%3% top-k /J5¥%: cooperative_topk {X¥E CUDA sm90 (3E sm120) .
# top_k A 512/1024/2048. TN 64 BHE TMA JIFEREBR.
#ATHERRM 32 TR5EE| 64, EIFEEFLH CS=2 N#,
use_cooperative_topk = (
current_platform.is_cudal()
and topk_tokens in (512, 1024, 2048)
and num_rows <= 64
and logits.stride(0) % 4 == 0 # TMA 16-byte X5
and current_platform.has_device_capability(90)
and not current_platform.is_device_capability_family(120)

if use_cooperative_topk:
# £ A workspace manager MK ELEP X, #AREXAREN O
workspace_manager = current_workspace_manager()
(topk_workspace,) = workspace_manager.get_simultaneous(
((RADIX_TOPK_WORKSPACE_SIZE,), torch.uint8),
)
torch.ops._C.cooperative_topk(
logits,
seq_lens,
topk_indices,



topk_workspace,
topk_tokens,
attn_metadata_narrowed.max_seq_len,

)

csrc/libtorch_stable/cooperative_topk.cu
WA launch NP BIRAZBEAXBE R, 3G CS=2 o X HITTHRLRIESE 64,
// csrc/libtorch_stable/cooperative_topk.cu
/] #3 CS=2 ok T8N 33 EREE 64 b, ERAM CTA IMER,
/] ¥ CS=4 FEE K batch FEIMEFFH
if (num_rows <= 33) {
launch_cooperative_cluster<TopK, 4>(params, ct::kSmemSize4, stream);
} else {
/] WRETZ X 8] R 8RR 3| FilteredTopK, FLAE®H CS=2 #%&

launch_cooperative_cluster<TopK, 2>(params, ct::kSmemSize2, stream);

}
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% PR A HILLZ MR inline review 118, mgoin &3 /ci run fit% Buildkite CI (
#86392) , MEEE#ESEH,; claude[bot] B PR kB fork BBkt 7 H#E, FbFEZEMNIX
ARIIEAMRILE PR body 89 benchmark &#&$, A= topK (512/1024/2048) . rHff
batch (33/40/48/64) BIERIEZIZT ¥ BRATER LREVRE,
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R MEBEBELRRE: MR R EZE batch=64, 33. 40. 48 S alfTHO%A Bk H
, & CS=2 &3k 64 [TREAELREA, IAMRTELIN, dispatch ZFEFHRETRAN
num_rows <= 16 / <=8 %, FEHELZFRLERTX (16 %X BEE) , BiXFHIEKX PR 5]
A, BTHARBEARTAR, kSmemSize2 HEE F kSmemSize4, ELEEAE CS=4
B smem BLE W RER /MY IH CS=2, EERERZR5EE: YITEHEBT 64, top_k R
512/1024/2048. stride RXAFHFEIE sm90 (& sm120 #HR) B, MeE
persistent_topk 2% FilteredTopK, R~&3| AZhEEMEEE R,

- U MRS P EERARIERANA LT XAEE (0 DeepSeek) HIAREIMNE, $%
batch (33-64 4T) B top-k RI|FPBEA 1.4x-3.3x t4E; 5EF%|. /I batch HKIE
sm90 FERZR M, FIE— CUDA WAZEFI ISR %08 fo — S HAR, (BZ{T8EHF
W ARE, BEIRARNAZLEFE T EIEM CS=2 WIMEER, BEEEREY K batch SEREE
BEIIMEME CS=1 3 persistent H EHNERE,

« RFEFRIT: #F13E CS=2 ARZZTIR , FRITHREBEEZARE , dispatch ZHTE

R ERBREE

« PR #53574 [Bugfix][SM120] DSv4: pass contiguous C128A decode topk indices on
SM120: R A DeepSeek #EIEE A top-k R KIZH kernel (85, 54X PR &



sparse_attn_indexer / DeepSeek 3% & Thik % B,



