PR #53253 Z&iRLE

vlim-project/vlim
[Bugfix] [Distributed] Gate cross-node MNNVL custom all-reduce by group capability
&3mtiE: 2026-08-29 08:49

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/53253

PATHRE

. —H]iE: B A pre-Blackwell A28, MNNVL 842, # % TP=16 Mt it

c EEME: BIER, XEORARNBERARNEES NEE: RAMN fallback BEAY
IR, #HEA fallback Z RIEA FAEE|VERAMAKZITEPAT, BEEXTHAERMEITA: —
Z A CPU #4240 L9 MIN all-reduce X e 5 —KND X REK, BAFHMEFENRGIRS
X; Z&X PyTorch fAH APl HEMAK X ARFERE False BIERERRE, X TLEPET R
WERN IR, A PR tWEIMEM vLLM B9 CustomAllreduce 5 MNNVL ##ak5%6 /5 % &
BIFSER,

THHES BAL

Issue #52907 R4ET 2 T & x TP-16 #RF DeepSeek-R1 (FP8) B, 4 RAEILIE
in_the_same_node_as() 8 gloo barrier 26781, 30 4¥/ER Application timeout caused
pair closure, ENFAZM B TREMFERA 5f8f72866 (PR #50000 FHiT) , ZEXBRT
T & CustomAllreduce 2T, FRZIIFHUHF AN (0 TP=16) X MNNVL B2
; M MNNVL rendezvous A& 7EJE MNNVL BB A ESFEE, #)R E:RP E KT AR
1To R PR B0 BAREIEAR X FNE T R AER AN rendezvous Z BB IZE, BEARBEIRE
T EMAE, AR mMESE MNNVL A A8 Blackwell 4,

LI AE

SR AR

1. P ARMAEE HIEM R ER: 7 viim/distributed/device_communicators/custom_all_reduce.
py B#¥ has_local_multicast_support(device), it
torch._C._distributed_c10d._SymmetricMemory.has_multicast_support(DeviceType.CU
DA, device.index) #IB 48] CUDA B &EBEELE multicast W, 3 CUDA F&. &b
device.index HIFEMFHEIE—IRE False, FEEEITA logger.debug, FRIEFMN LK
R ZE AR,

2. AR —IRMHIBT: i group can_attempt_mnnvl(group, device), ¥F=ANbBEM

(&N CUDA. &&BEAIXE| has_device capability(100, device_index). A,
multicast X #) JCEAARMAL, REERT dist.all_reduce(..., op=dist.ReduceOp.MIN)
TE CPU #2A FMAL, XHEREER— rank RFEERMS, 2RERA 0, WIRFTAE
rank ER—EHRLD X, BRFHERF init RS X,



3. EMEENDOIRAES: & CustomAllreduce. _init_ #, FTEHRX4HEF MNNVL
rendezvous Z BIFEAHFIBT: ¥ not same_node and not
_group_can_attempt_mnnvl(group, device) BRH¥TER warning 3 return, £BA NCCL E
R, JERFBAMIULEA rendezvous MR RAARKEE, N IR ATHRAZRIFNA,

4. MIRELE: & tests/distributed/test_custom_all reduce.py FIE=NETNIR, BEREAN
HIELEME (major 8/9/10 543 multicast HE) . “F— rank REIFNEBERZFH 1
MIN V343848, LAKRIE CUDA FEE#EES, MRER monkeypatch £
current_platform 5 dist.all_reduce, FMREELZ L FIFE,

5. BBERETE: LIWEEN. T schema b, LIEBRIAKE); AL EZE (+119 4T
, 0 M%) , FE&ZIA Blackwell EMBRE R &KEZ

R

« vlim/distributed/device_communicators/custom_all_reduce.py (#3k HfmNEE; 25
source; A& dependency-wiring; 5 _has_local_multicast_support,
_group_can_attempt_mnnvl) : ZWMEE X4 FIE _has_local_multicast_support 5
_group_can_attempt_mnnvl FANREK, FHE CustomAllreduce. init_ FIRETEEH A X
BT A, A XEZEE b X1,

. tests/distributed/test_custom_all_reduce.py (13 MEREE; K57 test; LR
test-coverage; 5 test_cross_node_mnnvl_gate_checks_generation_and_multicast,
has_device_capability, test_cross_node_mnnvl_gate_requires_support_on_every_rank,
report_unsupported_peer) : FE=ARELTINR, BEMAAEERE, £E rank
ZFE MIN 3A%R, UKRIE CUDA FEIELZE, BABEZETETRIE,

X5 _has_local_multicast_support, _group_can_attempt_mnnvl,
CustomAllreduce.init, test_cross_node_mnnvl_gate_checks_generation_and_multicast,
test_cross_node_mnnvl_gate_requires_support_on_every_rank,
test_local_multicast_support_rejects_non_cuda

RERED R B

vlim/distributed/device_communicators/custom_all_reduce.py

M E X ¥  has_local_multicast_support § group_can_attempt_mnnvl FIANER
¥}, HE CustomAllreduce.__init_ FIRE[EHAZIFNET SH, Fra BB ENAE IS,

def _has_local_multicast_support(device: torch.device) -> bool:
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if torch_symm_mem is None or not current_platform.is_cuda():
return False
if device.index is None:
return False

try:
from torch._C._autograd import DeviceType
from torch._C._distributed_c10d import _SymmetricMemory
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return _SymmetricMemory.has_multicast_support(DeviceType.CUDA, device.index)
except Exception as error:

# MEMERE B ELR, FHEEVBLERE

logger.debug("MNNVL capability probe failed: %s", error)

return False

def _group_can_attempt_mnnvl(group: ProcessGroup, device: torch.device) -> bool:
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device_index = device.index
local_support = (

device_index is not None

and current_platform.has_device_capability(100, device_index)

and _has_local_multicast_support(device)

)
group_support = torch.tensor(

int(local_support),

dtype=torch.int32,

device="cpu",
)
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dist.all_reduce(group_support, op=dist.ReduceOp.MIN, group=group)
return bool(group_support.item())
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