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[ROCm] Keep GLM-5.2 on MRV1 and disable default breakable cudagraph
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/—
HATHREZE
« —4]7E: ROCm &£ GLM-5.2 i A\ MRV2, BRIA% breakable cudagraph

- WESME: EEEIE ALHERF ROCm / model runner / BE AZWNE Y, maf&ET: —
ZH frozenset ‘& + Iru_cache FEBHRKETEEFLERATAH, BE
monkeypatch § cache_clear() FEARBAMIAE RN, =& perf JFRAEZE (4 AR
i MRV2 5 breakable cudagraph &BHEERRTTER) EEMELE, BeRERETE
workaround B T4 23% syMEgEsR O, FEBRNITE mawong-amd BIERMFZEIN, &
#53712 &HEENHERET T ER KR ERINE,

THHES BAL

PR#52861 ¥ DSA A BKIAKHE] V2 model runner (MRV2) 5 breakable CUDA graphs
, /2 ROCm HKREREZ T DeepseekV32ForCausalLM / DeepseekV4ForCausallLM, gl
T GlmMoeDsaForCausalLM, PR body BAFAFEH : "GLM-5.2 (both FP8 and MXFP4) thus
became the only DSA model defaulting to MRV2 + breakable cudagraph on ROCm,
which regresses decode latency on gfxd50 (MI355X) by ~30-37% TPOT at batch 1 in
nightly perf-eval." 3#3¥ 4 AN A H MRV2 Ttk 3.0 ms. breakable cudagraph
TRRA 1.2 ms WEER, AT EZRNEKALL BETERE KL,

LI AE

1. ZEAO: vlim/config/vlim.py TERHFERAERER, A&
ROCM_DEFAULT_MRV1_ARCHITECTURES &5 default_breakable_cudagraph_archi
tectures() Rk,

2. MRV1 HEFR&EAXMNRE: £ GiImMoeDsaForCausalLM oA
ROCM_DEFAULT_MRV1_ARCHITECTURES (B R H DeepseekV32 / DeepseekV4 H
NEM) » ZEEILGTEMAE ROCm £ use_v2_model_runner 3RE False, M8 &%
ENH MRV B2, XEMBELD 3.0 ms ERAJXHE,

3. ROCm breakable BkiA2%: default_breakable_cudagraph_architectures() # ROCm
S M " HEFR Deepseek WANEM " BRABHEREZE L frozenset()o RER gfx950 k£
breakable cudagraph * GLM-5.2 TiER4 1.2 ms EIR, B YA] ROCm F& %A (T4
MIMHAZ3%; VLLM_USE_BREAKABLE_CUDAGRAPH=1 #J opt-in B2 EHRE,

4. MERX[E: tests/test_config.py E#T test_rocm_keeps_compiled_deepseek_defaults #
docstring 5= (4N GiImMoeDsaForCausalLM) , 338



test_dsa_breakable_cudagraph_platform_default ¥4k B 5+
("GImMoeDsaForCausalLM", True, True) #l% A ("GImMoeDsaForCausalLM",
True,False), BITAH A pytest tests/test_config.py -k "rocm or dsa or breakable",

5. 5 CI: & gfxd50 (MI355X) TP8 LEH vlim bench serve 3t 5238, median
TPOT REE 13.46 ms, § #52861 Z RIMHFEL—IK; Bsh B EHIALE LI Using
V2 Model Runner / Breakable CUDA graph enabled; i CI (Buildkite #86417) 5§
AMD CI (#12493) :#@:d,

R

. vlim/config/vlim.py (#3k BEE A%; 23| source; R core-logic; &5
ROCM_DEFAULT_MRV1_ARCHITECTURES, default_breakable_cudagraph_architectur
es) : AOELEZHEATE: ROCM_DEFAULT MRV1_ARCHITECTURES #MA
GlmMoeDsaForCausallLM, default_breakable_cudagraph_architectures() Z£ ROCm Lt
BRAREEE, XFARET GLM-5.2 £ ROCm L EZF|4HiFH MRV B4R, HiLFraR
FIBRIAFR /B H breakable cudagraph, Zf&& 30~37% TPOT EERAYXHE,

. tests/test_config.py (HE3k BEEMIR; KA test; LA test-coverage; 5
test_rocm_keeps_compiled_deepseek_defaults,
test_dsa_breakable_cudagraph_platform_default) : F3 BEZFHEBRIMTH: K
GLM-5.2 {3 ROCM_DEFAULT_MRV1_ARCHITECTURES BR# ROCm # breakable
BRAEST, FIESHMAGIE GLM £ ROCm LA EBIE A False, FribELE)3,

XS default_breakable_cudagraph_architectures,
test_rocm_keeps_compiled_deepseek_defaults,
test_dsa_breakable_cudagraph_platform_default

RERED R B

vlim/config/vlim.py

OB EZBFTE: ROCM _DEFAULT MRV1_ARCHITECTURES *fA
GImMoeDsaForCausalLM, default_breakable_cudagraph_architectures() # ROCm Ltk
ANBREFEE, XFERET GLM-5.2 £ ROCm LEZF|4FH MRV B2, FFiLFTA E£MERIA
X 2H breakable cudagraph, Z&& 30~37% TPOT 3R K,

# vlim/config/vlim.py —— ROCm F & DSA R EBRINTITREZEE (PR#53155 2 J5)

# TODO(rocm): XEAERAE AMD GPU L E 2 R4 MRV2 %#, B4 & MRV2 FEIE,
# P IZESHWEME ROCm ELBAESRIFEMN MRV B2,
ROCM_DEFAULT_MRV1_ARCHITECTURES = frozenset(
{
"DeepseekV32ForCausalLM",
"DeepseekV4ForCausalLM",
"GlmMoeDsaForCausalLM", # PR#53155 #h LJR#EEY GLM-5.2, #RHERIAE MRV2

)

# ZFZEBRINRA breakable CUDA graph ByZE¥& %2 (PR#52861 5| N\ DSA K®H) .



DEFAULT_BREAKABLE_CUDAGRAPH_ARCHITECTURES = frozenset(
{

"DeepseekV32MTPModel",
"DeepseekV32ForCausalLM",
"DeepseekV4ForCausalLM”,
"‘DeepSeekV4MTPModel",
"Dots3NoteForCausalLM",
"‘Dots3NoteMTPModel",
"GImMoeDsaForCausalLM",
"HYV4ForCausalLM",
"HYVAMTPModel",
"InklingForCausalLM",
"InklingForConditionalGeneration",
"KimiK3ForConditionalGeneration",
"KimiK3MTPModel",
"KimiLinearForCausalLM",
"MiniMaxM3SparseForCausalLM",
"MiniMaxM3SparseForConditionalGeneration”,

@Ilru_cache

def default_breakable_cudagraph_architectures() -> frozenset|[str]:
"3 B 4 ] F & BRIA2 A breakable CUDA graph B9EM&ES, "
from vlim.platforms import current_platform

if current_platform.is_rocm():
# gfx950 S breakable cudagraph EAZA 1.2 ms / {ER HEIR,
# Eik ROCm BRATR B RAEMEM; RFPIA
# VLLM_USE_BREAKABLE_CUDAGRAPH=1 &#|F B,
return frozenset()
return DEFAULT_BREAKABLE_CUDAGRAPH_ARCHITECTURES

tests/test_config.py

Bl B EFHRMMTA: BiE GLM-5.2 {37£ ROCM_DEFAULT _MRV1_ARCHITECTURES B R
£ ROCm 4 breakable BRIAREF, HIESHMAFIE GLM £ ROCm LHEAE(EEIH A
False, Frit/E4LzmEY3a,

@pytest.mark.parametrize(

("architecture", "is_rocm", "expected"),

[
("DeepseekV32ForCausalLM", False, True),
("DeepseekV32ForCausalLM", True, False),
("GImMoeDsaForCausalLM", False, True),
# PR#53155 &% : ROCm £ GLM-5.2 BRIARE B A breakable cudagraph
("GImMoeDsaForCausalLM", True, False),



def test_dsa_breakable_cudagraph_platform_default(
monkeypatch, architecture, is_rocm, expected

from vlim.config.vllm import default_breakable_cudagraph_architectures
from vlim.platforms import current_platform

monkeypatch.delenv("VLLM_USE_BREAKABLE_CUDAGRAPH", raising=False)

monkeypatch.setattr(current_platform, "is_rocm", lambda: is_rocm)

# FaBEMREF Iru_cache, FUEEFT A BELL monkeypatch BT & HI T £ 3K

default_breakable_cudagraph_architectures.cache_clear()

config = SimpleNamespace(
model_config=SimpleNamespace(architectures=[architecture]),
compilation_config=CompilationConfig(),

)

config._uses_breakable_cudagraph_by_default = lambda: (
VIimConfig._uses_breakable_cudagraph_by_default(config)

try:
assert VIImConfig._maybe_enable_breakable_cudagraph(config) is expected
if expected:
assert config.compilation_config.mode == CompilationMode.NONE
finally:

os.environ.pop("VLLM_USE_BREAKABLE_CUDAGRAPH", None)
default_breakable_cudagraph_architectures.cache_clear()

AN

ME— S MEITIE R B mawong-amd 8 Issue i : "Should revisit the perf numbers here

after https://github.com/vlim-project/vlim/pull/53712, and maybe also let DSV4 go back

on MRV2'—ER #53712 &35 BEEMITMEA PR B9 perf 418, AL DeepSeek-V4

EFEE] MRV2 B2, ZEBVCRERANITS, FAFLRHIM, claudelbot] B fork KRKE

SHEE; $fIPE AndreasKaratzas HE#: APPROVED (% body) . M4 mergify[bot] &R

&H MR, 1EF rebase main SRR,

« PR#53712 &5 E#FfE ROCm MRV2 1£&E5 DSV4 )38 (question): & PR 176 I*
e EL, EINTEEAF #53712 2R,

« fork PR B35) review A=A (other): AndreasKaratzas E#: APPROVED (% body) , &
SR review Wi,

« &HHEE rebase (other): BEfER, & head A 5037b989070a, Cl EFHiE,

R 5 B

o XS
1. ROCm BRIMTHLERZEE: default_breakable_cudagraph_architectures() & ROCm
TEEREFE, ErkE YRIAE ROCm EMEAETTREM TTH9ZEH (20 KimiK3. Dots3Note.
MiniMaxM3 %) W% BRIAB A breakable cudagraph, BT " —7141 " Ke&, E45E



HEMENEE,

2. B L5 LT REMRIERN: mawong-amd FEH #53712 & B EEH ML perf; &
#53712 Bk& ROCm k£ MRV2/breakable M£8E, & PR BIZLBRIAE (LHE DSV4 V3RE)
T REE BRI,

3. MR B EFRH: 1EE WA pytest K& perf BEANLZRMAT, (XE CI B
tests/test_config.py BIRT=IXEL Iru_cache F¥ (cache_clear()) 5 monkeypatch &
PR &, HEFeRBEEHTR D %P,

4. MRV1 ZRiFRRA: RE MRV1 ZHRIFEEZ, TREFRERNBIRIFNE, HREGSITH
TPOT sz ; XaRiIAPRE B 5IH% R A B R,

5. 3 ROCm 8w 20X ZHAMIRE current_platform.is_rocm(), NVIDIA/CPU %
BRZ R,

. B[

1. AFPM: ROCm gfx950 E3imfT GLM-5.2 (FP8 / MXFP4) B9F F, batch 1 decode
TPOT M 17.74 ms EISE 13.46 ms (4 -24%) , REZE #52861 ZAIBIELKF,

2. 24M: ROCm F& LATA DSA ZZHMERIAEE] MRV1 B2 B R B ERIAB A breakable
cudagraph; RBshHETAMMZT,

3. ERAM: AMD HIPAE ZBRER #53712 &3/ 8Y perf £, HRERZFL
DeepSeek-V4 / GLM-5.2 E#H3## A\ MRV2; RN #41834 (NVIDIA SM12x
DeepSeek-V4 enablement) &4 T/ERMt ROCm i 4,

4. 4 ROCm: ZBEAXZH™M, XZ PR body BABEHAKRITHA, - REARE: ROCm
BRIMTALREE , BRERME— Y, IKBUE4: PR EFTME , EH pytest RE PR
NPAT

KRR EE

« PR #54646 [Core][MRV2] Freeze gc during V2 CG capture; skip per-descriptor
cleanup: El/& MRV2 / breakable cudagraph MEehib4 (V2 cudagraph 3E3RIBERY 6
f2) , EH#RTRER A PR FEAE ROCm L& breakable cudagraph BRIAMERITEAELE
©o

« PR #54373 [Bugfix][Spec Decode] Take the DFlash draft's RoPE layout from its own
config: A& GLM #& % (GLM-5.3 8y DFlash Ef&f6%) , 5§ GLM-5.2 £ ROCm £y
EVIEET AR, RBLGLM RFE v1 / BAAREERZ b BFFLLIEEL,



