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1. UREHES 555 B (viim/vl/attention/ops/triton_attention_helpers.py) :
compute_tile_loop_bounds BIR#E 5 NSk USE_R_SWA., MM_PREFIX_CLAMP_SW,
MAX_MM_RANGES. mm_prefix_range_ptr. seq_idx, 35 SLIDING_WINDOW
> 0 and not USE_MM_PREFIX Bk A% TF can_prune_sliding = (not USE_R_SWA) and
((not USE_MM_PREFIX) or MM_PREFIX_CLAMP_SW), Bl R-SWA R ME%E 0 ARIZIE [
SWA 8. E# MM RIZBIMAEH, RAE Gemma4d X3 window-clamped BRI A&

WA, fRIEECEATAZEZN,

2. clamped MM BIRMFEA R (RAXMH) : L%FER / ERELITEEMEOHN
last_allowed_key (FEERAE DY B context_len + gpos_hi + SLIDING_WINDOW - 1
WRE) , BERAES MAX_MM_RANGES MNEK range, X5 HaT Q AR H range:
ERA tl.maximum F A range_end, TEHA tl.minimum #&3% 3] max(range_start,
query_abs_lo - SLIDING_WINDOW + 1), &/&E%— clamp 3| seq_len - 1 F#HEA tile
X8, XEEXE MM &1L OR A RNEBMAELMBEE L, tile SEEMERHE, EA—M
DEBERWELRS5ER AN key.



3. Triton kernel AR &% (vlim/v1/attention/ops/triton_unified_attention.py) :
kernel_unified_attention HJ/& k8 USE_MM_PREFIX or USE_R_SWA 52535 H
USE_MM_PREFIX, 3% CHUNK_SIZE Z/5#k#&%&E % USE_R_SWA,
MM_PREFIX_CLAMP_SW. MAX_MM_RANGES. mm_prefix_range_ptr. seq_idx, f£
kernel A bounds IT&E 5 compute_kv_seq_mask #&%iE XARFFHF—K,

4. MERBLE (tests/kernels/attention/test_triton_unified_attention.py, +253 4T) : #7138
FANEERAA compute_tile_loop_bounds 8] Triton helper JUEINIR
——test_clamped_mm_prefix_prunes_sliding_window_tiles (4096 token #%| + 1024
B + BEE®K range, WIERFRXIE [3, 72) TIETE [0, 128) 5§
test_clamped_mm_prefix_preserves_noncausal_right window (JERERAFT O5RE1E
range BRI & (3, 68)) ; HIRITFHFERIE ref _paged_clamped_mm_attn F5% 5% 52,
5 test_triton_unified_attn_clamped_mm_matches_dense_reference, BEI#EIAH
unified_attention ¥t 5 5E Xt (atol/rtol 2e-2) , BB =3 MM range B4R
, IEFABEBABHRESE TR,

R

« vlim/v1/attention/ops/triton_attention_helpers.py (#3k SEFZE AN 25| source; L&
core-logic; 5 compute_tile_loop_bounds) : #&52E,: compute_tile_loop_bounds
3 5 NEYIHE SWA LD XM clamped MM RIRNFEL FITHE, EARMERE
£ WS RATEE

. tests/kernels/attention/test_triton_unified_attention.py ({3 WAMR; 7| test; %
A test-coverage; &5 _compute_clamped_mm_tile_bounds,

%

test_clamped_mm_prefix_prunes_sliding_window_tiles,
test_clamped_mm_prefix_preserves_noncausal_right_window,
ref_paged_clamped_mm_attn) : #3E 253 /TR : B tile M RIUEDIER, + —PMRZ S
# parity MR, HT ref_paged_clamped_mm_attn BIIEHEE X B9Shr SE50H, BH
BB R T H X B S T P B R

« vlim/v1/attention/ops/triton_unified_attention.py ({3 SFEARZ; 7 source; EH
core-logic; &5 kernel_unified_attention) : Triton kernel AR & 3L
USE_MM_PREFIX or USE_R_SWA &L EE 5 NS4, & bounds ITHEER|X
PR kernel BRI,

XS compute_tile_loop_bounds, kernel_unified_attention,

_compute_clamped_mm_tile_bounds, ref_paged_clamped_mm_attn,

test_clamped_mm_prefix_prunes_sliding_window_tiles,

test_clamped_mm_prefix_preserves_noncausal_right_window,
test_triton_unified_attn_clamped_mm_matches_dense_reference

KR Fr B]

vliim/v1/attention/ops/triton_attention_helpers.py

BoWSZH,: compute_tile_loop_bounds #3¢ 5 NEEFIFE SWA B2 X 52 clamped MM
MBHFHERFTITE, BARMEREENIRTE,



# compute_tile_loop_bounds W&R, SWA B4 XMWk GHEEZE
# can_prune_sliding: R-SWA R[E%&E O REEIRIER SWA BI&; &3 MM prefix
# EE2REFH, 1B Gemma4 B9 MM_PREFIX_CLAMP_SW ERIZUEE A XFEE O
# A%, ERTUIRETH,
can_prune_sliding = (not USE_R_SWA) and ((not USE_MM_PREFIX) or MM_PREFIX_CLAMP_SW)
if SLIDING_WINDOW > 0 and can_prune_sliding:
# qpos_lo / gpos_hi A% Q REBEEZHLE query TXIH]
# OWARJUTA [1120, 1127]) , q_abs BUZREE—AT
d_abs = context_len + gpos_hi
if CHUNK_LOOKBACK >= 0:
# chunked attention: TFH chunk E¥RE
first_allowed_key = ((gq_abs // CHUNK_SIZE) - CHUNK_LOOKBACK) * CHUNK_SIZE
else:
first_allowed_key = g_abs - SLIDING_WINDOW + 1

# AR/ BZFIEARZRTEORAE KK key) TR
if USE_PER_SEQ_CAUSAL or (not USE_CAUSAL):

last_allowed_key = context_len + gqpos_hi + SLIDING_WINDOW - 1
else:

last_allowed_key = context_len + gpos_hi

# Gemma4 # clamped MM prefix: MM #1L OR 7 R BN LA L,
# B tile SEEAAREME O 58 MIRER range BIFHE,
if USE_MM_PREFIX and MM_PREFIX_CLAMP_SW:
query_abs_lo = context_len + gpos_lo
query_abs_hi = context_len + gpos_hi
for i in range(MAX_MM_RANGES):
# mm_prefix_range_ptr #iF: [seq][range_idx][start, end]
range_start = tl.load(
mm_prefix_range_ptr + seqg_idx * MAX_MM_RANGES * 2 +i * 2
)
range_end = tl.load(
mm_prefix_range_ptr + seq_idx * MAX_MM_RANGES * 2 +i * 2 + 1
)
intersects_query_block = (
(range_start < range_end)
& (range_start <= query_abs_hi)
& (range_end >= query_abs_lo)
)
# MM R T EFHBHA chunk ZREME key, T RBRERS
mm_first_allowed_key = tl.maximum(
range_start, query_abs_lo - SLIDING_WINDOW + 1
)
first_allowed_key = tl.minimum(
first_allowed_key,
tl.where(intersects_query_block, mm_first_allowed_key, first_allowed_key),
)
# ERIFANER range L& (BEART—Hi%E| range_end)
last_allowed_key = tl.maximum(



last_allowed_key,
tl.where(intersects_query_block, range_end, last_allowed_key),

)

last_allowed_key = tl.minimum(last_allowed_key, seq_len - 1)

# #EA tile B3I clamp BAXBCER
tile_start = tl.maximum(0, first_allowed_key // TILE_SIZE)
tile_end = tl.minimum((last_allowed_key // TILE_SIZE) + 1, num_tiles)

tests/kernels/attention/test_triton_unified_attention.py

3 253 TR : PN tile BRILEDINR + —MAKSE parity MK, H
ref_paged_clamped_mm_attn Z2IIEHEIE XL SE LI, BHiEEN TP E T ESDH
FLESE K,

@triton.jit

def _compute_clamped_mm_tile_bounds(
output_ptr,
mm_prefix_range_ptr,
USE_CAUSAL: tl.constexpr,
USE_PER_SEQ_CAUSAL.: tl.constexpr,
CHUNK_LOOKBACK: tl.constexpr,
CHUNK_SIZE: tl.constexpr,

# MIRE A helper: EFERA 4 ™12 compute_tile_loop_bounds,
# 3L loop_lo / loop_hi / max_seq_prefix_len B & host M|k = JUT,
loop_lo, loop_hi, max_seq_prefix_len = compute_tile_loop_bounds(

0, # context_len

4096, # seq_len: 4K token JF3

4096, # cur_batch_query_len

140, # g_block_local_idx: query 4T [1120, 1127]

0, # segm_idx_or_0

0, # tiles_per_segment_or_0

32, # TILE_SIZE

16, # BLOCK_M

8, # BLOCK_Q

2, # num_queries_per_kv

1024, # SLIDING_WINDOW

True, # USE_MM_PREFIX

False, # IS_3D

USE_CAUSAL,

USE_PER_SEQ_CAUSAL,

CHUNK_LOOKBACK,

CHUNK_SIZE,

False, # USE_R_SWA

True, # MM_PREFIX_CLAMP_SW

2, # MAX_MM_RANGES

mm_prefix_range_ptr,

0, # seq_idx



tl.store(output_ptr, loop_lo)
tl.store(output_ptr + 1, loop_hi)
tl.store(output_ptr + 2, max_seq_prefix_len)

def test_clamped_mm_prefix_prunes_sliding_window_tiles() -> None:
# B range [1024, 2303] SETBHME D 1024, B5 query BRAAXR:
# ERIE range 983 A 2303 (tile 72) , HHIAKLRK,
# XE B A TESLR [0, 128),
mm_prefix_ranges = torch.tensor(
[[[1024, 2303], [0, 0]]], dtype=torch.int32, device=DEVICE_TYPE

)
bounds = torch.empty(3, dtype=torch.int32, device=DEVICE_TYPE)

_compute_clamped_mm_tile_bounds[(1,)](
bounds,
mm_prefix_ranges,
USE_CAUSAL=True,
USE_PER_SEQ_CAUSAL=False,
CHUNK_LOOKBACK=-1,
CHUNK_SIZE=-1,

# 104 =1127-1024 + 1, & tile=104// 32 = 3;
# 2303 SR tile 71 N, ®EEA [3, 72)
assert bounds.tolist() == [3, 72, 4096]

e L]
W& (mgoin) ES=REHmMRBRIT, (FEZE—EEFHITNR:

“Could we preserve the non-causal/per-sequence-causal right-window bound here?
This branch bypasses the following USE_PER_SEQ_CAUSAL or (not USE_CAUSAL)
case, although compute_kv_seq_mask can still admit keys through g_hi +
SLIDING_WINDOW - 1.”

BHR clamped 2% B# M query_abs_hifFALR, SEZEFERE/ZEFIERENEET D keyo
EZ L commit b7e34ef (REBIERREET AR, HALNARAR / ERERSHE
last_allowed_key, B54X range LEE maximum H#&,

“This lower bound is unsafe if clamped MM-prefix and chunked attention are
combined. Chunking restricts the base mask, but the MM mask is OR-ed afterward
and is clamped by the ordinary sliding window, so it can re-enable keys before this
chunk boundary.”

THRERA chunk AR, SIEHE MM BEEFRANER key 3, fEE L commit
dl4ed1db #AX range B9 mm_first_allowed_key 5 chunk F&EE minimum, &K% TR,

‘Please add at least one real unified_attention output-parity test against a dense
clamped-MM reference. This direct helper test confirms one geometry, but it cannot



catch disagreement between loop bounds and compute_kv_seq_mask, or errors in
pointer/sequence wiring.”

4 bounds JUMHR TSR A I bounds 5 AR —ERK I8 HEFELE R, FE L commit
b84b1cff #3E ref paged clamped_mm_attn 5E5Z kernel i parity iR, HEEE (
a3a47d9) MERTAE chunk-boundary tile-bounds MR

cERR / BRI REBRNEE DR clamped 2% %43E (correctness): {E& L commit
b7e34ef RBIERAREFTF O X, HRALNEKAR / EFEARSHITHE last_allowed_key,
BS54 MM range & 5B maximum &3F, FFFr3EX R UM,

. clamped MM 5 chunked attention A& TR AL L (correctness): EE L commit
dl4ed1db ¥4 X MM range B mm_first_allowed_key (max(range_start,
query_abs_lo - SW + 1)) 5 chunk T&E minimum, &% TRAUEREHENREAN key,

- FEEX unified_attention #rtH parity MR (testing): FEE L commit b84b1cff #73¥
ref_paged_clamped_mm_attn FAE 2% 5 test_triton_unified_attn_clamped_mm_match
es_dense_reference, W 2e-2 tolerance XL ESE kernel B, FHRrE# KR MM range
JEHERAR,

R B0
o RS

« BERRIMESEIRNEE: tile bounds #15 compute_kv_seq_mask B9FEALIE X AERE—3K,
LAIZIBRAEBRTRIAM (FRE key) , (EFRREEM™ (2o EEAIRERRH)

f bounds REFKE, SENLEMIEREE; REREHFEVT MRS ERITEA K
key, XEEE N kernel HAEMR B L KAZR,

« £F helper &L & : compute_tile_loop_bounds & Triton ST EHKBRANEZREK,
g 5 MLESHIEAE CHUNK_SIZE 2 /5, HAEERAAEREAD EHSEHKEAL,
A PR R T kernel_unified_attention —%biRA, EAIHACERNLT S =ZEA,

« AEBRAZRIERE: FEER + clamped MM RAJUTNNR, %A ESEREBSREE (
Gemma4 [EARERE) ; CHUNK_LOOKBACK >= 0 5 MM_PREFIX_CLAMP_SW A&+
REET TR, RMEEREIE (EEMIRT HILH chunk-boundary bounds MiR)

- BUABRIZAT HRE: MM_PREFIX_CLAMP_SW BRIA False, 3E Gemma4d SAESHER 4
R A& TA, oHEaEE)3, EREEHRRER Gemma A5,

- AP ¥ X Gemma4d ZESKER. BHAAXERIEXRZRIKEZEEZ—RTX PRO
6000 £ E2E M 31.24 s &%E 9.67 s. TTFT M 21.99 s BE 5.67 s. decode BFHM
58.58 tok/s I&FAF| 97.24 tok/s,

« R KhE T Triton unified attention B428) helper 5§ kernel AR &, ZRIA
AXAE, HeEAEEREYE, RERERT,

- FRA®": A window-clamped multimodal prefix &AL T o 5 A&,
ref_paged_clamped_mm_attn T[1ERELE Gemma £ 5| K& K MHEADHER A MR &

« RFEFRIT: £ F helper £ B ERFFTARAA , bounds 5L R —Ka FEREFRIK
B8R , EEEARS chunk AERAFHDRIPRIIE , BRABRRITARE, KETBNXR



Gemma A%

KRR EE

« PR #53382 [Perf][Kernel] Tune cooperative topk for medium batch-sizes: @A kernel
BRI (top-k MEBIA vs SWA tile B14%) , MERERABZNLRITE, T
AR —MERERAT MR R S X,

« PR #53677 [kernel] Fused embedding kernel: B A kernel e EM, B REZESKFF
/| BEREBERMN, BRT L vLLM Xt kernel BMHERERIFIFLEIR A

« PR #53821 [Bugfix][ROCm] Preserve AITER unified-attention metadata during graph
replay: FJ& unified attention BBZMMEE, BEA—AME Triton LI, —AME AITER LI
, BEREFEALFTIEX, AIMEEBERNEHNEES bounds B ER,



