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« —A]3E: X Kimi K3 NVFP4 18E S k5 #3E

- WESME: EEKIL, EAIR=ARIT: _compute_gl_scale_c Xt SITU #UERITBIE X (
JLMHE scale FTBZA / ZBERET g1_scale_c 89#/K) . FP8_PB_WO  linear
method WERZERAHELEHE padding BIEEE. UK KDA BXt block scale £ TP T & Hl84
R R, REAREIE X LM ModelOpt NVFP4A 45 & (41 DeepSeek V4
#52447) HEEERME.

THRES B

PR body BAB B #): Support running kimi k3 nvfp4 checkpoint nvidia/Kimi-K3-NVFP4,
Kimi K3 8 NVFP4 1% % B ModelOpt S, HE¥ FP8_PB_WO &MEEHH SEAFRIE 128
X5F. SITU BUEX g1_scale_c MITBRIZEGIWA LA —K, FEOEEEMR, HEK R
DamirLisak tZEiE H 48] DeepSeek V4 NVFP4 (#52447) BRI X ¥, 88 ModelOpt
NVFP4 10 s M2 L 1F R,

LI AE

1. MoE AAZE (trtlim_nvfp4 moe.py) : BRAE _init_ 5
process_weights_after_loading P E £ # g1_scale_c ITEUKIL N FT A%
_compute_g1_scale_c, ##E __init__ EENCE is_situ, SITU #CETIELMEIERE
gl _alphas 25, EILRIRE a2_gscale, BHILHE R RIFEH scale,

2. E%tE (modelopt.py) : ModelOptFp8PbWolLinearMethod ¥t out_features 3 128 %
e B REIRE RN NIR padding: create_weights i+& output_padding F UAMIE 57 6l 22
kernel, process_weights_after_loading FZ3EZTANTFARRE A/, apply i &5
logical_output_size B &0 bias, X ELEZER; RERERELIEZRFCMN fp8_linear 1EIE
A w8a8_block_fp8_linear,

3. KDA E (kda.py) : _KimiGDNMergedColumnParallelLinear #j
weight_loader/weight_loader_v2 3&#n replicate_block_scale 4%, Y& =ZE
BlockQuantScaleParameter Bn#k ik Ea0MH £ E/NTF tp_size RRE H A NEK (
NVFP4 # block scale 2R iKE, TP TAEETS)

4. 3FEAE (mla_attention.py) : _get_kv_b_proj_input_dtype Xt FP8 RE# I H X : &
kv_b_proj OB % E ModelOptFp8PbWolLinearMethod, 3REIH input_dtype (
FP8_PB_WO 2HEAMERNIHNSEN BF16/FP16 N, ELHAREBHIR FP8 MALIE) .



5. MRECE: tests/quantization/test_modelopt.py #7¥
test_modelopt_fp8_pb_wo_hides_output_padding, 3&3F padding TR %8 A A &R,
bias IEH. HH3ELE; tests/kernels/moe/test_trtlim_nvfp4_moe.py SEM
_SituAndMulTest F#13% situ BOERBI, EABE SITU B gl1_scale_c == a2_gscale,

R

« vlim/model_executor/layers/fused_moe/experts/trtlim_nvfp4_moe.py (3R E£FRNX;
259 source; A data-contract; &5 _compute_gl_scale_c) : #s MoE RAXIERD:
¥ _compute_g1_scale_c, 1&IE SITU BUET gl_scale_c ITBA N, #%E NVFP4 &
BEATHEABEEEITA scale,

« vlim/model_executor/layers/quantization/modelopt.py (13t B2 ; 25| source; LR
core-logic; 5 create_weights, process_weights_after_loading, apply) :
FP8_PB_WO B A AR BAMEE: M TETHE 128 block X7t Bk iEKA
padding/ #37, 1 nvidia/Kimi-K3-NVFP4 $riEXtF &M 2 o hn k.

« vlim/models/kimi_k3/nvidia/kda.py (#£3r [1#F&A; EF source; R data-contract
: &5 _KimiGDNMergedColumnParallelLinear.weight_loader,
_KimiGDNMergedColumnParallelLinear.weight_loader_v2) : KDA AREmEHKE TP TH
block scale B 455, NVFP4 % &8 BlockQuantScaleParameter 22 RKE, HE
¥ TP 14

« vlim/model_executor/layers/attention/mla_attention.py (3R BETES; 25| source
; A data-contract; 5 _get kv_b_proj_input_dtype) : MLA 8 kv_b_proj I
dtype ¥R 4D FP8_PB_WO shSEMKES, TN NVFP4 AT prefill AR H Kt
IR

« tests/quantization/test_modelopt.py (#1k EMR; K5 test; ER test-coverage;
&% test_modelopt_fp8_pb_wo_hides_output_padding) : ¥ig
test_modelopt_fp8_pb_wo_hides_output_padding, BE &% padding Bz, TE%.
kernel A EMH X +bias, & FP8_PB_WO ahedEZER=)IKEE,

. tests/kernels/moe/test_trtlim_nvfp4_moe.py (FE3R WAZMIR; 5| test; LR
test-coverage; 45 _SituAndMulTest, test_trtlim_fp4 _moe_no_graph) : A TRTLLM
NVFP4 MoE WM#Z#T38 SITU BUEREISRABI, HEr= SITU T gl_scale_c == a2_gscale
, BUEAR scale IEXEE,

XS _compute_gl_scale_c, ModelOptFp8PbWolLinearMethod.create_weights,

ModelOptFp8PbWolinearMethod.process_weights_after_loading,

ModelOptFp8PbWolLinearMethod.apply, _KimiGDNMergedColumnParallelLinear.weight_lo

ader, _KimiGDNMergedColumnParallelLinear.weight_loader_v2,

_get_kv_b_proj_input_dtype, test_modelopt_fp8 pb_wo_hides_output_padding

KR Fr B]

vliim/model_executor/layers/fused_moe/experts/trtlim_nvfp4_moe.py

s> MoE NAZIEED: #3E compute gl scale_c, BIE SITU ¥UET gl _scale c B9IFE A
X, BHE NVFP4 &S TEEAEWES T scale,



class TrtLImNvFp4ExpertsBase:
""NVFP4 TRTLLM-Gen MoE 4%, *3F modular / monolithic Fff¥EO, "

def __init_ (
self,
moe_config: FusedMoEConfig,
quant_config: FusedMoEQuantConfig,
per_token_activation: bool = False,

# RANCE SITU BUE; g1_scale_c 89BN A gemm SEARBE
self.is_situ = moe_config.activation == MoEActivation.SITU
self.g1_scale_c = self._compute_g1_scale_c()

def compute_g1_scale_c(self) -> torch.Tensor:
assert self.quant_config.g1_alphas is not None
assert self.quant_config.a2_gscale is not None
if not self.moe_config.is_act_and_mul:
return self.quant_config.a2_gscale.clone()
if self.is_situ:
# SITU B93ES&MEBUEIERTE g1 _alphas 2 /5, gl_scale_c B
# RNEEHMEENETF a2_gscale, TNKE RS —IRITE
return self.quant_config.a2_gscale.clone()
# EHEIZ: gl _alphas = a13_scale * w13_scale_2,
# a2_gscale = 1 / a2_scale, Bt gl1_scale_c = g1_alphas * a2_gscale
return self.quant_config.g1_alphas * self.quant_config.a2_gscale

def process_weights_after_loading(self, layer: torch.nn.Module) -> None:
layer.w13_weight_scale_2.data.mul_(layer.w13_input_scale)
layer.w2_weight_scale_2.data.mul_(layer.w2_input_scale)
# g1_alphas BJRMERSHIRE scale, FEH gl_scale_c
# FSIMA layer 58, ik EPLB BEREE R E—2HiE
gl_scale_c = self._compute_g1_scale_c()
layer.register_parameter(
"g1_scale_c", torch.nn.Parameter(g1_scale_c, requires_grad=False),

)

vlim/model_executor/layers/quantization/modelopt.py

FP8_PB_WO Eft A AR0E AR MHEERHE 128 block X7 IRFEXA padding/
RBT, £ nvidia/Kimi-K3-NVFP4 HIEXF&ME T,

class ModelOptFp8PbWolinearMethod(LinearMethodBase):
""ModelOpt FP8_PB_WO £t 7 5%; 3E block XFF89%H EE &4 padding, "

_WEIGHT_BLOCK_SIZE: tuple[int, int] = (128, 128)

def create_weights(
self, layer, input_size_per_partition, output_partition_sizes,



input_size, output_size, params_dtype, **extra_weight_attrs,

output_size_per_partition = sum(output_partition_sizes)

block_n, block_k = self._WEIGHT_BLOCK_SIZE

# out_features FRIE 128 X5F: ZEMIIBRE, WIIELE padding
remainder = output_size_per_partition % block_n

self.output_padding = 0 if remainder == 0 else block_n - remainder
self.logical_output_size = output_size_per_partition
physical_output_size = output_size_per_partition + self.output_padding

weight = ModelWeightParameter(
data=torch.empty(
(output_size_per_partition, input_size_per_partition),
dtype=torch.float8_e4m3fn,
),
input_dim=1, output_dim=0, weight_loader=weight_loader,
)

layer.register_parameter("weight", weight)

out_blks = physical_output_size // block_n

in_blks = input_size_per_partition // block_k

# RE scale FRIZMIEFTEBIZE, 5 ModelOpt FH K 4D f/H—3K

weight_scale = BlockQuantScaleParameter(
data=torch.empty((out_blks, 1, in_blks, 1), dtype=torch.float32),
input_dim=2, output_dim=0, weight_loader=weight_loader,

)

layer.register_parameter("weight_scale", weight_scale)

self.w8a8_block_fp8_linear = init_fp8_linear_kernel(
activation_quant_key=self.activation_quant_key,
weight_guant_key=self.weight_quant_key,
weight_shape=(physical_output_size, input_size_per_partition),
input_dtype=self.input_dtype, out_dtype=self.out_dtype,
module_name=self.__class__._ _name__,

def process_weights_after_loading(self, layer) -> None:

weight = layer.weight.data

if self.output_padding:
# REANTBMIEIRE, RIE kernel 89 128 XFAR
padded_weight = weight.new_zeros(

self.logical_output_size + self.output_padding, weight.shape[1])

padded_weight[:self.logical_output_size].copy_(weight)
weight = padded_weight

layer.weight = Parameter(weight, requires_grad=False)

self.w8a8_block_fp8_linear.process_weights_after_loading(layer)

def apply(self, layer, x, bias=None) -> torch.Tensor:



# B8 kernel NIRTHRFHSEMLE block GEMM, bias BAZE &3
output = self.w8a8_block_fp8_linear.apply_weights(layer, x, None)
if self.output_padding:

output = output|:, :self.logical_output_size]
if bias is not None:

output = output + bias
return output.contiguous()

vlim/models/kimi_k3/nvidia/kda.py

KDA RREMEHRAL TP T block scale E#EE, NVFP4 #&E S
BlockQuantScaleParameter 2B KE, FHIZ TP ¥14%.

class _KimiGDNMergedColumnParallelLinear(MergedColumnParallelLinear):
"""Merged projection with one output replicated across TP ranks."""

def weight_loader(self, param, loaded_weight, loaded_shard_id=None) -> None:
tp_rank = self.tp_rank
param_tp_rank = getattr(param, "tp_rank", None)
# NVFP4 & B8 block scale E2RKE, TP TEA rank BEZEEILK;
#XERNSHER + MBLE/NT TP RAKIRBIXE scale
replicate_block_scale = (
isinstance(param, BlockQuantScaleParameter)
and loaded_weight.shape[param.output_dim] < self.tp_size
)
if loaded_shard_id == self.replicated_shard_id or replicate_block_scale:
self.tp_rank = 0
if param_tp_rank is not None:
param.tp_rank = 0
try:
super().weight_loader(param, loaded_weight, loaded_shard_id)
finally:
self.tp_rank = tp_rank
if param_tp_rank is not None:
param.tp_rank = param_tp_rank

def weight_loader_v2(self, param, loaded_weight, loaded_shard_id=None) -> None:
#v2 k5 vl EE—K, RAIR5E block scale #E HlnEk
tp_rank = self.tp_rank
param_tp_rank = getattr(param, "tp_rank", None)
replicate_block_scale = (
isinstance(param, BlockQuantScaleParameter)
and loaded_weight.shape[param.output_dim] < self.tp_size
)
if loaded_shard_id == self.replicated_shard_id or replicate_block_scale:
self.tp_rank = 0
if param_tp_rank is not None:
param.tp_rank = 0
try:
super().weight_loader_v2(param, loaded_weight, loaded_shard_id)



finally:
self.tp_rank = tp_rank
if param_tp_rank is not None:
param.tp_rank = param_tp_rank
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PR %A S2& review 1% (claude[bot] A fork PR Bl review #ZH, zyongye HiE
APPROVED) , " —HHWMEIRXE XA issue 8 zyongye fb%k /ci run 3FHiR Buildkite
CI; DamirLisak B &% £ A L Ek5h X 3F DeepSeek V4 NVFP4 (#52447) , ZiEERE
PR NEIE, {EA PR 89 FP8_PB_WO padding 5 SITU 438 K EM 2 SR 4L T 38 A RRZ,

« DeepSeek V4 NVFP4 X #i415] (question): PR RREIE : ZikRIEm #52447, A PR B4
padding 5§ SITU 438 4 /5 4E X #=FR 4t 7 3@ A A,
« Cl & 5458 (other): Cl 33 )5 PR #4& A main,
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1. BMEXZTE (trtllm _nvfp4 _moe.py) : gl_scale_c X SITU 3%3&8K£E a2_gscale &
%, HHEAMERMWA SITU + NVFP4 BRHIBIT 2B X, HERIRML; AR B4 SITU
RBl, BEENRTEER,

2. padding EBRML (modelopt.py) : FP8_PB_ WO MIREEK HNEEER padding, apply H#
B + bias WERIMFERIRME padding R, BNMRAREE TP=1 %%, TP>1 B
EWENE. EP B ENAREMRIZ (EPLB) 2T XL RS MEREBIHICIF,

3. TP £#|AIB (kda.py) : replicate_block_scale A
loaded_weight.shape[output_dim] < self.tp_size BEXNIRE, Eit Lt TaER{FEIE/N
shard ByEES %k, EFRE T BlockQuantScaleParameter 2£#, X [& 4%,

4. FEMES AN mla_attention.py EREHKNF A ModelOptFp8PbWolinearMethod, # %%
RBERER, BEEEMERTE, WRIPALERIEBITH, - M XAF: Kimi K3 A
F R B # vlim serve nvidia/Kimi-K3-NVFP4, TP8/TEP8/DCP8 =fh3H(TEE T
GSM8K &£ 0.9575-0.9606, 5 EAMEAL, NAL: KEE MoE R,
ModelOpt EfLE. KDA RE#HS MLA FEAEANERER, H& FP8_PB_WO
padding 7 SITU scale & X 23 AR, SRRZmELMER ModelOpt
NVFP4/FP8_PB_WO MR (3 DeepSeek V4 NVFP4 S#5B8) . MHIFA: A NVFP4
RE X IFINT TR FABEIN SRR RO, MRBERP ML, FHEEFE,

- REetrie: BOHBARE , EIEXEE | BERYmE , HITOHRBEERE

RERAKEE
» PR #53053 [Kimi-K3] Extend GEMM-RS to GEMM-AR: E/& Kimi K3 NVIDIA 5Z¥LB ¥,
B R#HE kda.py & K3 AR, & K3 XIFARE L RATHBER,

« PR #53043 [Rust Frontend] Fix Kimi K3 reasoning_effort="none" handling: Kimi K3 3%
FERN S - (ARSHRLE) | 5ARKER G NVFP4 XFEAN,



