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« —4)3&: M Processorlnputs BMRXAFE, MM &3BLE KA token A

 EMNE: EF/RIR, NTRE VLM ZESKBEFERANITAT, ZINE SR
vilm/multimodal/processing/processor.py 8 __call__ 5 _apply_hf_processor_text_mm
, MK vlim/model_executor/models/transformers/multimodal.py 89 Legacy/Offsets
ZBPRER; RMMESRSY claudelbot] review AT AEEE EXSFBRSHEFHREKLRSR
3 unpad BIR cache 1BX XL EMFEBHAIRT A Ne MOSS-Audio By EALF token #ME
FERME —MRITFOLF R, BEERTREFEENT— PR (transformers>=5.10.4 # %5

token-only dummy data)

TN EES BAL

PR body BA#$E i : Even for the text input path in AsyncLLM, the prompt is tokenized
before being passed to MM processor, so the text path in MM processor is now dead
code and can be removed, BI3X A prompt 7E#H A S ESIE R 2 Bt B2 % tokenize,
MM 4322 B X AAIEA S ELARAA, BTRMAE; K PR %L#K Processorinputs F 8y
XK prompt 5 tok_kwargs, &4 PR B transformers>=5.10.4, VMEETLE dummy
text BOIRL T BEAEE 2SR,

SLELAFAR
A PR R—RIEHAN S SRR T, BATSEER:

1. &8— A0 % : vlim/multimodal/processing/processor.py ¥
BaseMultiModalProcessor.__call__ B4&& M prompt: str BXA prompt: str | list[int],
YE N str BFSZBRA self.info.get_tokenizer().encode(prompt,

**self.info.default_tok params.get_encode kwargs()) mA%A token id; M/aHyiE
Processorlnputs BEARB#ER XARFE, prompt —fFE token F3l, X—# 22/ 4M
FREVRTER

2. MR XARERRNRE: ER—NXEFFBKR _hf_processor_applies_updates 5
_apply_hf_processor_text_only Wi/ NA3%, ik _call_hf_processor,
_apply_hf_processor_text_mm. _apply_hf _processor_ mm_only &% 2 X
tokenization_kwargs/tok_kwargs £%&, tokenization_kwargs M Processorlnputs ®#
&, vlim/multimodal/processing/inputs.py 8y Processorlnputs $(3ER AR # UKE,



3. Transformers JE3g R E1L: viim/model_executor/models/transformers/multimodal.py
1 MultiModalProcessorBase. call_hf processor £# tok_kwargs %K,
placeholder-only ER %% 8 encode AR B(E add_special_tokens;
_apply_hf_processor_main fEN A, BT OffsetsMultiModalProcessor._apply_hf _pro
cessor_main BKRELEA A B tokenization_kwargs %,
LegacyMultiModalProcessor. call_hf processor IEE EXEE % commit £4& K,

4, FEFFRERIAME . BT RIEURBZE, MOSS-Audio XK AT token {R#i HF
processor fTATAN T BIER &k K44 E token FF, viim/model_executor/models/mos
s_audio.py ¥ ensure_moss_audio_placeholder_tokens, ¥
MossAudioProcessinglnfo. init  ®3B&k& B S token SEM A special token,
CLIP/SigLIP 8 apply tWHHIFR T X str prompt 892 X Hltkr, FEA b NIE A token F 5,

5. MR 5 XAEEE: tests/models/multimodal/processing/test_common.py MilFRE %2
get_text_token_prompts. get_token_prompt ByFHI;
vlim/model_executor/models/gemma4_mm.py. llava_onevision.py S LRIk E B
B _hf processor_applies_updates/_apply hf processor text only BEE; XA4EH B

(docs AXEKEN) ., BAEZRAT 10 /AN commit, 2% X&3H main. BEPREBE LK
MR

R

« vlim/multimodal/processing/processor.py (1£3k MM 432 ; 25| source; LR
core-logic; 5 _hf _processor_applies_updates, _apply_hf_processor_text_only, call)
MM B E A2 call__%i— tokenize XA prompt, R tok_kwargs 5 X AN

(_hf_processor_applies_updates. _apply_hf_processor_text_only) , =4 PR 4%
AR,

« vlilm/model_executor/models/transformers/multimodal.py (#3k HF &&S; 25| source
; 2R data-contract; 55 _apply_hf _processor_main, _call_hf_processor,
_unpad_audios) : Transformers a3z MM & BB % — T _call_hf processor 5§
_apply_hf _processor_main &## tok_kwargs, Legacy BIZFE review HEEIMEE F X
FERALEH,

« vlilm/model_executor/models/moss_audio.py ({&3k SHAER: K 5| source; EH
data-contract; %5 _ensure_moss_audio_placeholder_tokens, init) : MOSS-Audio
BRXABRZRMEEZIME: # _ensure_moss_audio_placeholder_tokens 7EXLFE 44
LT R & B AL 7F token, Bk BPE &3F83R prompt update ITEL,

« vlim/model_executor/models/qwen2_5_omni_thinker.py ({3t Qwen % ; 35| source
; 2R data-contract; &5 _apply_hf _processor_main, _apply_hf _processor_mm_only)
: Qwen2.5-Omni WRIETTAXEKKIZRESE T _apply_hf_processor_main, FREASA
A Z MR, RN FEARREER,

« vlim/model_executor/models/clip.py (13 MBER; K7 source; A data-contract
;. &5 hf _processor_applies_updates, apply) : CLIP B9 apply FHEEERX 4
str/token prompt Ffti AN, ZIER A R HIK token BE LA special token, BAXE
ARENEEZRE,



« vlilm/model_executor/models/siglip.py (&R MAAER; 5| source; H£&R
data-contract: &5 _hf_processor_applies_updates, apply) : 5 CLIP E#ERBILER,
, SigLIP %3288 apply 5§ _hf _processor_applies_updates &I,

« tests/models/multimodal/processing/test_common.py (#3k MM JR; K7 test; £
test-coverage; &5 get text_token_prompts, get_token prompt) : MIREEEF X f4:
FBIRE LA prompt B get_text_token_prompts/get_token_prompt B{Fl, 5 H MR
XA —HARISIE AL token BIANERIR,

X5 BaseMultiModalProcessor.call, BaseMultiModalProcessor._apply_hf _processo
r_text_ mm, BaseMultiModalProcessor._call_hf_processor,
_ensure_moss_audio_placeholder_tokens, MossAudioProcessinglnfo.init,
_MultiModalProcessorBase._call_hf_processor,
LegacyMultiModalProcessor._call_hf_processor,
OffsetsMultiModalProcessor._apply_hf_processor_main,
QwenZ_50mniThinkerMultiModalProcessor._apply_hf_processor_mm_only,
BaseDummylnputsBuilder.get_dummy_processor_inputs

KBRAL B EX
viim/multimodal/processing/processor.py

MM &8 EB&I2:  call__%E— tokenize XA prompt, & tok_kwargs 5 XA (
_hf_processor_applies_updates. _apply_hf_processor_text_only) , =4 PR 4% & +4X,

def _call_(
self,
prompt: str | list[int],
mm_items: MultiModalDataltems,
mm_uuid_items: MultiModalUUIDItems | None = None,
hf_processor_mm_kwargs: Mapping[str, object] | None = None,
) -> MultiModallnput:
# Z—ENTOEIK prompt 5 token id FF5,
# AsyncLLM EIRA MM processor Z Rl E52/K tokenize,
# AWXBEZ str REATREEZRAAL;
# ¥ /e Processorlnputs KRR Y token BN, FEAXEKFE,
if isinstance(prompt, str):
tokenizer = self.info.get_tokenizer()
prompt = tokenizer.encode(
prompt,
**self.info.default_tok_params.get_encode_kwargs(),

# F93E4h token XM Processorlnputs,
# hf_processor_mm_kwargs fEAME—FIRE MM £ A0,
processor_inputs = ProcessorInputs(

prompt,

mm_items,

mm_uuid_items,



hf_processor_mm_kwargs=hf_processor_mm_kwargs or {},

return self.apply(processor_inputs, TimingContext(enabled=False))

viim/model_executor/models/transformers/multimodal.py

Transformers ja3f MM 3B B EY%— TF5: _call_hf_processor 5
_apply_hf_processor_main %&# tok_kwargs, Legacy BS/RTE review R AINE £ F X H &
BEH,

def _call_hf_processor(
self,
prompt: str,
mm_data: Mapping[str, object],
mm_kwargs: Mapping[str, object],
) -> "BatchFeature":
""354T HF processor #xt#HB M unpad &LFE, """
try:
# tok_kwargs BMIRAEEEIR: prompt BN MM 438 > 7]
# BADLE—RIDA token id, XARBXFRBEE KRG,
hf_inputs = super()._call_hf_processor(prompt, mm_data, mm_kwargs)
except ValueError:
if any(mm_data.values()):
raise
# I processor 4 RE G FFERA ERIE 9 prompt,
# WETE IR tokenizer ZwEL, FR£Zid HF processor.
prompt_ids = self.info.get_tokenizer().encode(prompt)
hf_inputs = transformers.BatchFeature(
dict(input_ids=[prompt_ids]), tensor_type="pt"

# =32 processor # batch ZARTHELEN UKL,

# {RIE MM processor cache F&EA item B R RRE B & 3135,
self._unpad_images(hf_inputs)

self._unpad_audios(hf_inputs, mm_data, mm_kwargs)

return hf_inputs

N D W

e X FgLe

claude[bot] BB shMt review I T Z A FEE MM, 1EHEBINFLE commit E—BE:

« LegacyMultiModalProcessor REE X _call_hf processor: BNEXBEZF—, X
return_mm_token_type_ids=True KR 2| HF processor, 3#ifmf# _apply_vision &R
3| mm_token_type_ids B R ST, RAEHNE—TE X,

. Legacy 324t unpad: E#EIRA ctx.call_hf_processor Bkt

_unpad_images/_unpad_audios, HIX padded JGH# pixel_values # i izHi%
flat_from_sizes ¥4 WAKE super()._call_hf_processor,



« call_ TE&M tokenize #E3IF fake tokenizer: test_moss_audio.py B fake tokenizer R
¥ add_special_tokens, FMREGFEN truncation & kwargs &4 TypeError,

« dummy input Xt skip_tokenizer init=True B%x: embed-only =& (%o
PrithviGeoSpatialMAE) 7E5& 78 tokenizer BEA get_tokenizer() &ibsh, RARRAL
get_dummy_processor_inputs F3EA0 tokenizer is None BR3P X,

740 IsotrOpy = H T F/NRTBE MR 9] 21 :

« BENFAEA get_dummy_text. EHIERA token id #2E dummy data? {EEEZ planned in
the next PR,

« BRENERAEERMRER HF processor, BRAREZRANAA image/video/audio processor? 1k
FZIAT A, BEREANRAEE LI Qwen2.5-V0L B seconds_per_grid_ts RETRE
processor HiZE (v5.15.1 JRIE%E 138 17) , EANAAIH AR straightforward, RFFEF
T— PR,

« NO %M tokenize BE3R fake tokenizer (testing): fEE BG4 commit (Fix failing
tests) B3 fake tokenizer HIAK IR A F NARR,

« dummy input 7 skip_tokenizer_init=True BtBR% (correctness): TAIRANIK A F5E
self.info.ctx.tokenizer, A None BfiE tokenizer-less X #3& dummy prompt,

« LegacyMultiModalProcessor £ F X _call_hf processor (correctness): fE&E&FHHN
EXABE—FEX, %8 return_mm_token_type_ids 5 unpad T4 (Address comment
'R .

« Legacy B&12483¥ unpad 432 (correctness): AR AR super()._call_hf_processor,
~¥ unpad ##E,

« OffsetsMultiModalProcessor 13453 enable_hf prompt_update (correctness): & &+
BBRIZESEK, RIFE Offsets BR 5 H L WA,

« placeholder-only fallback &% add_special_tokens=False (correctness): & T F 12X
e, RAREKERNZE add_special_tokens, 1&R#i L3 decode/encode HIXTHRIE; R E
ERENFE,

« BB FHA get_ dummy_text B&KH token id #93& dummy data (design): DarkLight1337 #
IABE T — PR I+ 5230,

- EEZEMARBEL processor BRIVEEIKR HF processor (design): 77 @ "-I{TESIILE &,
BFT— PR #44RR; EBA M HF Hub E transformers<5.10 B & XARBH#ESE,

PNESE-A

« NF&: A PR ZE MM 4032 T BERRABSARRE M, NFQEFEUT A E:

s AR (&) ;92 NXE. &Ml 806 4T, F & viim/multimodal/processing/processor.
py 5 vlilm/model_executor/models/transformers/multimodal.py XWE&FTA
Transformers /&g MM &R 89502 8842, review HAE] & EHN Legacy REE X. unpad
SN F R UL Z XIBARZ EEM P ERRRERAITA, TR T BN S ESRENRAE 4 K.

. tokenizer &M : AN LHFHHE tokenizer.encode(prompt,
**default_tok_params.get_encode_kwargs()) AH, ZRKAHAA tokenizer AMEZ
truncation/max_length & kwargs; £ REZMIRLEZL B E X tokenizer (BN



fake) #EIEZBITHHI TypeError,

. skip_tokenizer_init=True ¥ &: embed-only & A& memory profiling MrE#3E dummy
processor inputs BYRBET 8] tokenizer, ARRAEMT tokenizer is None &3, 1BA}
EHIAFTA embed-only #% (PrithviGeoSpatialMAE %) 8 dummy B2 RRE AN,

« $5% token EE : placeholder-only fallback % encode(prompt) A& E A%
add_special_tokens=False, i LegacyMultiModalProcessor.apply f#%5 H B XA B2 4
% token, FEEZTREEE RN BOS/EOS,

« fTAZEE: MossAudioProcessinglnfo.__init__ #3EXF tokenizer B45#fE (add_tokens)
, SKE tokenizer KA, E#IAS cache. ZHF A tokenizer IR E K.

- B AP SEAMEARZER: X4 AP SERBRRARMNL, MM REAGHEIE L R
RIFARZE, BB E X MM processor B4k&i Processorlnputs XARFENYT B 5#S
AHBFERAREMEZR P TIH, HALGTES, XELESMALIERL token FHAES B
*xp—%: MKRSCEKREIRE, Processorlnputs B8, w8, ABLSHAR
transformers>=5.10.4. #[K dummy text. EZEIREZRNARAZAES processor FHFiE
B, WRIPAME, PFRERAN: —XEBERKEERH (gwen. llama. deepseek.
mistral. glm. minimax. inkling. cohere. kimi &) , E&EAXLER FEY)IEE, B
claude[bot] review ZEMEMERAZXIREZE RN ENNLRE,

« REEFRIT: 92 XHHEHEREN , MM & I8 T 85RT & | tokenizer REMNIE |
skip_tokenizer_init & , 45% token EENFE , £ &b review FARERF BB E

PNz s
« PR #53064 (RIE PR, RAEMNXA L EHIEFRMESRM) : PR body PAFE A PR 2

#53064 # follow-up: XK prompt E# AN MM processor HIE tokenize, 7 PR £ Fi%
AR PR SUARERAZ



