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« vlim/models/kimi_k3/nvidia/mla.py (£ SEE &R, 25 source; ER integration;
5 KimiMla) : MLA #3k5 kda.py RFH# gemm_rs_ar B, RESTEHMBRSE
RITA—EK

 vlim/envs.py (#£3k IRIZEE; £F| source; EA configuration; F5
VLLM_KIMI_K3_GEMM_AR) : #¥#¢ VLLM_KIMI_K3_GEMM AR IEZ &, 58%F
VLLM_KIMI_K3_GEMM_RS #5|#%4| AR #XFF %

« .buildkite/test_areas/distributed.yam!| (%3 CI B2&; 255 config; L& configuration)
DR MR KRB B MR X E L SVERNY BRF EH, RIEClI BX

*HFS . multimem_st_16B, Sm100GemmRsArBF16.init,
Sm100GemmRsArBF16.kernel, init_gemm_rs_ar, get_gemm_rs_ar,
warmup_gemm_rs_ar, maybe_init_gemm_rs_ar, KimiMLP.init, KimiKda.forward,
KimiAttention.forward, _warmup_kimi_k3 _gemm_rs_ar, _run_mode, benchmark_shape

KERAY B EX
vlim/models/kimi_k3/nvidia/ops/cute_dsl/gemm_rs_ar.py

B RS #T3E multimem_st_16B £#& 7% DSL H-F, Sm100GemmRsBF16 21t A
Sm100GemmRsArBF16 3 %3 all_reduce =, £ GEMM-AR BySZILEAR

# ===== multimem_st_16B: ZiBHFERIE =====
# % 16B &S A NVLink Z#3at, #R— NVLink 3AFAE rank #%L3|E—H iR,
# AHEL GEMM-RS BY#3E store, X GEMM-AR BESZEIAMA all-reduce B%5,
@dsl_user_op
def multimem_st_16B(dst: cute.Tensor, value: cute.Tensor, *, loc=None, ip=None) -> None:
# MEELSEXR dst 5§ value BFELH) BF16x8 M=E, H dst 16 FH X,
assert dst.element_type == BFloat16
assert value.element_type == BFloat16
ptr = dst.iterator.toint(loc=loc, ip=ip).ir_value(loc=loc, ip=ip)
regs = cute.recast_tensor(value, Int32, loc=loc, ip=ip)
# NEOCHR A ST PTX: multimem.st.relaxed.sys.global.v4.f32 —RE 4 NEFHE,
llvm.inline_asm(
None,
[ptr] + [regsli].ir_value(loc=loc, ip=ip) for i in range(4)],
"multimem.st.relaxed.sys.global.v4.f32 [$0], {$1, $2, $3, $4};",
“l,r,r,r,r",
has_side_effects=True,
loc=loc,

ip=ip,

# ===== Sm100GemmRsArBF16: RS/AR FIE XN =====
class Sm100GemmRsArBF16:
""'SM100 BF16 GEMM, W#AEE& TP 4 reduce-scatter (RS) = all-reduce (AR) , "

def _init_ (



self,
rank: int,
num_ranks: int,
BN: int = 128,
cta_group: int = 1,
all_reduce: bool = False,

) -> None:
self.rank = rank
self.num_ranks = num_ranks
BM, BK = 128, 64
self.cta_tile = (BM, BN, BK)
self.cta_group = cta_group
self.all_reduce = all_reduce # REEFEEIZE local_M iEX

# -— kernel() N5 RS/AR HXMIZ A X (W) —
# AR R TE/ rank FHLF partial 932 %1, local_M BREATHEIZ rank 2Kk
# ¥14; RS AT output REAX rank BIF 54K, local_M E#E output 17#,
local M = (

partial_uc.shape[0] // num_ranks

if self.all_reduce

else output.shape|0]

# 31 warp (tid 4-7 Xia])) 1= E rank Y34; epilogue {XFE RS R EEIE
# EREHE N output, AR R B multimem_st_16B H#EZIHE E workspace,
if cutlass.const_expr(not self.all_reduce):

output_vecs = cute.zipped_divide(output, (1, vec_width))

vliim/models/kimi_k3/nvidia/model.py

BARIER AT : maybe_init_gemm_rs EA maybe_init_gemm_rs_ar, 1% SP $Rps&+F
RS/AR B, AN NVLink % &Rk a9 FE R

def maybe_init_gemm_rs_ar(vlim_config: VIImConfig, use_sequence_parallel: bool) -> bool:
# AANEMTT X FTRERNFTH, 18 worker BOEES SP $aFMRE B 5| R B4R E —FF
# N\ JF/a sequence parallel 83547 GEMM-RS, EFNiET GEMM-AR,
all_reduce = not use_sequence_parallel
mode = "GEMM-AR" if all_reduce else "GEMM-RS"
enabled = envs.VLLM_KIMI_K3_GEMM_AR if all_reduce else envs.VLLM_KIMI_K3_GEMM_RS
if not enabled:
return False

parallel_config = vlim_config.parallel_config
tp_size = parallel_config.tensor_parallel_size
# BMRIIBEITRMG, E—FHERLHERAREHERS|EE GEMM B2,
if parallel_config.use_ubatching:
reason = "ubatching is enabled"
elif vllm_config.model_config.dtype != torch.bfloat16:
reason = "the model dtype is not BF16"



elif not current_platform.is_cuda():
reason = "the device is not CUDA"
elif not current_platform.is_device_capability_family(100):
reason = "the device is not SM100-family"
elif not 1 < tp_size <= 16:
reason = "TP size is not in the supported range 2-16"
elif 128 % tp_size 1= 0:
reason = "TP size does not divide 128"
else:
reason = None

if reason is not None:
logger.warning_once("%s is disabled because %s.", mode, reason)
return False

from vlim.models.kimi_k3.nvidia.ops.cute_dsl.gemm_rs_ar import init_gemm_rs_ar

config = vlim_config.model_config.hf_text_config
try:
init_gemm_rs_ar(
max_M=vlim_config.scheduler_config.max_num_batched_tokens,
N=config.hidden_size,
all_reduce=all_reduce,
)
except RuntimeError as e:
# #AHE: TP rank RZER— NVLink 3% (0§ 2 A B200 ¥ 4) ,
# AMAFLBIEHN 0, MREEEHRER, RERSNHTH,
logger.warning_once(
"%s is disabled because initialization failed: %s. This may mean "
“the TP ranks do not share one NVLink domain.",
mode,
e,
)
return False
if all_reduce:
logger.info_once(
"GEMM-AR is enabled. To disable it, set VLLM_KIMI_K3_GEMM_AR=0."
)
else:
logger.info_once("GEMM-RS is enabled.")
return True

tests/kernels/test_kimi_k3_gemm_rs_ar.py

MM RS-only ¥ B A RS/AR AR, FH#3E AR LB H workspace B A4 &R AR,
BH# T A PR B9 R &
def _reference(

x: torch.Tensor,
weight: torch.Tensor,



world_size: int,
group: dist.ProcessGroup,
all_reduce: bool,
) -> torch.Tensor:
# HESLH: torch.mm HE LR/ partial, BIREIN—XRERBE,
M = x.shape[0]
padded_M = (M + world_size - 1) // world_size * world_size
partial = torch.empty(
(padded_M, weight.shape[0]),
dtype=x.dtype,
device=x.device,
)
torch.mm(x, weight.T, out=partial[:M])
if padded_M > M:
partial [M:].zero_()

if all_reduce:
# AR EX: FiAH rank 23 ZENEEEER,
dist.all_reduce(partial, group=group)
return partial[:M]

# RS B X: reduce-scatter E|EA rank BFEFIHH .
output = torch.empty(
(padded_M // world_size, weight.shape[0]),
dtype=x.dtype,
device=x.device,
)
dist.reduce_scatter_single(output, partial, group=group)
return output

def _run_mode(
all_reduce: bool,
device: torch.device,
group: dist.ProcessGroup,
rank: int,
world_size: int,
weights: dict[int, torch.Tensor],
) -> None:
# cute_ds| {X7E£ CUDA EWTH, FTFE GPU worker REBEFAN, BAERFEFANLIK,

from vlim.models.kimi_k3.nvidia.ops.cute_dsl.gemm_rs_ar import GemmRsAr

gemm_rs_ar = GemmRsAr(
max_M=max(M for M, _in _SHAPES),
N=_N,
all_reduce=all_reduce,

)

input_generator = torch.Generator(device=device)



# XBBREELRRE grid X/N. CTA-group #%4F5 BN=128/BN=256 %'}k,
for M, K in (*_SHAPES, *_SHAPES[::-1]):
input_generator.manual_seed(2000 + M + K)
x = torch.randn(
M,
K,
dtype=torch.bfloat16,
device=device,
generator=input_generator,
)
expected = _reference(x, weights[K], world_size, group, all_reduce)
actual = gemm_rs_ar(x, weights[K])
torch.accelerator.synchronize(device)
_assert_valid_rows_close(actual, expected, M, rank, all_reduce)

if all_reduce:
# AR M S E RN E S % workspace £, £ RIARSERAR—RANRE;
# X BISE workspace EREHE —RNERRBMARK (TR PR body F
# BB £ RIARSED .
lifetime_M, lifetime_K = 257, 768
input_generator.manual_seed(2500)
lifetime_x = torch.randn(
lifetime_M,
lifetime_K,
dtype=torch.bfloat16,
device=device,
generator=input_generator,
)
first_output = gemm_rs_ar(lifetime_x, weights|lifetime_K])
first_snapshot = first_output.clone()
second_output = gemm_rs_ar(-lifetime_x, weights[lifetime_K])
# JE4TE : first_snapshot &35 first_output —3X, second_output
# MG ET -lifetime_x 895% all-reduce R —HK,
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