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PHATHRE

« —A3E: I Flashinfer W4AA16 WAL, SM100 BRiAR A

- WEME: EEEIEL. CABAE=F GEMM N HBAN #BH T BB
custom op + fake JEMt. BEAIEN. S EE:R (is_supported -> auto -> Marlin) . MR
5XMERE, B A XE init_nvfp4d_linear_kernel By auto %X REf0 apply_weights B
BF16 Wr=; fE{T7E Blackwell L354T ModelOpt FP4 #5 A [E 4R T ARX —BRIMTAE
1,

THRES B

PR body BABILEASHHL: FlashInfer B3&ft sm12x B cute-dsl w4al6 linear kernel,
flashinfer-ai/flashinfer#4466 X ¥ T sm100 RAHEE 0.6.18 2% ; vLLM BBARE &
sm100/103 EBRIAMERA flashinfer cute-dsl fi A& Marlin”, HWELZ 1%,
ModelOptNvFp4W4AT16LinearMethod MERTERSE MarlinNvFp4LinearKernel, Blackwell A
FF3EA B CuTe-DSL £ SM100/103 LHI#E45REMRE., Bitrym: FER
nvidia/Qwen3.6-27B-NVFP4 (ModelOpt 1k, & W4A16_NVFP4 B) FEH$3K B200 IR
, GSM8K EHER 94.8%, FFMtT Pareto MEaEXTELE,

TR

1. #1138 W4A16 kernel £ (vlim/model_executor/kernels/linear/nvfp4/flashinfer.py, +80
1T) : ¥ FlashInferCuteDsINvFp4W4A16LinearKernel, is_supported FRE CUDA B
&8 AR 100/103 3% 120-129, #FEX flashinfer.gemm [EBIRMA mm_bf16_fp4 5
prepare_bf16_fp4_weights, FREIBEIZA: 56 pad_nvfp4_weight_for_cutlass(alignm
ent=64) ¥*ME, B swizzle_blockscale, /g flashinfer_prepare_bf16 _fp4 weights(back
end="cute-dsl|") £RBEITHA)E, FEMEE weight. weight_scale.
weight_global_scale =4 Parameter, apply_weights 3&#%| BF16 #i A, % padding &%
¥k 2 XOEANE SR AT custom op, A slice_nvfp4 output & I bias.

2. 5EM custom op H5EEAHEM (viim/utils/flashinfer.py, +49 1T) : #73¥
torch.library.custom_op("vlim::flashinfer_mm_bf16_fp4"), zE3RE A
flashinfer.gemm.mm_bf16_fp4 3 EZ backend="cute-dsl"; BLE register_fake 52
flashinfer_mm_bf16_fp4_fake BT torch.compile T8 shape #%; #73g
has_flashinfer_bf16_fp4() 86 1FM 5 flashinfer_prepare_bf16_fp4_weights lazy
wrapper, FERFEH _ all_,



3. RAZOEME BRiIAETE (viim/model_executor/kernels/linear/__init__.py, +20/-3) : #f
kernel 3t AN _LINEAR_BACKEND_KERNEL_MAP["flashinfer_cutedsl"].
_POSSIBLE_NVFP4_KERNELS[PlatformEnum.CUDA] 5§ __all__
init_nvfp4_linear_kernel(use_al6=True) 8 al6_kernels ¥ B =3, auto 2% &A:
i+&E 8k 100/103 B is_supported #Bi F38 %% cutedsl, TN EER
MarlinNvFp4LinearKernel, vlim/model_executor/layers/quantization/modelopt.py Rl
B #H ModelOptNvFp4W4AT6LinearMethod.__init_ B3EE (SM100 A cutedsl. T H
Marlin)

4. MERE XAYBLE: tests/kernels/quantization/test_flashinfer_nvfp4_scaled_mm.py #73%
test_flashinfer_cutedsl_nvfp4 _w4al6é_linear, FAMHIRESLR scaled_fp4_quant ELE
ERrREWNSEN F.linear B L (atol/rtol=1e-1) ;
tests/quantization/test_modelopt.py A test_modelopt_w4alé_respects_linear_backen
d ¥gim ("flashinfer_cutedsl!", FlashInferCuteDsINvFp4W4A16LinearKernel) &%k, 3E
auto ¥R is_supported B skip; vllm/config/kernel.py E#r KernelConfig T8 (&
MXFP8, #M7& W4A16_NVFP4) ; docs/features/quantization/modelopt.md *h %
W4A16_NVFP4 checkpoint #BH5 --linear-backend flashinfer_cuteds! A%,

KX
« vllm/model_executor/kernels/linear/nvfp4/flashinfer.py (12 £/ AAEZ; 5| source;

KA core-logic; &5 FlashInferCuteDsINvFp4W4A16LinearKernel, is_supported,
can_implement, process_weights_after_loading) : Z& PR ByA% & Hi3g
FlashInferCuteDsINvFp4W4A16LinearKernel, 523, W4A16 WNAZWAREAR B E#RS
GEMM A H

- vlim/utils/flashinfer.py (&3 TRE; %A source; ER core-logic; &5
has_flashinfer_bf16_fp4, flashinfer_mm_bf16_fp4, flashinfer_mm_bf16_fp4_fake,
flashinfer_prepare_bf16_fp4 weights) : ¥t viim::flashinfer_mm_bf16_fp4 custom
op & fake 52, FIE has_flashinfer_bf16_fp4 BEAIEM, =Z kernel ®[3nfTHI AN R

« vlim/model_executor/kernels/linear/__init__.py (#3k AAZOEM; 25| source; LR
core-logic; 45 init_nvfp4_linear_kernel, POSSIBLE_NVFP4_ KERNELS,
_LINEAR_BACKEND_KERNEL_MAP) : 137 kernel #NEM*K. —-linear-backend B&t
5 init_nvfp4_linear_kernel B4 auto BRIA%LIFZ4E

. tests/kernels/quantization/test_flashinfer_nvfp4_scaled_mm.py (13 E4MR; 25
test; KM test-coverage; 5 test_flashinfer_cutedsl nvfp4 w4al6_linear) : kernel
BEEERENR, BELZMHPIRE padding F&

. tests/quantization/test_modelopt.py (3 E4LMR; KA test; KA test-coverage;
&5 test_modelopt_w4al6_respects_linear_backend) : Z&iE auto / humming /
flashinfer_cuteds! =# linear-backend T ModelOpt W4A16 7735363 FHA A AX

« vlim/model_executor/layers/quantization/modelopt.py (13t BHEE; 23| source; %
 documentation) : E# ModelOptNvFp4W4A16LinearMethod By RAZ LR K EE T %

« vlim/config/kernel.py ({3k NAZECE ; 2% source; 2R documentation) : B3
KernelConfig % flashinfer_cuteds| B98E/16ER, 1RE¥ MXFP8 F#4h7%& W4A16_NVFP4



« docs/features/quantization/modelopt.md (1&3R B XA%; 5| docs; £R
documentation) : E# ModelOpt NVFP4 X%, *M% W4A16_NVFP4 5
—linear-backend A%

KBS FlashInferCuteDsINvFp4W4A16LinearKernel, is_supported, can_implement,
process_weights_after_loading, apply_weights, has_flashinfer_bf16_fp4,
flashinfer_mm_bf16_fp4, flashinfer_mm_bf16_fp4 fake, init_nvfp4_linear_kernel

R R B

vlim/model_executor/kernels/linear/nvfp4/flashinfer.py

A PR 898 #1138 FlashInferCuteDsINvFp4W4AT6LinearKernel, SZE, W4A16 MAZBIAX
EMEEHRES GEMM EH

FlashInferCuteDsINvFp4W4A16LinearKernel (
vlim/model_executor/kernels/linear/nvfp4/flashinfer.py)

# FIEEY WAA16 kernel 2 process_weights_after_loading & ModelOpt 3T &R E
# ¥ A flashinfer CuTe-DSL 321TE R, apply_weights & A#FTEMEY custom op
class FlashInferCuteDsINvFp4W4A16LinearKernel(NvFp4LinearKernel):

""BF16 x NVFP4 GEMM via FlashInfer's CuTe-DSL backend."""

@classmethod
def can_implement(cls, config: NvFp4LinearLayerConfig) -> tuple[bool, str | None]:
return True, None

@classmethod
def is_supported(cls, compute_capability: int | None = None) -> tuple[bool, str | None]:
# RERNEANER, MEET CUDA REIRBUTHERES
if compute_capability is None:
if not current_platform.is_cudal():
return False, "FlashInfer CuTe-DSL W4A16 requires CUDA"
capability = current_platform.get_device_capability()
if capability is None:
return False, "CUDA compute capability is unavailable"
compute_capability = capability.to_int()

# REZ SM100/103 5§ SM120-129; HEZME Marlin =R
if compute_capability not in (100, 103) and not (
compute_capability >= 120 and compute_capability < 130

return False, "FlashInfer CuTe-DSL W4A16 requires sm_100 or sm_12x"
if not has_flashinfer_bf16_fp4():

return False, "Flashinfer CuTe-DSL BF16 x FP4 GEMM is unavailable"
return True, None

def process_weights_after_loading(self, layer: torch.nn.Module) -> None:
# 5 cutlass B2—EK: %% 64 FRXFHE, B blockscale swizzle
padded_weight, weights_padding_bytes = pad_nvfp4_weight_for_cutlass(



layer.weight.data, alignment=64
)
swizzled_scale = swizzle_blockscale(layer.weight_scale.data)
weight, weight_scale, global_scale = flashinfer_prepare_bf16_fp4 weights(
padded_weight,
swizzled_scale,
layer.weight_global_scale.data.reshape(1),
backend="cute-dsl",

)

assert global_scale is not None

# EERESHA flashinfer miTIAAF, F&E weights_padding_cols FE RS T
layer.weight = torch.nn.Parameter(weight, requires_grad=False)

layer.weight_scale = torch.nn.Parameter(weight_scale, requires_grad=False)
layer.weight_global_scale = torch.nn.Parameter(global_scale, requires_grad=False)
layer.weights_padding_cols = weights_padding_bytes

def apply_weights(
self,
layer: torch.nn.Module,
x: torch.Tensor,
bias: torch.Tensor | None = None,
) -> torch.Tensor:
# CuTe-DSL WAZREZ BF16 BE, fplb6 MABZERBE U™ £ RER
if x.dtype != torch.bfloat16:
raise ValueError(
f"FlashInfer CuTe-DSL W4A16 requires BF16 input, got {x.dtype}"

output_size = layer.output_size_per_partition
output_shape = [*x.shape[:-1], output_size]
x_2d = x.reshape(-1, x.shapel-1])
# FP4 BFTITR 2 MNo&, BOENEHEAFT RN 2 £
weights_padding_bytes = getattr(layer, "weights_padding_cols", 0)
if weights_padding_bytes:
x_2d = torch.nn.functional.pad(x_2d, (0, weights_padding_bytes * 2))
x_2d = x_2d.contiguous()

out = torch.ops.vlim.flashinfer_mm_bf16_fp4(
x_2d, layer.weight, layer.weight_scale, layer.weight_global_scale
)
out = slice_nvfp4_output(out, output_size)
if bias is not None:
out = out + bias
return out.view(*output_shape)

vlim/utils/flashinfer.py



SEM viim::flashinfer_mm_bf16_fp4 custom op & fake 523, ¥
has_flashinfer_bf16_fp4 88 AFM, & kernel ®[izfTHYEREIRAE

custom op 58EAIM  (viim/utils/flashinfer.py)

# BEAEEM: ER flashinfer.cute_dsl 5 flashinfer.gemm #ANTE R NEE
@functools.cache
def has_flashinfer_bf16_fp4() -> bool:
"""Return ~“True " if Flashinfer's CuTe-DSL W4A16 GEMM is available."""
if not has_flashinfer_cutedsl():
return False
mod = _get _submodule("flashinfer.gemm")
return mod is not None and all(
hasattr(mod, name) for name in ("mm_bf16_fp4", "prepare_bf16_fp4 weights")

# XM custom op: ZEREFA flashinfer, FREEIZE viim LEEEFEFA
@torch.library.custom_op(
"vlim::flashinfer_mm_bf16_fp4",
mutates_args=[],
device_types="cuda",
)
def flashinfer_mm_bf16_fp4(
A: torch.Tensor,
B: torch.Tensor,
B_scale: torch.Tensor,
global_scale: torch.Tensor,
) -> torch.Tensor:
from flashinfer.gemm import mm_bf16_fp4

return mm_bf16_fp4(A, B, B_scale, global_scale, backend="cute-dsl")

# fake SZIA T torch.compile B shape #ES:
# uint8 ITAREFATIREM B A, T LA [HIRFEHR
@torch.library.register_fake("vlim::flashinfer_mm_bf16_fp4")
def flashinfer_mm_bf16_fp4_ fake(
A: torch.Tensor,
B: torch.Tensor,
B_scale: torch.Tensor,
global_scale: torch.Tensor,
) -> torch.Tensor:
output_size = B.shape[0] if B.dtype == torch.uint8 else B.shape[1] // 2
return torch.empty(A.shape[0], output_size, dtype=A.dtype, device=A.device)

ERTIE K



review FrE—HHE KITIEE B pavanimajety & viim/config/kernel.py LEIIRE]: “was
MXFP8 removed?’, FE:% flashinfer cutedsl B9BEAIIEREM (NVFP4, MXFPS8) BX A (NVFP4,
WA4AT6_NVFP4) Ja &% MXFP8; 1E&EEE “Fixed after rebasing”, &&EHEA (BF16,
NVFP4, MXFP8, W4A16_NVFP4), [H@BEMR, RZEEME: mergify merge conflict FR
EEFH, & rebase FER; Cl A—REKZ /ci retry BRI ; vadiklyutiy &
approve; claudelbot] A fork PR BBk review,

. flashinfer_cuteds! X% 2 &z Ml MXFP8 (documentation): /EE EI £ “Fixed after
rebasing”, WZSEIBWRE AN (BF16, NVFP4, MXFP8, W4A16_NVFP4), MXFP8 k&%,

« EHFPRE CI HAZ (other): & rebase fRFRFE, EiX/G CI B, vadiklyutiy &%
approve,

R 5 B
o NS

1. BF16 #INEWF= : apply_weights X3 BF16 # NE#EHE ValueError, i
ModelOptNvFp4W4A16LinearMethod E#rR&Z 3 fp16/bf16 385E:;
init_nvfp4_linear_kernel By auto 2% RIZITH 8L /A, FREESE dtype, fplb
BOERERIE SM100/103 =T REFESBATHA AR 5t

2. custom op By fake shape #SF: flashinfer_mm_bf16_fp4 fake 1&K#i B.dtype ==
torch.uint8 o XM &, & process_weights_after loading = H ¥ B HRAFREE
1%, torch.compile / CUDA graph 3zE<S B3I shape EF4E1%,

3. FEIEXCEM: weights_padding_cols LPrGEHEANEFZFE, apply_weights &
2 Bn R, 5BLA cutedsl WAAL ARZESFIEBX A —3K, BEEFZRA,

4, BRIMTHEE S BRAMKE: SM100/103 §9 WAA16_NVFP4 BRIARAZM Marlin £13)
flashinfer cute-dsl, 1&& flashinfer >= 0.6.18; auto XA is_supported FJ&KEIR
, BE R —linear-backend flashinfer_cuteds| ZEIBR TS EERE, BKERIEREEZE
BRBEALS (GSMBK) , HEHMREBAEFTHENE, - ¥m: AFPM: Blackwell (
SM100/103) FF i3 ModelOpt W4A16_NVFP4 checkpoint BFERIAFR/G CuTe-DSL
N#Z, BEMREIKz (PR Mt Pareto B) ; 3k 100/103 518 flashinfer 3RHFATARE
, hE Marlin {ECRAZ. RZEM: FE—A torch.library.custom_op,
torch.compile TIR# fake SZINIEF; process_weights_after loading JR#MEE =/MX
& Parameter, &% / FHMLFHEE flashinfer mfTRA R mMIER AR, BN :
NECEM KRS init_nvfp4_linear_kernel auto /X B &E EF, FEHH WAA16 AKX
TR G LS, XHUERETERIEH, BRT —linear-backend BIIAXIER A,
- REEARIE: BRARETI# , BF16 BARERTE , &K flashinfer 0.6.18+, T custom
op

RTINS
« PR #54261 [Kimi-K3][Perf] Make native CUDA AttnRes the SM100 default: E+=E1E

SM100 ¥4 ERIARAZI B E4AJR A /CuTe-DSL SZILMHER, [EJ& Blackwell FE&BRIARA
s RA M, RNZSEME + is_supported 22 EILR ZFAE AL E RN,



