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def _largest_kernel_block_within(
attn_backend: "type[AttentionBackend]",
per_token_bytes: int,
page_budget: int,
fallback: int,

) > int:

""Largest supported kernel block size whose page fits in ~“page_budget™".

A padded spec (e.g. skip-quant layer) that pads its page up to a large shared page
wastes " “page_budget - block*per_token” " bytes per block. Picking the largest kernel
block whose natural page still fits under ~“page_budget™ ™ minimizes that waste.
““MultipleOf™ " declarations are expanded to the largest aligned block that fits.

Falls back to the smallest supported block when nothing fits.

from vlim.v1.attention.backend import MultipleOf



sizes = attn_backend.get_supported_kernel_block_sizes()
# T EAETE N A BB R AR/
max_block_size = page_budget // per_token_bytes
candidates = [s for s in sizes if isinstance(s, int)]
# % MultipleOf 5 BRY BAETE WX T8\ A = RETR AN
candidates.extend(

max(s.base, max_block_size // s.base * s.base)

for s in sizes

if isinstance(s, MultipleOf)

)

if not candidates:
return fallback
smallest = min(candidates)
# SFE T A/ NN E M RARER
fitting = [b for b in candidates if b * per_token_bytes <= page_budget]
return max(fitting) if fitting else smallest
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