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vlim-project/vlim
[Bugfix] Fix batch-invariant fp32 matmul OOR on SM89 for N=1
&FFEtE]: 2026-08-21 11:46

JRSCEESE: http://prhub.com.cn/viim-project/vlim/pull/52960

PATHRE

« —A)iE: 55 SM89 Lt N=1 fp32 AT 4EfE R FEZ R A3 B IREE

- WESME: % PREMSKEIE, EEXT Triton AREZREMIFHR TSI TAZIF,
BARIDRE R M EE N fdEdR MR tile, BHEET OOR XfR$FF T HAZM
; ANEBRERTE 'ﬁ&%ﬁ‘éﬁ*ﬁ%ﬁ%%@ BNEE, EWMHAT fp32_num_stages 85|
ANEFGEFEREARET RESE,

THRES B

A SM86/SM89 GPU (#n NVIDIA L20, L4) Lk, YHZTREMELA 100KB (
101376B/block) B, B VLLM_BATCH_INVARIANT=1 S7E5| EMAMERIREE
triton.runtime.errors.OutOfResources: out of resource: shared memory, Required:
131072, Hardware limit: 101376, JRERZ Triton Xt fp32 8 matmul_persistent NAZEE 27
AT 128x128x32 tile B num_stages=3, k1% fp16 AHERIEEXZNERGAE tile, TR
BAZEASEAN compile_or_warm_up_model -> dummy_pooler_run -> nn.Linear(..., 1) ->
linear_batch_invariant -> matmul_batch_invariant -> matmul_persistent, H& N=1 894F
B S 3R Triton g T 4 32KB # staging, RAEE 131072B, ﬁﬁtl:‘.ﬁ;ﬁ#l‘&?’ﬁ]o PR & H3X R
Z #38670 (fp16 N-tile EFR) =k #49131 (SM80 # M A% tile) WEE,

SCENAFAR
HEEN 1 AVRBIAOBR, HOBEIZHA

g eR/EETE: & batch_invariant.py BIREERHFTE _fp32_block_size_n = 128
_fp32_num_stages =3 N RZTE, 588K fpl6_block size n 3#%|, BATix4l
fp32 A tile 5RKEFKEK,

2. BE enable_batch_invariant_mode(): EREFHRIEF get_max_shared_memory_bytes()
HEEEEFRNE. AT 106496 (10 A100) , #R#F fp16 BLOCK_SIZE_N=256,
fp32 BLOCK_SIZE_N=128 / num_stages=3; &N (#m L20/L4) ¥ fp16
BLOCK_SIZE_N %A 128, #A fp32 & E BLOCK_SIZE_N=32 / num_stages=2, F&
WEAIX N=1 BF OOR, HAth N fRIFJR tile,

3. 7 matmul_batch_invariant #2 bmm_batch_invariant B3 N &M43%3%F tile: ¥ fp32 &
EHEZ "BLOCK_SIZE_N": 128 fu "num_stages": 3 B& A "BLOCK_SIZE_N":
_fp32_block_size_n if N == 1 else 128 o "num_stages": _fp32_num_stages if N == 1



else 3, £ N=1 BHMER/N tile, ERFERARITFRERFE, ARAKREHAEN (tile REMHE R
ENAME, SHAM LX) , BEMR: BKT tests/vl/determinism/test_matmul_ba
tch_invariant.py, #3¢ test fp32_n_equals_1 %1 test fp32_n_gt 1 _keeps_wide_tile &
AR R E, D BIBIE fp32 N=1 Bt5 torch.mm/bmm —3ERFMAZTM. N>1 BHA
It B torch.mm,

KX
« vlim/model_executor/layers/batch_invariant.py (13t $472; 25| source; LR

core-logic; 5 matmul_batch_invariant, bmm_batch_invariant,
enable_batch_invariant_mode) : #MEE X4, AE fp32 matmul/bmm WA tile BBE

, 1 N==1 M43/ tile, FHERRTE,

XHEMFS . enable_batch_invariant_mode, matmul_batch_invariant, bmm_batch_invariant

RPERAD B

vlim/model_executor/layers/batch_invariant.py

BB B XX, AE fp32 matmul/omm WX tile BLE, % N==1 &A%/ tile, FHEPEE
RETE

# vlim/model_executor/layers/batch_invariant.py

# FEARIRR fp32 tile BEZE, BRASIBTA—EK (128 tile / 3 stages) »
_fp32_block_size n = 128

_fp32_num_stages = 3

def enable_batch_invariant_mode():
global _batch_invariant_ MODE, _batch_invariant_LIB
# FRAERRE, EARMBHXE SRR LR
global _fp16_block_size_n, _fp32_block_size_n, fp32_num_stages
if _batch_invariant_ MODE:
return

. RAEZERER .

# REFEEZHNEEELEF tile BE, R Triton OutOfResources
if get_max_shared_memory_bytes() > 106496:
# REZAFRE (20 A100) £IFR tile
_fp16_block_size_ n = 256
_fp32_block_size n = 128
_fp32_num_stages = 3
else:
#/INHEZFAEFERE (0 L20/L4) , fpl6 BA N LIR;
# SM89 E fp32 N=1 B} 128/stages=3 %i¥E 131072B (&BIR) ,
# XY N==1 BR{LA 32/stages=2, H4EL N REFE tile,
_fp16_block_size n = 128
_fp32_block_size_ n = 32
_fp32_num_stages = 2

def matmul_batch_invariant(a, b, *, bias=None, out=None) -> torch.Tensor:



# ... AEZEER .
#fp32 BE: X N==1 BHER/ tile, RIFHUAZME (tile B8 N JRE, § M LX)
configs[torch.float32] = {
"BLOCK_SIZE_M": 128,
"BLOCK_SIZE_N": fp32_block_size n if N == 1 else 128,
"BLOCK_SIZE_K": 32,
"GROUP_SIZE_M": 8,
"num_stages": _fp32_num_stages if N == 1 else 3,
"num_warps": 8,

}
# bmm_batch_invariant F X AM R B&G%FZEE (BRESH)

Wi AL
Review P EZ®EUATITL:

OMRBD BT $PE yewentao256 MR XA IFILF 2N [ don't think we need a
specific unit tests for this small update, BRIANIZ/NKETLTE EITE TR, BIEERE
BHRMMT AR CRSKAH, &L PREEAN) -

« N=1 £ EIEE: yewentao256 18 What is the case that N will equal to 1, in
production setting?, 1E& vhagor E£ Pooling mode + classify head (num_labels=1)
, BB RN S 0Kk rEHA 1) WaR,

TREANEW: yewentao25688 BMIR SXFAidleémport (THASA) , BZDPCEE (Nit) .

« N=1 B95ZFr3% & (question): BB : Pooling mode + classify head (num_labels=1),
BRMAAE RG B RS0 Kk,

« BITMERA B (testing): MEETIRE T HBACNIRAG, FEEAN, FTANMRKEZ(EE
BE K,

- TRHENERE (style): RIABETEK, ERBRMKEMLLEZRERE,

R 5 B

« RF&: NEEEFE viim/model_executor/layers/batch_invariant.py 89
matmul_batch_invariant 5 bmm_batch_invariant &%k :

« EVANEE: XA N==1 BEEZFAGFZROZERE tile, R RERERIFREARE,
FMER/DN. EFRIAN==1 WHAKMETEEMAAD (&F bmm 5§ matmul BSIRA
B12) , WUE fp32_block_size_n/ fp32_num_stages EFKIE A
enable_batch_invariant_mode() BTBRIAMEA 128/3, AL EINKTITA,

- MREXE: N=1 ZRERE/N tile, TREEDVEHER (nokEL) ERBEME fp32
matmul &, ERRESEREA R

- FEMMNFKE: get_max_shared_memory_bytes() > 106496 HBREEEER AR GPU, B
B2a fpl6 ZEENSR, NRBRMK.

« B XA BRTE L20/L4 & SMBT %E LB AR A S| IR SR Y 1A] 7L
, BRI R ML + BEARSSEL (N=1) B9ER (20 BAAl/bge-reranker-base) , Xt
A% BAEPEARERE, FAEMRORAESIEEREZ, FHEK: #4477 AW tile 3%



EFREE, NEM dtype HEMEBEMHRT 5%, ¥MEEFE, IEHFERGOY

RS,
- RISHRIE: BABEEE , (ERERME [ REK
RERRK L

- PR #38670 fp16 N-tile cap /8% PR (#) : PR EXFAFERR fpl6 ERFEZANAFMRHA
BLOCK_SIZE_N (#38670) , & PR A fp32 #tEMAE, BTFR—RITERE,

« PR #49131 SM80 decode perf via M-dependent tiles (M) : PR EXIEHZ PR &2
#49131 HNEE, AEEHP K tile WEEEKFELR Mvs N) , ERRTAZLEM EXEX,



