PR #52958 SZ&iRL

vlim-project/vlim

[Quantization] [Refactor] [1/N] Adopt “QuantKey™ in “QuarkConfig™ and methods, relying on
“weight_quant_key™, “act_quant_key™ for quant method dispatch
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JBRXEEHE: http://prhub.com.cn/viim-project/viim/pull/52958
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QuarkOCP_MX, QuarkNVFP4 &) BF3E REEL MEWRRBEE dict BRAEIK
weight_quant_key #n activation_quant_key 5%k, HEhESHANIRS (o
weight_gscheme, is_static_input_scheme)

3. EMELE 0K S5 BMLiZHE: 5 QuarkConfig.get_quant_method #3%, FHE LA
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£ ocp_mx_utils.py, HEMT QuarkConfig ® A TFiRB4EFE EMNH ENAAE AR (10
_is_fp8_w8a8) , fFHiRE QuantKeyMatch M3k bool, MimfEEEEAKRE QuantKey,
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QTensorConfig #3E3& 40 test_quant_method_dispatch AN BB, ZAFKMEHISIER
MEARE (BEETERIXR. BRERE) EEASXRINNNENTEE, RREBET
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« vlim/model_executor/layers/quantization/quark/quark.py ({&3k E4LELE ; 35| source
; EA data-contract; 5 QuantKeyMatch, bool, get_quant_method_target,
_is_static_tensor_w8a8) : #ZWEE XM, AT QuantKeyMatch #n
get_quant_method_target #0, EMT EMAE0ATEE, BIRTENFK,

« vlim/model_executor/layers/quantization/quark/schemes/quark_scheme.py (#ik £1t
HEEE; K7 source; EA data-contract; FE init,
supported_activation_quant_keys, supported_weight_quant_keys) : Bt 5 £ HE %
, EMT A QuantKey BYIIENLE], ZFTH 2405 REEMEIEM,

« vlim/model_executor/layers/quantization/quark/quark_moe.py (i MoE &1k; 25|
source; £ data-contract; %5 init, get_moe_method, get_moe_method_target,
supported_activation_quant_keys) : MoE Bt A RN A LZBEAD, FET

get_moe_method_target 7%k, SZIMT SEAMER LMK KoL, BEAMLER,

XS get_quant_method_target, QuantKeyMatch, get_moe_method_target,
_is_fp8_w8a8, _is_w8a8_int8, _is_static_tensor_w8a8, _unwrap_single_qguant_config,
_get_scheme_cls_from_config
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viim/model_executor/layers/quantization/quark/quark.py

ZSELE X, 53IAT QuantKeyMatch %7 get_quant_method_target 30, EM T BHAAIE
NERFEZE, BRRXTEHPR,
# FHH QuantKeyMatch && 7w, A THELERLERMXBLN QuantKey
# vXFAN _ bool__ HMAMRME, ETE if B8PHEH
class QuantKeyMatch(NamedTuple):
matches: bool

activation_quant_key: QuantKey | None
weight_guant_key: QuantKey | None

def __bool__(self) -> bool:
return self.matches

# QuarkConfig FZOH 5 EREZBMENTENIERLT,
# RIFEEWRIEB LR REINIZERD (weight_quant_key, activation_quant_key, method_cls),
# XER/RERLFAMMZABAEET quant_key MUREK,
def get_quant_method_target(
self, prefix: str, layer_type: type[torch.nn.Module]



) -> tuple]
QuantKey | None,
QuantKey | None,
type[QuantizeMethodBase] | type[UnquantizedLinearMethod] |
type[UnquantizedFusedMoEMethod] | None,

"R EIAE CprefixT T 1 Clayer_type” T MEfLEEfnEAL IR,

XE "get_quant_method™ ™ B SZBIMLAR A,

TODO: &K &£ E| 2 QuantizationConfig #,

“None™ ™ ®RREMS BF16 BUE,
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# £ZIEEMRIE layer_type F1 should_ignore_layer %8,

# A get_scheme_cls B QuarkMoEMethod.get_moe_method_target S 3RER A %52 Fn quant
keys

vliim/model_executor/layers/quantization/quark/quark_moe.py
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class QuarkMoEMethod(FusedMoEMethodBase):
#IELENME, BTFEEE
supported_activation_quant_keys: list[QuantKey | None] = ]
supported_weight_quant_keys: list[QuantKey] = []

def _init_ (
self,
moe: FusedMoEConfig,
weight_qguant_key: QuantKey,
activation_quant_key: QuantKey | None,

super().__init__(moe)
# EEEPFRE quant key A&
if activation_qguant_key not in self.supported_activation_qguant_keys:
raise ValueError(
f"Unsupported activation quant key: {activation_quant_key}"
)
if weight_quant_key not in self.supported_weight_guant_keys:
raise ValueError(f"Unsupported weight quant key: {weight_quant_key}")
self.activation_qguant_key = activation_quant_key
self.weight_quant_key = weight_quant_key
self.has_bias = self.moe.has_bias

@staticmethod

def get_moe_method_target(
qguant_config: "QuarkConfig",
layer_type: type[torch.nn.Module],
layer_name: str,



) -> tuple[QuantKey | None, QuantKey | None, type["QuarkMoEMethod"] | None]:
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# BB EERIE weight_config/input_config A quant_config._is_xxx A%,
# IREICALEY (weight_quant_key, activation_quant_key, method_cls)
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3. WRMBECERZ: EMTAREIINERET REAZERNENERE, BXFENR, X
o8, HAfRE:

1. IGBFSZEL: 40 QuarkOCP_MX #93& R K138 M weight_quant_key RS
weight_dtype B3Z4E GENRWAFH) | XAEREBHE, FERTREEES PR H
QuantKey SE&E#,

2. £EY R get_quant_method_target BRIMMXEA QuarkConfig B4k, RKRERETRIRSA
% QuantizationConfig £EZ—/ MR, - Fw: YAFPNPWH: TEEYWR, FT
AIA Quark EMRBMBAETITANRITFLAE, HALHNTME:

3. REBRERA: ENRESRKZEEFW. XRELRS, B TETHE RN,

4, FRMEE: ETF QuantKey BIERARMINEN TR (AWM FEEN) RETE—XK
AR UM Y B =0

5. AR ocp_mx_utils.py PRI FHERKERE, RO TEEE X, NXERERHE: AE
IRR T & B R AL T BRI EMfY BB, EEXTEMNFGIEN PR 7 U E B E
F QuantKey #HTRKEK,

« RFARIE: BORATE B XTE K WEQAZEEES

KERPKZ

« PR #53014 [Kernel] add Flashinfer cutedsl w4a16 linear: [EJE8 EMERER, AN
FlashInfer W4A16 AR T X3F. REHY R EMNEMVLFEE, KN PR NEHAR
RERE L FmiRt T BIEWMED,

« PR #50175 [1/N][warmup] [DSv4] Migrate generic MLA metadata and indexing
kernels: A VLLM oW EMFES T/, A PR EMT EMERES L, MiZ PR E
MT MLA FEANZBERS, R EERAND R AT L%,

« PR #53576 [Distributed] Add opt-in FlashInfer PCle IPC all-reduce backend: i PR 3|
AT —/ N 3% all-reduce a3, HEFZHESENEHREFAEMNZLL FHEETT

MRS D L) « A PR B QuantKey B3 7] BE A K RO FF RS FE N G kiRt 5
%,



