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[Bugfix] Reuse CUDA streams in packed weight transfer to cap reserved-memory waste
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# vlim/distributed/weight_transfer/packed_tensor.py
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# B buffer AR B ZRBEERANERAK, ERFBRAFRRER,

# functools.cache it[El— (device_idx, num_buffers) A& RAIZE —RARNTE

@cache

def _get_streams(device_idx: int, num_buffers: int) -> tuple[torch.cuda.Stream, ...]:
# ERIBE device BIERAR, BMARHYANEERARS; RE tuple ETHE
return tuple(torch.cuda.Stream(device=device_idx) for _ in range(num_buffers))

def packed_nccl_broadcast_producer(
iterator, group, src, post_iter_func,
buffer_size_bytes=DEFAULT_PACKED_BUFFER_SIZE_BYTES,
num_buffers=DEFAULT_PACKED_NUM_BUFFERS,

) -> None:
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# 3 CUDA 5 ROCm £Z 5% E
streams = _get_streams(torch.accelerator.current_device_index(), num_buffers)
# in_flight #F& 3| A, MLRPT FBIIEERES packed_tensor ¥R ATFEIK
in_flight: list[PackedChunk | None] = [None] * num_buffers
buffer_idx = 0

while True:



# FkpEse s EAR— buffer slot BI%LEF TR, RIEL—H
# T HBETR, EERTRELEARK, XHWEFEARERRKE
streams[buffer_idx].synchronize()
in_flight[buffer_idx] = None
with torch.cuda.stream(streams[buffer_idx]):
chunk = pack_tensors(iterator, post_iter_func, buffer_size_bytes)
if chunk is None:
break
group.broadcast(chunk.packed_tensor, src=src)
in_flight[buffer_idx] = chunk
buffer_idx = (buffer_idx + 1) % num_buffers

# R B ATHERFATR slot, B HRIRE R BRIEME
for stream in streams:
stream.synchronize()
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