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« —4]iE: token IUELEINETBkIE E £ placeholder 333

- WESME: EEKRIL, EAXE _apply_token_matches_with_placeholders 4 I EZ W &~
BRI, URNSTROEEHARNTES LA AR E—XRAEE XY B Ay
BN, AP LESMEAERNRZNBEENESRA; L WET PR B benchmark
, BIWEELZNHI Gemma3 SRR S0,

THRES B

PR body #8: apply prompt_updates #IEF apply token _matches, BRfE2ER token T
BRI, AT RA _find_ mm_placeholders &4 prompt B —iw; H
prompt[start:end] == content_tokens BItTF LB _apply_prompt_updates &FERt
57%-95%, 3k [¥PFETFT X 75 ms, PR B 52 " When all token matches succeed,
token matching already knows each placeholder position. The code does not need to
scan the prompt again.”[F Bt %Ek Issue #52924: Promptlnsertion &N token 5484R R 44
token E&BY, find_mm_placeholders K BN B BRI E (start_idx=3 fadE 4) , &R PR
BEHILREARE, BEX—NUEENX,

TR

1. #13¥¢ apply_token_matches_with_placeholders (
vlim/multimodal/processing/processor.py) : #7F _plan_prompt_updates 3R EI#
matched_updates, TEHIE new_token_ids By 1% modality Uk
PlaceholderFeaturesinfo, start_idx BX len(new_token_ids), BRSZBridE N / BN SHE
HERa, LB EEEREARLFT,

2. Bx3& BaseMultiModalProcessor._apply_prompt_updates A0 : &—iARAFNENTES
SZBIF%R, BMR %L _apply_token_matches, BLEM _find_mm_placeholders” B EX =\
AR, % match_result FFFA modality 8 update_idx ¥3E None Bt E 3R EIURE 4
F— B LA E _apply_text_matches + _find_mm_placeholders B X AERKZ, H
RITARE,

3. &IER# (4 Ok commit) : ¥IRABITIRIEE uses_base_token_matching FR&i|RiE B8R
ER®; review WHIBEKAIE _apply_token_matches_with_placeholders 3&# K 5245 5 3k
, MIRRZITRHIEE, FHik Gemma3/Gemma3n (vlim/model_executor/models/gemma3_m
m.py. gemma3n_mm.py) EXNEE: SAAEBEH _apply_token_matches (& \n &



token &) , BELSINERKINNIAASBERN _find_mm_placeholders, £ % RIE BE12 Bk
R REE,

4. MRECE: tests/multimodal/test_processing.py ¥ test_find_update_tokens B9Z%k1t
R4 FIND_UPDATE_TOKENS_TEST_CASES, #73¥
test_apply_token_matches_with_placeholders, &% % modality HEftsITELD.
Promptlnsertion / PromptReplacement / PromptindexTargets &35, RiE#HIBERZR >
H—3 ) new_token_ids 5 placeholder {L &,

5. MEEECE: E LW PR #51774 #9 10,000 placeholder &k EEZ F, & PR &4 aEiR
BIRY 45%, 582 ET AL,

REEF:

« vlim/multimodal/processing/processor.py (#£ik Z SR ; 25| source; KR
core-logic; 5 _apply_token_matches_with_placeholders,
_matched_updates_from_result) : #ZOIREN S $73E
_apply_token_matches_with_placeholders 5 _matched_updates_from_result,
_apply_prompt_updates £ token ILEZE & IhETEBkIE _find_mm_placeholders = >k$3#4,
MRS ERMEIR SRS PEXE,

« vlim/model_executor/models/gemma3_mm.py (#3k #AERL; K5 source; AR
data-contract; &5 _apply_token_matches_with_placeholders) : Gemma3 &5
_apply_token_matches SIBIEAT token &, BRERFZEFRBESI ZZEE,; FERA
override %E B O token LS, BESILKNE AR B 28 _find_mm_placeholders,

« vlim/model_executor/models/gemma3n_mm.py ({3 AERERE; %5 source; LR
data-contract; 5 _apply_token_matches_with_placeholders) : 5 Gemma3 #8[E,
Gemma3n WA newline £38%8, FEML override REBEZ, FRIEATH—EK,

« tests/multimodal/test_processing.py (#3& MiKk; K37 test; KR test-coverage; F&
_placeholder, test_apply_token_matches_with_placeholders) : ¥
test_find_update_tokens Fl#ipk, FIND _UPDATE_TOKENS_TEST_CASES, #3t
test_apply_token_matches_with_placeholders, & Z#TER5 BRI —EM, FIE
Promptlnsertion 345,

sk a

XSS _apply_token_matches_with_placeholders, _matched_updates_from_result,
BaseMultiModalProcessor._apply_token_matches_with_placeholders,
Gemma3MultiModalProcessor._apply_token_matches_with_placeholders,
Gemma3nMultiModalProcessor._apply_token_matches_with_placeholders,
test_apply_token_matches_with_placeholders

R A B

viim/multimodal/processing/processor.py

SR A #3E _apply _token _matches_with_placeholders 5
_matched updates_from_result, _apply prompt updates 7 token UTEZ4 X THAETBEIT
_find_mm_placeholders — k334, MEES EMAMEIREEAREPAEXE,

def _apply_token_matches_with_placeholders(



token_ids: list[int],
mm_prompt_updates: "MultiModalPromptUpdates”,
tokenizer: TokenizerLike | None,

) -> tuple[
list[int],
"MultiModalPromptUpdatesApplyResult",
Mapping|str, list[PlaceholderFeatureslnfo]],

# —R "_plan_prompt_updates™ 37 R Bt 52 token B#t5 placeholder URE ;
# 23 token MERINAAAEEFERXBNMNE, BRIBEE_REDH
matched_updates, result = _plan_prompt_updates(

token_ids,

mm_prompt_updates,

tokenizer,
)
placeholders: dict[str, list[PlaceholderFeaturesInfo]] = {

modality: [] for modality in mm_prompt_updates

new_token_ids = list[int]()

prev_end_idx = 0

for matched_update in matched_updates:
update = matched_update.update
match = matched_update.match
matched_content = update.content.full

# INSERT £ BARZEH AN, REPLACE BEZBirAY, —FALAALRR
if update.mode == UpdateMode.INSERT:
end_idx_to_insert = match.end_idx
elif update.mode == UpdateMode.REPLACE:
end_idx_to_insert = match.start_idx
else:
assert_never(update.mode)

new_token_ids.extend(token_ids[prev_end_idx:end_idx_to_insert])
# XBIERHNENBHANRARKXE, MARERTREGPIHNERNE

start_idx = len(new_token_ids)

tokens = _seq2tokens(tokenizer, matched_content)
if tokens:
content_is_embed = update.content.is_embed
if content_is_embed is not None:
content_is_embed = content_is_embed(tokenizer, matched_content)

placeholders[update.modality].append(
PlaceholderFeaturesinfo(
modality=update.modality,
item_idx=update.item_idx,
start_idx=start_idx,



tokens=tokens,
is_embed=content_is_embed,

)

new_token_ids.extend(tokens)
prev_end_idx = match.end_idx

new_token_ids.extend(token_ids[prev_end_idx:])
return new_token_ids, result, placeholders

vliim/model_executor/models/gemma3_mm.py

Gemma3 &5 _apply_token_matches &ILH#AT token &3, MRBERRELREE SBTZZ
3. $HESL override LEBE K token B, BEAITKIAAE KN

_find_mm_placeholders,

def _apply_token_matches_with_placeholders(

self,

token_ids: list[int],

mm_prompt_updates: MultiModalPromptUpdates,
) -> tuple]

listint],

MultiModalPromptUpdatesApplyResult,

Mapping[str, list[PlaceholderFeaturesinfo]],

# Gemma3 B ~_apply_token_matches™ &3 “\n~ #H% token &3
# $ newline token, BEbAFREE AERREREZ, SHEE DKL
new_token_ids, match_result = self._apply_token_matches(
token_ids,
mm_prompt_updates,

placeholders: dict[str, list[PlaceholderFeaturesInfo]] = {
modality: [] for modality in mm_prompt_updates

# R A2 modality B9 token IWECER AT A EIEXA ~_find_mm_placeholders”
#ER, FA—NEERXKFREERIA fallback Bz
if all(

all(update_idx is not None for update_idx in update_idxs)

for update_idxs in match_result.values()

placeholders = dict(
self._find_mm_placeholders(
new_token_ids,
self._matched_updates_from_result(
mm_prompt_updates,
match_result,



)

return new_token_ids, match_result, placeholders
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Gemma3/Gemma3n &40 override, claudelbot] B &k NiZZIT R EME R, KL bug,
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Gemma3/Gemma3n override, claude[bot] BaIAZ TR EAF R, DarklLight1337 #£&
¥,
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ECXEHERRAEESEY R TZEAR (ABEREAXE, MIEEFEPREITE)

, BTATARMBE, (E&MIEEXNTIRZETEZEEHHIA. _matched_updates_from_resul
t W& assert update_idx is not None, RESERETEKINEER, BRAZAR, /IR
fork XE=ZAFFLEEBET apply_token_matches / _find_mm_placeholders ik &
Bk SBHRELABEXEE,; ©FEN Gemma3/Gemma3n ZXAWEREAMNESF, BAb
7% override, MIRXENFEREEARNE, BROVBIER e2e ABNTFEIFRAL,

- B AL EEEE R T TR £ BaseMultiModalProcessor BIZEASER, AR
_apply_prompt_updates £ 2,500 token BIAT#2&E 8.5x (480p) %] 44.0x (3k) ,
ENPRTHES 50.9x; Promptlnsertion (L B2 158 (Issue #52924) MEIFERIZ—IH*
g, YERME, ZESAEEFLT —NABERA: KREBEX
_apply_token_matches 3 _find_mm_placeholders, %/ME#$ &S
_apply_token_matches_with_placeholders, &N|RR KRS E AZLE,

« REEARIE: BOBRTE , FTRBEERATE , fTAER (Promptlnsertion fLEiEX) , sb
HFLXFREMENF

PRTIIEZS
« PR #51774 Improve multimodal prompt updates: PR body BRFIGHEAE R RAALH
baseline, —F{hAt _apply_prompt_updates [E—E4Z A EHEF,



« PR #53016 [Bugfix] Skip MM processor cache inserts larger than capacity: RJ&Z% &
SAERRABIIARS), ARIZTFAAEAFENES 1L,

« PR #51827 [3/N] Harden Transformers modelling backend multi-modal path: [& &% &
S EmEH, SARTEERARABRLZTHRNSESAIEREELSE,



