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def storable_chunks(
self,
group_config: "GroupOffloadConfig",
group_state: RequestGroupState,
num_offloadable_tokens: int,
) -> int:
"""Number of allocated and keyed leading chunks eligible for store.

For eagle/MTP groups the volatile trailing chunk of the offloadable
range is excluded while decoding: the draft-layer KV of the last
accepted position may be rewritten after spec-token rejection. During
prefill the trailing chunk is stable (the draft input for a chunk's

last position is the next prompt token), so it is stored immediately.
The exclusion must be applied consistently everywhere
““next_stored_chunk_idx" " is derived: otherwise the trailing chunk of
each step is skipped on collection but jumped over by
““next_stored_chunk_idx™ ", so it is never re-considered and a
permanent hole breaks prefix-reuse lookup.

# ET token HEITHEIEW chunk %k
num_chunks = num_offloadable_tokens // group_config.tokens_per_chunk
is_decoding = num_offloadable_tokens > self.req.num_prompt_tokens
# Xt eagle/MTP 4H, ARRETHERAIRZE IR IR
if group_config.is_eagle_group and is_decoding:
num_chunks = max(0, num_chunks - 1)
# £ FEAEH GPU blocks i E R #4# chunk %k
num_allocated_chunks = (
len(group_state.block_ids) // self.config.blocks_per_chunk
)
#XBBE: ETHIPAERN offload keys ITE T #fE chunk #k
# W key ®ARBE, WESKE/D, MR chunk 5

num_keyed_chunks = len(group_state.offload_keys)



# M=FWNH/IME, HRRARHEE token, ROEFEEBMLE R chunk Z XEFME

return min(num_chunks, num_allocated_chunks, num_keyed_chunks)

tests/v1/kv_connector/unit/offloading_connector/test_scheduler.py

FHT FIINEYINIR, BILT offload key BREMIZ R, BIETBENARKE, FHEyLRER
EIVER

def test_store_jobs_wait_for_missing_offload_key(request_runner):
""Allocated chunks must wait until their block hash becomes available.""
block_size = 4
runner = request_runner(
block_size=block_size,
num_gpu_blocks=8,
async_scheduling=False,
)
# WM EEGAE, BEN side_effect 1 HREZFRPUT
runner.manager.prepare_store.side_effect = lambda keys, req_context: None
runner.new_request(token_ids=[0] * (block_size * 2))
runner.run(decoded_tokens=[1])

req_id = str(runner.req_id)

reg_status = runner.connector_scheduler. _req_status|req_id|]
req = reqg_status.req

group_state = req_status.group_states|[0]

assert len(group_state.block_ids) >= 2

assert len(group_state.offload_keys) == 2

# EBRT key ERER: BREE— key AR EY block hash
missing_hash = req.block_hashes.pop()
group_state.offload_keys.pop()
runner.manager.prepare_store.side_effect = lambda keys, reg_context: (
generate_store_output(keys)
)
scheduler_output = SimpleNamespace(
num_scheduled_tokens={req_id: 0}, finished_req_ids=set()

# 8 _build_store_jobs, BIERAKT 1 A™MEL (fIdE 2 4AN)

jobs = runner.connector_scheduler._build_store_jobs(scheduler_output)
assert len(jobs) == 1

assert group_state.next_stored_chunk_idx == 1 # R5|kzZLiE#

# MREHRKLE hash a2 key

req.block_hashes.append(missing_hash)
req_status.update_offload_keys()

# BORRRA, BIEAERTE 2 MEL, BR3l#E#

jobs = runner.connector_scheduler._build_store_jobs(scheduler_output)
assert len(jobs) ==

assert group_state.next_stored_chunk_idx ==
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