PR #52912 RE&EIRLE

vlim-project/vlim
[Bugfix] [KVOffload] P2P tier declares REQUEST_LEVEL on the producer leg
&3ntiE: 2026-08-31 18:07

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/52912
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BRIt R, =& nilig MRARMOT——R —A patch % v0.27.1 5§ main L X3 EL

AR, REBFERARIENBENM,

THRES B

issue #52808 FARAHEIR TIX— R EWHERFE: [The effect is inverted from the intent: the
better the producer's prefix cache works, the more often the Multi Tier path fails to
deliver.] . EI#IEER: producer A RIZEH consumer 0.16s RNk 256MiB (

268,959,744 F%) ; producer MBYE consumer i 32.9s. nEk 0 FHHAMEE, R
HARERE|]: offloading/scheduler.py Z& BLOCK_LEVEL KBTI prefix-hit chunks &2

Bkt (next_stored_chunk_idx = num_chunks) , BFfA tier 8 on_new_request #}iR 2k
A BLOCK_LEVEL (grep -c REQUEST _LEVEL A 0) , request_level tiers 1842,
_cascade_existing_blocks_to_request_level_tiers 7K R 3&4T,

TR

1. ReREB (E—RIZEE) : vlim/vl/kv_offload/tiering/p2p/manager.py i3
OffloadPolicy §A; P2PSecondaryTierManager.on_new_request TEfEMT P2PDestInfo
J&, IX¥EEKRA remote_decoder (producer leg) B kv_request_id IEZ IR [E
RequestOffloadingContext(policy=OffloadPolicy. REQUEST_LEVEL), HERIERIRFFERIA
BLOCK_LEVEL, X ZESGE™#&MREE producer leg,

2. REXARREEIZ: REQUEST_LEVEL {# TieringOffloadingManager.prepare_store % 2.3
B primary B block $44T _cascade_existing_blocks_to_request_level_tiers, 5%
block &3 N\ P2PSecondaryTierManager.submit_store; &&E &M
next_stored_chunk_idx V35, prefix-hit chunks RE#BKT, #KIEM primary tier IELE.
Thwmt GPU, B2 store job ZFiLXIEE A FetchMsg RESFE session,
on_request_finished "RFE LB KRICEFE R, FHTFZF 30s,

3. KEREIN: tests/v1/kv_offload/tiering/p2p/test_manager.py #3E 5 %1b
test_on_new_request_policy, BEZWMEMIERHELA: producer (F+4&) . TLEIFXK.
consumer leg. % remote_decoder B malformed &R (5 =% 1% BLOCK_LEVEL) .



4. REXEH: tests/vl/kv_offload/tiering/test_tiering_offloading.py ¥R B&EANR S $k 1t A
fully_warm 5 mixed BMEA, $TME (2% block BER YR keys_to_store == [|. T
GPU—primary %I, 18 request-level tier HUKZE|52E block &. block-level tier Ragfik
ml o

5. AEBXFRMEMIR : tests/v1/kv_connector/unit/offloading_connector/test_scheduler.p
y (+235/-4) R=ZAMAFHRER, #3 _SCAN_BEHAVIOR FEHHk L
test_scan_behavior_declared_for_every_lookup_result (3&&|4/ LookupResult #Z5 8K
REXNEEHE OHFRITA) | test_sliding_window_demand_is_store_reachable (X
7 chunk #&. & O chunk #k. EAGLE group. B3R chunk #3m%£M#&, IIE load B2
BIMBEA chunk BRREM store B821RHE) . test_request_level_supply_covers_consum
er_demand (cold / gpu_warm / primary_warm x &4 SWA group) , &
_build_store_jobs B3 key S EBIRIFHEALE ZE demand,

6. BES 4% tests/vl/kv_connector/unit/offloading_connector/utils.py ¥ to_keys %X
M listfint] 7R3 A Iterablelint] (mypy &%, BLA{EAN range) ; PR A2IR 121 ANIHRK
B I 5N . TECE. schema HIFBLE,

REEF:

« vlim/v1/kv_offload/tiering/p2p/manager.py ({£3k KV #1%%; 25| source; FEH
core-logic; &5 P2PSecondaryTierManager, on_new_request) : ME—JRALEKTH: &
on_new_request A producer leg BB REQUEST_LEVEL, Z&E 8L,

« tests/v1/kv_connector/unit/offloading_connector/test_scheduler.py (iR HEE; K5
test; £ test-coverage; 5 test_scan_behavior_declared_for_every_lookup_result,
test_sliding_window_demand_is_store_reachable,
test_request_level_supply_covers_consumer_demand, _full_and_swa_groups) : &AM
REE (+235/-4) , #F3E LookupResult /T HEBRE store/load BEIRITHRIEZE 4N,
, A PROMEAMNMMERIAZ S,

. tests/v1/kv_offload/tiering/p2p/test_manager.py (13k P2P &38; 35| test; LA
test-coverage; #F5 test_on_new_request_policy) : 5#1L5T1E on_new_request Faff
ERBSHREEASE, FEEY3IE| BLOCK_LEVEL,

. tests/v1/kv_offload/tiering/test_tiering_offloading.py (#i3k &% K5| test; LR
test-coverage; #F5 test_prepare_store_cascades_existing_blocks_to_request_level_ti
ers) : &% TieringOffloadingManager B fully_warm &Ek3z5, ERE issue #52808
B9IE KIS

- tests/v1/kv_connector/unit/offloading_connector/utils.py (&3 MR T E; 25| test;
KA test-coverage; &5 to_keys) :to_keys &I A Iterablelint], X IEHrE LM,
£ range, fR¥FF mypy #EH,

XS P2PSecondaryTierManager.on_new_request, test_on_new_request_policy,
test_prepare_store_cascades_existing_blocks_to_request_level_tiers,
test_scan_behavior_declared_for_every_lookup_result,
test_sliding_window_demand_is_store_reachable,
test_request_level_supply_covers_consumer_demand, _demanded_keys



RERED R B

vlim/v1/kv_offload/tiering/p2p/manager.py

ME—JRAL BTN 7E on_new_request ¥ A producer leg B REQUEST_LEVEL, 2&E£ 8
NS

@override
def on_new_request(self, req_context: ReqContext) -> RequestOffloadingContext:
"BEMT kv_transfer_params —XRFIFITFF H 35 session,

consumer Il (PD By remote_prefiller B XIHR P2P B remote_kv_source)

¥ remote_host:remote_port ¥TF3E4E producer BY session, f£ submit_load
fi & BHRESL B & ) FetchMsg, prefiller (producer) AT B|2E session,
% consumer AIEIEHER|X _accept_new_peers BRE G|,

Producer-leg &k (F remote_decoder ¥ #) 7&B§ REQUEST_LEVEL:
3m R E1ZE RS block, AR REZARHITITER block,
_annotate_req_context(req_context)
source = req_context.get_state(P2PSourcelnfo)
if source is not None:

self. _get_or_create_session(source.peer_id)

# P2PDestInfo JEZ A ARIERE producer leg, EF remote_decoder A;
# kv_request_id IEZEULEARA XIRE R EESESF, MEREBEL ARA
# REQUEST _LEVEL, & TieringOffloadingManager 1 primary F 23 &8
# block (& prefix hits) &EkE| P2P store B4,
# LFIFER. consumer leg 58 kv_request_id 89 malformed &K
# AR FEBRIA BLOCK_LEVEL, BEESERERHIZE producer leg,
dest = req_context.get_state(P2PDestInfo)
if dest is not None and dest.kv_request_id:
return RequestOffloadingContext(policy=0OffloadPolicy. REQUEST_LEVEL)
return RequestOffloadingContext()

tests/v1/kv_connector/unit/offloading_connector/test_scheduler.py

BAMRZTE (+235/-4) , ## LookupResult 3FRITAF G store/load BRAZXTFRMEZE 2
MR, ZA PR IMERIMMEIZ S,

# G LookupResult EE 1O -1 TP EITAH: BERIFES streak REFTHRA S,
# P MARE demanded EEWTE, FERERRSTELFEH, Bk demand &&
# N ER, TAAN (lookup EAKRE , HRERER end) .
_SCAN_BEHAVIOR = {

LookupResult.HIT: (1, 3),

LookupResult.HIT_PENDING: (1, None),

LookupResult.RETRY: (3, None),

LookupResult.MISS: (3, 0),
}

@pytest.mark.parametrize("result", list(LookupResult))



def test_scan_behavior_declared_for_every_lookup_result(result: LookupResult):
"GN LookupResult X R ERLHA BAFARIE S E DT R#E X, "
assert result in _SCAN_BEHAVIOR, f"{result} has no declared scan behavior"
expected_lookups, expected_end = _SCAN_BEHAVIOR[result]

keys = to_keys([1, 2, 3])
sched = _make_scheduler_with_lookup(dict.fromkeys([1, 2, 3], result))

assert sched._sliding_window_lookup(keys, 1, _EMPTY_REQ_CTX) == expected_end
assert len(sched.manager.lookup.call_args_list) == expected_lookups

@pytest.mark.parametrize("alignment_chunk_count", [4, 8, 64])
@pytest.mark.parametrize("sliding_window_chunks", [1, 2, 3])
@pytest.mark.parametrize("is_eagle_group", [False, True])
@pytest.mark.parametrize("tail_chunks", [0, 1, 5])
def test_sliding_window_demand_is_store_reachable(

alignment_chunk_count: int,

sliding_window_chunks: int,

is_eagle_group: bool,

tail_chunks: int,

"oad BBREHMEEAN chunk 2551 store BRIZ{RE.,

is_store_reachable_swa_chunk 158 sliding_window_lookup KiZASEHE
chunk, EFBEEZEFIHRBN: ANREX AR, M@
test_is_store_reachable_swa_chunk RT 71816 B & WEE, #EMNH key
TEW demand B key, EA secondary tier sp & BIHEBA promotion,
storable_chunk_count = alignment_chunk_count + tail_chunks

# RIUER) EAGLE group RIEFRMBHIE—A chunk

required_window = sliding_window_chunks + int(is_eagle_group)

sched = _make_scheduler_with_lookup(
{i: LookupResult.HIT_PENDING for i in range(storable_chunk_count)}
)
sched._sliding_window_lookup(
to_keys(range(storable_chunk_count)), required_window, EMPTY_REQ_CTX

# UERBES A lookup A, EF demand &£4&
demanded = {
int(get_offload_block_hash(lookup_call.args[0]).decode())
for lookup_call in sched.manager.lookup.call_args_list
}
assert demanded, "1 ME M| R E"
unsuppliable = sorted(
chunk_idx
for chunk_idx in demanded



if not is_store_reachable_swa_chunk(
chunk_idx,
storable_chunk_count,
alignment_chunk_count,
sliding_window_chunks,
is_eagle_group,

)

)

assert not unsuppliable, (
f'chunks {unsuppliable} # load BR{ZEE{EM store BIZMEET, "
"warm producer KT EBE N BAT"

)

TP X AL

HWES XAMEEE main LRETENERR BFF, E4K PR RAMENIES:

 nilig A v0.27.1 EITHNTIEIUE, LI warm 3ZRA#8E:  [The consumer's fetch
demands 112 chunks (both KV cache groups). The producer supplies 57... 55 stay
demanded forever.] ——55 NEIEFIE H4H out-of-window B block_id == 0 89 chunk
, & build_store_jobs B EF,

« nilig Ba/Z 7 main-based ¥z L EMFHE: [On main this PR looks good in my
testing and I withdraw the sufficiency objection... the divergence is #51840, which
landed after v0.27.1 and changes lookup to return HIT_PENDING instead of RETRY.]
HIT_PENDING fRr$53%E streak, EENE 0TI TF trailing window; RETRY K*EE
streak, I EER 56 /> SWA chunks,

. Etelis X3 main LA HEAENHLERIE: iER A 89 GPU—primary store 7RI, EFXK B
#9 REQUEST_LEVEL prepare_store :R[E keys_to_store == [], cascade 8 lookup(k) is
HIT )82 IR key =F, _flush_pending promotions R4t i%3%&, PD consumer
K% LookupMsg, peer ZKITMAWRSE, 1EBEHIAX ZIRLERFE, % issue #53062 #LfhE
£,

« Etelis JAMMIIRAAE: [Most are duplicated or not needed on an 8 line change :)I ,
ZINEH A, FERMN, & TestOnNewRequestPolicy KEM A SRR, FRE
E—& % kv_request_id 4% 8 producer_no_id A,

« warm producer AR B R EILEEBME (correctness): BAIAZE v0.27.1 5§ main 8
TAES (#51840 B9 HIT_PENDING vs RETRY) Fr2k; main E&EAK.

« FEAEZRET HIT_PENDING REXEF 2R key (correctness): HAIA IR ERIE, 1EE &
L issue #53062 BB E, FHAK PR,

. store BIZMBE S load B2 demand BIXFRMEMRER O (testing): BB L E MR BE
o,

c B ITERERMAREBMRET LR (style): SHRMEMTEK, MAREELE,

PNSESE-AL

. RS



« P2P store # % E#: producer leg %k PD iS4 ED N store B2 (& prefix
hits) , P2P f&5iEM [XFT block] ZEA 23R block] . 8K token HFE4) 256MiB /
0.07s, imwINTEERT 30s BITEE, #KERAA, ELEIARBTEFRRAT X,

- BUREZFRBA request-level &B%: REQUEST_LEVEL B82S b B EHFEEMKMEAE
1] tier BBH (grep A 0) , &K PR 2E XEH, TieringOffloadingManager._cascade_
existing_blocks_to_request_level_tiers 893 & 4T R EZ AR A4 =04,

- IR# #51840 B9 HIT_PENDING X : BEHBIEMKH lookup £ promotion BFiR[E
HIT_PENDING F#fR#F13## streak B9478H; _SCAN_BEHAVIOR &RIBIZAT 9 EML2EM A
, REKKE LookupResult IBXHITHEZELE —HERE, BHEREXRINREAE N,

- issue PIRH) PYTHONHASHSEED HEEZ W ARKBERN R AR FHE, HERRKAZ
AR EERX D

« AFPM: PD 2 BEZ + £ tiering (primary + P2P secondary) B9FEF, warm B2k
BEM 30s BRAMEFTENEZVREEMLE, WRZRT AR,

« Z%M: P2P secondary tier By store BAZINIEAE producer leg BI5ZE block &,
5eE A LEF; on_request_finished BYRIR L KMERIZ A4 3K, session HRERF ER,

« FRAMI: kv_offload E 28R Eal 1% 76 K45 0 2L o & A B FTAE N ——LookupResult 3
T A B &R store/load BEIZXFRMEZE QMR ; BEY B LookupResult MZSEK A
SWA &332 5B BT o4 38 il & 1o

o REATIE: BOERZRREETE | (KH L HIT_PENDING iEX , EREHA request-level
REX

KERPKZ

« PR #51840 lookup iREl HIT_PENDING EXEZE (Fw+35|A) : et REFIA: &
PR it lookup FE 4 #2 promotion BfiRE HIT_PENDING iiE RETRY, Z4A& PR BE 74
main EAKXBIEIR; v0.27.1 EHAZT E MEINH Z2RREBNEKBS.

« PR #52068 [KV Offload] Preserve KV event metadata until final residency removal: [E
J& vlim/v1/kv_offload #3RE) bugfix, ER KV offload BIZIELTFIEKE B HA,

« PR #51358 [Bugfix][Mooncake] Save exact Mamba boundary states: &K 7T
offloading/scheduler.py 5 kv_cache_manager By K2, 54 PR EEIMER KV #%
RE—KMEEA,

« PR #53324 [KV Connector] Support MooncakeStore with hybrid DCP prefix caching:
E#ER KV connector / kv_cache_utils B5E#, 57K PR HEUKSKT 2 REFHLEIRZN
=AM,



