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SIANT ERZERETEIFT handoff B&12, REXEMAOR, MRAKFEERfERER,

# vilm/v1/core/sched/scheduler.py ( #/2iZ 58 H B )
def _connector_finished(
self, request: Request
) -> tuple[bool, dict[str, Any] | None]:
if self.connector is None:
return False, None



# A IKRETRMAE S ERIBRS ([T KV £73F)
finished_partial_tails: list[tuple[int, int, int]] = []
kv_transfer_config = self.vlim_config.kv_transfer_config
if kv_transfer_config is not None and kv_transfer_config.is_kv_producer:
finished_partial_tails = (
self.kv_cache_manager.finalize_partial_tail_offloads(request)

# RAZEE . FBIEN MR REBURE
self.kv_cache_manager.remove_skipped_blocks(...)
block_ids = self.kv_cache_manager.get_block_ids_for_computed_tokens(...)

# AT BANEERIEMEIR, HTREERBFIK
partial_tail_delay = False
if finished_partial_tails:
partial_tail_delay = self.connector.register_finished_partial_tail(
request, block_ids, finished_partial_tails

#RAZEE  ARAEERNERTKER
if not isinstance(self.connector, SupportsHMA):
delay_free, kv_xfer_params = self.connector.request_finished(
request, block_ids[0]
)
else:
delay_free, kv_xfer_params = self.connector.request_finished_all_groups(
request, block_ids
)
# S ERITE
return delay_free or partial_tail_delay, kv_xfer_params

viim/v1/core/single_type_kv_cache_manager.py
LT Mamba ZHEFEREFLZEREFRSKENZOEE, BEENXELIN,

# vllm/v1/core/single_type_kv_cache_manager.py (MambaManager EH £ )
class MambaManager(SingleTypeKVCacheManager):
def _init_ (self, ...):

# A BRIBFERIRS : BRETE| (JRIRSIAH , BF token )
self._producer_partial_tail_regs: dict[str, tuple[KVCacheBlock, int]] = {}

def finalize_partial_tail_offload(

self, request_id: str, num_computed_tokens: int, num_in_flight_tokens: int
) -> tuplelint, KVCacheBlock, int] | None:

"R R ERAT R eI T A A R,

if self.mamba_cache_mode != "align":

return None
producer_tail = self._producer_partial_tail_regs.pop(request_id, None)
if producer_tail is None:



return None

source_block, boundary_tokens = producer_tail

# RBRZERE  FERAFEFTMEAFIEIFEK, BT in-flight token

if num_in_flight_tokens != 0 or num_computed_tokens != boundary_tokens:
return None

return self.kv_cache_group_id, source_block, boundary_tokens

def cache_partial_tail_block(self, request, num_tokens):
L BERSRFECRETEER
self._producer_partial_tail_regs[request.request_id] = (
source_block, # Ffi#IRkR5| A, mIEIX token %Kk

num_tokens,

)

vlim/distributed/kv_transfer/kv_connector/vl/mooncake/store/scheduler.py
52T Mooncake %R R AL ZE, BEEEHRIIA. SIETHEAER LSRN,

# vllm/distributed/kv_transfer/kv_connector/v1/mooncake/store/scheduler.py ( FE& )
class MooncakeStoreScheduler:
def _init_ (self, ...):

self._finished_partial_tail_metas: dict[str, ReqMeta] = {} # G HF ZRE I TEIE

def register_finished_partial_tail(
self, request, block_ids, partial_tail_offloads

) -> bool:
"' finish-time tail BAZIFFEE IR, RE False A ERBEHRIARR, "
if self.kv_role == "kv_consumer" or not partial_tail_offloads:

return False
tracker = self._request_trackers.get(request.request_id)
if tracker is None or not any(block_ids):
return False
# WA FE7A M A ID
boundaries = {boundary for _, _, boundary in partial_tail_offloads}
if len(boundaries) != 1:
raise ValueError("Partial-tail offloads for one request must share a boundary")
boundary_tokens = next(iter(boundaries))
if boundary_tokens > tracker.prefill_end_tokens:
return False

# KEFEZEZEARR
pinned_block_ids: list[int] = ]
for group_id, block_id, _ in partial_tail_offloads:
if group_id not in self._boundary_state_group_ids or block_id == NULL_BLOCK_ID:
return False
pinned_block_ids.append(block_id)
pinned_block_ids = list(dict.fromkeys(pinned_block_ids))

# MY IRSBEL store job FEEFIA



pool = self._gpu_block_pool

assert pool is not None

assert request.request_id not in self._finished_partial_tail_metas
store_job_id = self._next_store_job_id

self. _next_store_job_id += 1

self._pinned_saves[store_job_id] = (pinned_block_ids, self. num_workers)
pool.touch([pool.blocks[block_id] for block_id in pinned_block_ids]) # BE &3]

# Bl TEIEHEH, ET— build_connector_meta # Rl #t
self._finished_partial_tail_metas[request.request_id] = RegMeta(
reqg_id=request.request_id,
token_len_chunk=0, # Bkt iE ¥ 127
block_ids=tuple(group.copy() for group in block_ids),
block_hashes=list(request.block_hashes),
can_save=True, # £ IF% AR
num_prompt_tokens=tracker.prefill_end_tokens,
store_job_id=store_job _id,
boundary_state_offloads=partial_tail_offloads,

)

tracker.has_pending_offload = True
# store job FAFEIBLS| A, ERTLEIEK

return False
def build_connector_meta(self, scheduler_output):

# R F 0 T RRR I O EkE

for reg_meta in self._finished_partial_tail_metas.values():
meta.add_request(reg_meta)

self._finished_partial_tail_metas.clear()

self._reference_save_blocks(meta) # K FrAEERE €33 A

return meta
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