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PATHRE

- —A)iE: ZREASTTEYE tensor FRIT keep_on_cpu, B GPU #NS5EHFEH

s EE: BEEHFEIR. XA PR 2 8HIFEZALIT WHRATEA: BN FEREIMCIEEEREE
XERN, BEerEfmBEMBELNAR, NEL prefix cache RF /MR KV £ AHE,
BINE B %3] keep_on_cpu tRiCSMEF I to() REBXIFRIRIT, UKRAETEREIR HF 52
B RIIR TIE tensor B CPU, #iE T4 &SRR SIFRHE R BRI AR FEZX, Hltk
RAETRMAE GPU &K#.

THRES B

PR body BA#E$E H: A bunch of multimodal metadata tensors aren't needed on GPU yet
are copied there anyhow. We can easily flag these so that they won't be copied, FtER
ZRN RS T https://github.com/vlim-project/viim/pull/52041: F prefix cache E& %
B, XEWARICH tensor AT EZEBE, REBEEHNITE,

SCEL AR

AR PR IR BAZESTFREEWN=FHEAT N MultiModalFieldConfig.batched()/flat_fro
m_sizes()/shared() 4—3B/N keep_on_cpu=True, FEFMAEEXLFTERMNEEMEESE
NkE, BikLpmd:

1. FEBFIE (BIERAR) : & vlim/model_executor/models/ F 20+ AMER Y
_get_mm_fields_config / _field_config &, B4 cEkIEFE (W image_num_crops.
image_grid_thw. video_start_times. audio_feature_lengths. num_tokens_per_image.
imgs_sizes. video_audio_n_segs %) ¥riCA keep_on_cpu=True, XEFER S5
embedding ¥4, token #kit& o prompt E&E, 25 GPU LWikEERE, REMEXH
: molmoZ2.py. minicomv4_6.py. llava_onevision2.py. keye vi1_5.py.
hyperclovax_vision.py. nano_nemotron_vl.py. mimo_vZ2_omni.py.

2. HPHmERNRE (EMMIER) : MMETFREE CPU &, RLEKES HF SCIEFRAM A
B R, .to(device, non_blocking=True), vlim/model_executor/models/transformers/
multimodal.py B4 process_image_input ZEIRHA HF get_image_features Ri3&H kwargs
, {BFTAE torch.Tensor #&E pixel_values.device,

3. B/ IAERIR IR EE : qwen2 5 omni_thinker.py 5 gqwen3_asr.py B
_process_audio_input Xt audio_feature_lengths B8 .to(input_features.device,



non_blocking=True), AR ZTIMIESHRIE feature_lens IEFREKE ;
use_audio_in_video XX HZFFEFE M —FHIriC,

4, MREBMEERE: ARRAFEREBOMNRAX G, HFEREZ2IKBIA CINRLEREF
Buildkite 3&iE (/ci run Btk #84489) ., FIAREAF M keep on_cpu Fric&ENE
4k prefix cache 3338 (PR #52041) Hy#MARA,

R

« vllm/model_executor/models/transformers/multimodal.py (#k ZAESER; K5
source; £ data-contract; &5 _get_ mm_fields_config, process_image_input) :
FiA& transformers 2 ZESERNBHAERE, SKRE _get_mm_fields_config #38
num_audio_tokens. image_grid_thw. video_grid_thw. num_image_patches #siCA
keep_on_cpu, 37 _process_image_input FH3EE NHRE device BIfEIR, R IEMHME
AR, BERFTA £ HF get_image_features BYfERY

« vlim/model_executor/models/qwen2_5_omni_thinker.py ({&3k SSMAMAER . K7
source; E data-contract; F5 _gwen2_5_omni_thinker_field_config,
create_gwen2_5_omni_thinker_field_factory, _process_audio_input) : gwen 251
R FER T BEENERAEE., FEKE. W EBREKETEHIEFICA keep_on_cpu
, FE _process_audio_input 2 X#kE audio_feature_lengths, = ZHRER4RiE BL Ay B
AR,

« vlim/model_executor/models/molmo2.py (1 MAAER ; 27| source; LEH
data-contract; &5 _get_mm_fields_config) : ARKFMNEF AR X2 — (+12/-8)
, JEEE / I crops. pooled patches. token #% 12 NoikIEF RS IFRITA
keep_on_cpu, BET RTENTFELOIMEAR, T/EAHMER KEHIEBAER,

« vlim/model_executor/models/mimo_v2_omni.py ({E3k MR 35| source; A
data-contract; &5 _get_mm_fields_config) : FSAETIEIZL. S token KE UK
video_audio 2B g EMEARICH keep_on_cpu, EMMEMEBAESEST B T FEERIENREK
BB,

« vlilm/model_executor/models/nano_nemotron_vl.py (1&3% MAER; FE 5| source; H£&R
data-contract; &5 _get_image_fields_config, _get video fields_config,
_get_audio_fields_config) : B, M. TSR TERIIFE (
image_num_patches. frames_indices. frame_duration_ms %) 2&FFrI1CA
keep_on_cpu, BRT —PMEAANSESHE—NFZEEET N,

« vlilm/model_executor/models/hyperclovax_vision.py ({E3k MR 29| source; LA
data-contract; &5 _get_mm_fields_config) : BEBRTEMREHKE (
image_sizes_images. vision_query_lengths_images/videos) #riCA keep_on_cpu, %
AR N FESERMER, ARIIZRNGEA M,

« vlim/model_executor/models/minicomv4_6.py ({E3k MAAER; 27| source; LA
data-contract; &5 _minicomv4_6_field_config) : tgt_sizes. video_image_sizes.
video_tgt_sizes. use_vit_merger FFE#IrDE, BT/ NEER FREXNRHREK, F
BhFIAAOR PR Bh B = 3| AT R BEA 2 AESER Kk,

XEFE: get_ mm_fields_config, process_image_input, _process_audio_input,
_gwen2_5_omni_thinker_field_config, _get_image_fields_config,



_get_video_fields_config, _get_audio_fields_config,
_minicpmv4_6_field_config,_keye field_config, _field_config

KR Fr B]

vliim/model_executor/models/transformers/multimodal.py

FrA transformers & ZESEANBRERE, AKRIE _get mm_fields_config #48
num_audio_tokens. image_grid_thw. video_grid_thw. num_image_patches #wiCA
keep_on_cpu, I _process_image_input FHIEE NHRE device HIEIR, EIEMMIER
By, BEEERRFTA £ HF get_image_features YRR,

def _process_image_input(self, **kwargs) -> list[torch.Tensor] | None:
pixel_values: torch.Tensor | None = kwargs.pop("pixel_values", None)
image_embeds: torch.Tensor | None = kwargs.pop("image_embeds", None)
# FIRAOERFEH image_patches fEAMIARE, XES4—)T3—1b
if pixel_values is None:
pixel_values = kwargs.pop("image_patches", None)

if image_embeds is not None:
return [image_embeds]

if pixel_values is None:
return None

num_image_patches = kwargs.pop("num_image_patches")

# image_grid_thw. video_grid_thw EFEEEMA keep_on_cpu=True,
# FERTEE CPU L£; {8 HF 89 get_image_features NERHAE XL tensor
# 5 pixel_values & FRE—& &, EibXE R N TRE,
for key, value in kwargs.items():
if isinstance(value, torch.Tensor):
kwargslkey] = value.to(pixel_values.device, non_blocking=True)

# HF ISR AR TRE RS R &, Bt Idefics3 B9
# 2%F padding i¥J&%n LlavaOnevision BIZEEEAD X,
with gpu_sync_allowed():
vision_embeddings = self.model.get_image_features(pixel_values, **kwargs)

# transformers v5 #2 get_image_features T 8E3R[E tuple (& attention.
# hidden_states) , Z&—BE—NTEFEA embedding itk
if isinstance(vision_embeddings, tuple):
vision_embeddings = vision_embeddings|[0]
elif isinstance(vision_embeddings, dict):
vision_embeddings = vision_embeddings.pooler_output

if isinstance(vision_embeddings, torch.Tensor):
# BNER item By token ZREY 2 BHMER, fR$¥ CPU BIF

split_sizes = num_image_patches.flatten().tolist()



return self._split_embeddings(vision_embeddings, split_sizes)

return list(vision_embeddings)

vlim/model_executor/models/qwen2_5_omni_thinker.py

gwen 2ESMER W FER I BEHER AL, FHAEKE. W EBSEKXETHIEFRCA
keep_on_cpu, #ME _process_audio_input FERX#RE audio_feature_lengths, EFIMEEZ
ER A B R R

def _gwen2_5_ omni_thinker_field_config(hf_inputs: Mapping|[str, torch.Tensor]):
audio_feature_lengths = hf_inputs.get("audio_feature_lengths", torch.empty((0,)))
image_grid_thw = hf_inputs.get("image_grid_thw", torch.empty((0, 3)))
image_pixel_grid_sizes = image_grid_thw.prod(-1)
image_embed_grid_sizes = (
image_pixel_grid_sizes // spatial_merge_size // spatial_merge_size

return dict(
input_audio_features=MultiModalFieldConfig.flat_from_sizes(
"audio", audio_feature_lengths, dim=1
),
# BHERABEEFMEIKER S5 KEITHES embedding 14",
# F~EEZM input_audio_features —#&E# 3| GPU
feature_attention_mask=MultiModalFieldConfig.batched(
"audio", keep_on_cpu=True
),
audio_feature_lengths=MultiModalFieldConfig.batched(
"audio", keep_on_cpu=True
),
pixel_values=MultiModalFieldConfig.flat_from_sizes(
"image", image_pixel_grid_sizes
),
image_embeds=MultiModalFieldConfig.flat_from_sizes(
"image", image_embed_grid_sizes
),
# grid_thw R TF# S embedding 89814 R~
image_grid_thw=MultiModalFieldConfig.batched("image", keep_on_cpu=True),
video_grid_thw=MultiModalFieldConfig.batched("video", keep_on_cpu=True),
second_per_grid_ts=MultiModalFieldConfig.batched(
"video", keep_on_cpu=True
),
use_audio_in_video=MultiModalFieldConfig.shared(
"video", num_videos, keep_on_cpu=True

def process_audio_input(
self, audio_input: Qwen2_50mniAudioFeaturelnputs



) -> torch.Tensor:
input_features = audio_input["input_features"]
# audio_feature_lengths BARIT keep_on_cpu; EIMESM feature_lens
#EFRERE, BWEZEXNME input_features FTERE
audio_feature_lengths = audio_input["audio_feature_lengths"].to(
input_features.device, non_blocking=True

)
audio_feat_lengths, audio_output_lengths = (
self.audio_tower. get_feat_extract_output_lengths(audio_feature_lengths)

)
with gpu_sync_allowed():
audio_outputs = self.audio_tower(
input_features.to(self.audio_tower.dtype),
feature_lens=audio_feature_lengths,
aftercnn_lens=audio_feat_lengths,

)
split_sizes = audio_output_lengths.tolist()
return audio_outputs.last_hidden_state.split(split_sizes)
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« keep_on_cpu #riE5 prefix cache IIRAGELE% T (design): YEA/E4EE PR BOMI AR A%
. ARRERRINEAR, RETIL PRI #H—HI1T0,

R 5 B

o

1. device RILEEIVIRNFKE: FriE keep_on_cpu f&, (EfTRIER Y B S E AN RIKX
tensor £ GPU, &fii& device mismatch FAi. PR REANT
transformers/multimodal.py A E&EEZ 0 qgwen AFTMEEZ, HA/ER (o
molmo2.py. minicomv4_6.py. hyperclovax_vision.py) EHFELZME HF HE KRR,
] EERIE A LEI R, FETR WX,

2. BN EENFERIPRE GPU HEFHER (W0 mrope (LEHH. vision
encoder WER) , RAITFEFAMEMEREER K INAEFE R, AN PR RABEFEERE AR
B, ORI E AR E XAIEE,

3. MEREB EERE: AR 38 NXHKRFNRAEDNRXHERE, REEREIAE CI SR
RAEMEISIE, BIREM S L R RERES EERAESTEE,



4. 5EEIhEEIRRE: keep_on_cpu ARigHEH PR #52041 F1E prefix cache 4y it Bkt
tensor A, MRICERSEHRGEYT BRI ZFRZ, PHEHERK. - ¥M: AFS54A
G EmE: ZESHE (A, M. OCR %) KR H2D #0115 GPU BEE A, *t
K. ZEDRHZRKEAE, ARG (NVIDIA. CPU. XPU. ROCm)
BER, EAREESZESTREREER, AINBE: FM T —XFELALAE—HTHK
TEFBERART keep_on_cpu, EEFELBESEAURFEEZER,; RBA prefix
cache EJEIRM T A ER tensor LEER, BTEMEHANAEND R, BWBE (
38 N, B2 llama/gwen/deepseek/kimi/cohere SR L) | BERAEINM. X
FEEPAENBIRIER, - NEARID: B 38 XUKIBERARE , TIBONRES |
device RIUECEIVINFE , 5 prefix cache IIRERTY

K ERRAKZ

*« PR #52041 filtering which tensors can be skipped when already covered by the
prefix cache: PR body E#:5|FHiZ PR: keep_on_cpu #ric it A T ¥ prefix cache 4y
BT R BRI B 2 AR tensor, ARKEIE T A BEHIBERA LS,

« PR #52697 [EPD] Allow KV consumers to omit MM embeddings: B ZESEIER A

[MERSE, ERSESMALEN RN MIRERT 5%, 548 PR NFREARESKEETHE
JB T’ —H AR



