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PR body BAF&FEH : viim launch render 8BRBEIEFTA pre-load serve 2#H#8%E, 3IE% flag
BEW CLL 8%, HIEBTHAELRSITARE, RERZ validate_parsed_serve_args &—
1T if hasattr(args, "subparser") and args.subparser != "serve": return, m vlim
launch render 8 args.subparser A launch, RFKEHEERE, hasattr —F5 MRS :
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1. ZEALEEARIR: viim/entrypoints/openai/cli_args.py 8 validate_parsed_serve_args &
TP E args.subparser != "serve" ¥ B3R [E, vlim/entrypoints/cli/main.py X
dest="subparser" JEMtF44, vlim launch render #&#7/& args.subparser == "launch"
, TRAARKIE (chat template. tool-call-parser Boxt. HEFF XEXT. per-request
metrics M5, £330 external LB R4) #EBIRBKT,

2. BB IBE: LKA args.subparser not in ("serve", "launch"), &
hasattr(args, "subparser") ¥|¥r——RE A api_server.py B4 __main__ 3*H
make_arg_parser B¥EM. T subparser, EEZEZERE,
LaunchSubcommand.validate A~#t@ A validate_parsed_serve_args,
LaunchSubcommandBase.add_cli_args X A make_arg_parser #§Z 44 parser, Eit
launch AW ¥ serve 2HE, AARRBEZERBEARETHEANE M,

3. MREEE (tests/entrypoints/openai/test_cli_args.py, +44 1T) : ¥
_build_launch_render_parser 3Bh& %5 launch_render_parser fixture, T¥ £ %
vllm launch render 8 parser 34, (& parser B dest="subparser", launch #&kE&
render A B & make_arg_parser ¥j3) ; test_launch_render_validates_serve_args



H —enable-auto-tool-choice &k —tool-call-parser Br = # i TypeError;
test_subcommand_without_serve_args_skips_validation EZE“3IE serve S & Fa&4M
BRI HIBEE AT AN, FHEEE R GEMTF 4

4. TEE. schema. B ALEEKF, 4 CLI SHREBEZETE,
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« vlim/entrypoints/openai/cli_args.py (#k SHARL; 25| source; FEH core-logic; &F
5 validate_parsed_serve_args) : BWMEE X validate_parsed_serve_args
subparser SF M = "serve" BXA not in ("serve", "launch"), f£ vlim launch render #
HH serve ZHEFBHIRETHAKRIE, RFRE hasattr 2 X LAFRZE api_server.py o
subparser BIfETZ R,

. tests/entrypoints/openai/test_cli_args.py (#£3k SHARLE; K7 test; XA
test-coverage; %5 _build_launch_render_parser, launch_render_parser,
test_launch_render_validates_serve_args, test_subcommand_without_serve_args_skip
s_validation) : FIERAINRE ZBEATA: test_launch_render_validates_serve_args
I&IE launch render By serve RICARK, test_subcommand_without_serve_args_skips_v
alidation FFib& 8 R E T 44, FHBIREK _build_launch_render_parser BEEZ T
SZBR parser £,

XS validate_parsed_serve_args, _build_launch_render_parser,
test_launch_render_validates_serve_args, test_subcommand_without_serve_args_skips_v
alidation
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vlim/entrypoints/openai/cli_args.py

B E XX validate_parsed_serve_args B subparser SFEM = "serve" BXA not in
("serve", "launch"), f£ vlim launch render ## 8 serve 2 EFBRIRAIEREL, RN
128 hasattr DX AFHEE api_server.py T subparser BIfET3%5=,

def validate_parsed_serve_args(args: argparse.Namespace):
"""Quick checks for model serve args that raise prior to loading."""

# “vllm launch <component>" EI#ZTF “make_arg_parser™ #3& parser

# (MW “LaunchSubcommandBase.add_cli_args™) , E launch AEE 8

# REE serve B8 &, WATEXERRK,

# “hasattr™ 2 ZAEMRE: “api_server.py” B ~__main__ A

# “make_arg_parser” fE¥THE&A subparser, METRMBLERLE,

if hasattr(args, "subparser") and args.subparser not in ("serve", "launch"):
return

# I chat template BEFE, KK ATHIEE
validate_chat_template(args.chat_template)

# Bt TEAALME RN E B tool-call parser
if args.enable_auto_tool_choice and not args.tool_call_parser:
raise TypeError("Error: —enable-auto-tool-choice requires —tool-call-parser")



if args.enable_log_outputs and not args.enable_log_requests:
raise TypeError("Error: ——enable-log-outputs requires —enable-log-requests")

# per-request metrics IKBEI EHiITHE, FB65 --disable-log-stats™ FEH
if getattr(args, "enable_per_request_metrics", False) and getattr(
args, "disable_log_stats", False

raise ValueError(
"Error: -—enable-per-request-metrics requires engine statistics "
"logging; remove --disable-log-stats to enable per-request metrics."

# %230 external LB S HAERE
if args.data_parallel_multi_port_external_lb:
from vllm.entrypoints.openai.dp_supervisor import (
validate_multi_port_external_lb_args,
)

validate_multi_port_external_Ib_args(args)

tests/entrypoints/openai/test_cli_args.py

A MNNRE ZMBEITA: test_launch_render_validates_serve_args BiE launch
render B serve RIELERK, test subcommand_ without serve_args_skips_validation FfikE
B E R EAM T4, HEIREK build launch_render parser 528 Z| 7 52Fr parser #%,

def _build_launch_render_parser():
"2 “vilm launch render” B4 parser 3%k, """
# #& parser A “dest="subparser"® EEXFH#L%E, launch BHRE—E
# render B¢, BB parser B “make_arg_parser” ME——3XIE2
# “cli/main.py” 5§ “LaunchSubcommandBase.add_cli_args™ B ESZ5%,
vlim_parser = FlexibleArgumentParser()
subparsers = vlim_parser.add_subparsers(required=False, dest="subparser")
launch_parser = subparsers.add_parser("launch")
launch_subparsers = launch_parser.add_subparsers(
required=True, dest="launch_component"
)
render_parser = launch_subparsers.add_parser("render")
make_arg_parser(render_parser)
return vllm_parser

def test_launch_render_validates_serve_args(launch_render_parser):

"""“launch render> £/ serve parser, FrLARMd ™ serve S5, "
args = launch_render_parser.parse_args(

args=["launch", "render", "—enable-auto-tool-choice"]
)
assert args.subparser == "launch"
# ~—-enable-auto-tool-choice™ &t “—-tool-call-parser™ B3R R
with pytest.raises(TypeError):

validate_parsed_serve_args(args)



def test_subcommand_without_serve_args_skips_validation():
""REEFA serve parser I-F @A NBIRE, FaER(G, "
vllm_parser = FlexibleArgumentParser()

subparsers = vlim_parser.add_subparsers(required=False, dest="subparser")
subparsers.add_parser("chat")

args = vllm_parser.parse_args(args=["chat"])

validate_parsed_serve_args(args)
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