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« —A]iE: FE DFlash2 LAARRLZEH: FIRER + (L FH

- WESME: EERIE, LEHXIWEMRITREK: —=& draft_logits_spec hook 3 proposal
AR ATINE speculator ¥, BAFRERAXETE NI, — 2
gumbel_noised_argmax A& token fEASEE key, BL& (seed, position) FEAL, &
EERERIEXR — distribution XAF; =& get_top_k_tokens By BEMM, #EELWE
all-gather, BEEMEA O(batch * 2k * tp_size); W& set_model_tag RMBERIFEF DL
ZRBI, REATERING S #52883. #53122, #53435 =NG4S A PR, IBMEHEME
2. REFEEFHNAEE,

TN EES BAL

DFlash2 & DFlash #ZAARS A RZEM, FEE PR body FitBA I 2 RIE®E: H—,
block W& grouped dynamic depthwise convolution it proposal position = L& 3| [
block NERWMLE, ARA outli,c] = >_t (baselt,c] + d[i,t,g(c)]) * x[i-t,c], tap & block
MEHNTE, MATLE S —K backbone pass; HE=, candidate selector AR A ZERE
slot 32 argmax——1R% & BAr head & slot B top-K, XAEAR#EFSITH edge(p—c) = (Alp]
® project(h), Blc]) + unary[c], BABIRIEE anchor £F&MAEIZ, T>0 W#Z# CDF /T4
FIRE K AMEER g HEHMERIE, /EERET AHF checkpoint (
z-lab/Qwen3.8-27B-DFlash2) . 1% (inco.ai/blog/dflash2/) 5iR# (z-lab/dflash) .

SCIN AR
STIA4 5 W HERE:

1. #3E DFlash2 #AZ2H (vliim/model_executor/models/qwen3_dflash2.py, +290 4T) .
#N decoder_layer_cls 5§ model_cls KEMFAANE A DFlash Kik, RiEBLAE
DFlashDraftModel checkpoint fE#TEE/2 522 E, DFlashGroupedConv % attention
5 MLP F&: prepare MMEE A ReplicatedLinear IBABENNSEMAL, FRMAE
BA finish B —HAFKIEMEAE; grouped _conv 7 block R tap ZIRERE AR
, tap AIE block B HRINRE|IANZE, CandidateSelector 1 predecessor codebook /
successor_codebook XX codebook 434, FHF set_model tag("dflash2_candidate_sel
ector") THEUE %5 FHA L ZTHRIFEHF 4L T,

2. #F3E V2 speculator (vlim/v1/worker/gpu/spec_decode/dflash2/speculator.py, +215
4T) - DFlash2Speculator #7& DFlashSpeculator; _selector walk_kernel &i&RK—N



Triton program HIBZEw A, K N B HHFE, slot [ERFERAT loop N previous B
31 %&3X, mIEF slot —/> kernel; cache draft _logits_kernel #ERB AR K AMEER
%3 proposal logits &% (FBILIREEME X -inf) . draft_logits_spec R[E
(torch.float32, -inf), FRIEEAZIEAGS THMAIEAIUIRE| R —2,

3. HEAMGekE, LogitsProcessor 3¢ get top k tokens, #LE token My
get_top_tokens ZMLE| k A, FEEM O(batch * vocab_size) F&%] O(batch * 2k -
tp_size), 1% top-k fhF£E Flashlnfer radix kernel (_ flashinfer topk, #Atk
torch.topk & 2-4.5 £%) , TNE:R torch.topk; gumbel.py 2B
gumbel_noised_argmax A%t Triton R#ME gumbel_block_argmax & walk kernel 3£H
: spec_decode/speculator.py Z£E#FIE draft_logits_spec hook fEARERY, BRIA
head dtype + 0 32%, DFlash/DFlash?2 &B &%,

4. BLE 5 %E, vlim/config/vlim.py #3E is dflash2_draft, # draft checkpoint M ET
4 DFlash2DraftModel 3&%!| V2 model runner, Ffit DFlash2 checkpoint Z[3& V1
DFlashProposer BtE#ZR[EHR A DFlash1; spec_decode/ init_ .py JEMt speculator 3%&3%
; registry.py 7 EntryClass = DFlash2Qwen3ForCausalLM, gqwen3_dflash.py R
3|\ decoder_layer_cls / model_cls [8]#Z (## DFlash2 &%) #XFWME is_causal i&
XE®E,

5. MIRELE, FIE tests/vl/spec_decode/test_dflash2.py BRI D EERE TS %
ZIMETEX L. selector WREHE)INFS5E—EK. greedy ALK EL proposal 4.
fp32/-inf B4 draft_logits_spec B4); test_config.py i DFlash2 3&&| V2 a9 H;
test_dflash_causality.py BEZTRE is_causal BEEHE DR FHIENX;
tests/models/registry.py #&hnsE M & A A,

R

« vlim/v1/worker/gpu/sample/gumbel.py (13 KA£%; 35| source; A core-logic; &
B gumbel_noised_argmax) : #EX gumbel_noised_argmax A+t Triton &%k, DFlash2
walk 5BEAH gumbel_block_argmax £, BT 2R EZEBRREM,

viim/config/viim.py (153k BEE; 23| source; 2R core-logic; 4% _is_dflash2_draft,
use_v2_model_runner) : ECEX®: _is_dflash2_draft # draft ZE495&%] V2 model
runner, 51t DFlash2 checkpoint 7& V1 L#ERFE R,

vlim/v1/worker/gpu/spec_decode/speculator.py (H£3R AR ; 357 source; £H!
core-logic; 5 draft_logits_spec) : EFEFE draft_logits_spec hook, I proposal %
MERNREATINETFI, DFlash2 BEA fp32/-inf,
vlim/model_executor/models/qwen3_dflash.py ({&3k RIS, £ 5] source; LR
data-contract; %5 _dflash_layer causal, DFlashQwen3Model,
DFlashQwen3ForCausalLM) : 3| A\ decoder_layer_cls / model_cls @B 5T E

is_causal iI&EX, =& DFlash2 & F DFlash HKik#XRBEM K,

. tests/v1/spec_decode/test_dflash2.py (3R MR ; 25| test; KR test-coverage; FF
5 test_grouped_conv_matches_reference, test_selector_edges_match_sequential_ref

erence, _stub_base, test_selector_leaves_greedy drafting_without_proposal_logits) :
DFlash2 &l : BIREG)MF S £ Xfth, selector 443 *ttk. greedy R4 B
proposal logits. fp32/-inf 84,



XS  grouped_conv, DFlashGroupedConv.prepare, DFlashGroupedConv.finish,
DFlash2Qwen3DecoderlLayer.forward, _score_edges, CandidateSelector.forward,
DFlash2Qwen3ForCausalLM.compute_candidates, _selector_walk_kernel,
_cache_draft_logits_kernel, DFlash2Speculator._generate_draft,
DFlash2Speculator._sample_path, DFlash2Speculator._cache_draft_logits,
DFlash2Speculator.draft_logits_spec, gumbel _noised_argmax,
LogitsProcessor.get_top_k_tokens, VlIimConfig._is_dflash2_draft
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AR PR By review XREFEERE, ZOWEEHE:

« benchislett ¥4 speculator TEMHLE draft_logits 3 & draft_sample_method B & i&
X_: “This is not valid. You must respect the speculative config's provided
draft_sample_method”, FE/EA commit X TEE patch, HRE T A4t NaN/ i3k
el R ; B E B ETR T m still not entirely convinced of the correctness of the
probabilistic code here”, TKEEZELIIE eval,

« TheEpicDolphin ##E=/NEM & _selector_tokens Ha|Z& e M|, draft_logits TS
BB E N7, Gumbel-max ZHERN M gumbel_block_argmax IZER A helper, BIFIE
4 7 draft_logits_spec hook i&it, =% HA gumbel_noised_argmax.

« benchislett i compute_candidates B #ZAtAl Im_head.quant_method =& ‘reaching
through abstractions”, &AMER L IZZ BEIAENZH
LogitsProcessor.get_top_k_tokens, AR RELN apply_head, FIHE1E
head_dtype 3K,

« HREBEANLERELERL commit & 2imi9 {5 ROCm Lt USE_FP64 4% FEAURT
B (scores 5 tl_randé4 A LB R—E) ; wcwong 18E CandidateSelector 5§ draft
head £ERmEFEFHL ZESFRERBHNEBHRENEH; oceanplexian f£E INC int4
B E T UnquantizedLinearMethod #%5F THE 4554 =] &,

« B4t Im_head [R&EIEIFERT| L& KITi68E: eugr. masahiroteraoka. jschmied %&/E%H
quantized head £ GB10 EEREFIES (HREMA: head REELEUE decode #)

, EEMER GSM8K RAX (bf16 / FP8 / NVFP4) I&iF quality-neutral 45 KRR #l,

+ zzw09773 & BRIA FULL_AND_PIECEWISE CUDA graph T 8 k&R E T RIHKE,
piecewise & attention BT A EfaikEsBRiE4, R AL attention IFH piecewise F IEH
, YLBA CUDA graph #REZMGEERMRELNFRAE; ChengYen-Tang R4
FlashAttention split-KV combine 3E5&5 18], 1EE EAMLA _get_sliding_window_configs R
%3t FlashAttention B 538 AOT split schedule =#|, BISHF EEMEHE, RIEN
ESfBEEN

« draft_sample_method AW EE, FEETL XKML EL proposal 94 (correctness): 1R
¥ draft_logits_spec hook it #£2E#% draft_sample_method A B.: greedy R~4EC,
probabilistic 2B fp32/-inf; benchislett B patch & A, ABFMNR G2 E#,

« BERMERAFRDE NaN 5IE#HMELR (correctness): NaN FEREAN, FEIEXK
benchislett 2t EMEE ; TheEpicDolphin G4 GB200 £ 5%/
GSM8K/HumanEval/MT-Bench &, HIALTEZREZS (McNemar p=0.380/1.000)



. draft_logits TEHRUREEHNFRE (performance): 3| draft_logits_spec hook, #%%
— 4 BL, greedy BRAELE; fp32 ¥, BEMEESLN bf16 2#5h 0.81% &%EFT argmax.

« Gumbel-max ZEREN A helper (design): BARERAAH Triton RFFEHARR; &
B APPLY_TEMPERATURE 5 loglp "EH K.

- compute_candidates %¢3¥ quant_method 3£ (design): E it
LogitsProcessor.get_top_k_tokens, AR AREAMR quant_method, [ B 1E
head_dtype % 3K,

« CandidateSelector 4miE& & Z R (correctness): 3% CandidateSelector B F
set_model_tag("dflash2_candidate_selector") FaBE & Z6; EEHANMEEREITAER.

« ROCm Lt USE_FP64 %X KR RILEL (correctness): BN load &% USE_FP64 cast,

5 gumbel.py —3%; % commit EE&AHEL 2imid,

« unquantized Im_head fF X ™, E1 head BirTL/AER (design): t#E®
UnquantizedLinearMethod, FEMEBRTIE; &L GSMEK HAXE (
bf16/FP8/NVFP4) I&iE quality-neutral,

« CUDA graph BCE THINGE T RERES FFBRIEL (performance): TE&BE, LHEEN
W ZEAFE R CUDA graph #E3k5 DFlash2 # kernel A& HRREFRE,

« FlashAttention split-KV combine B8 3% (correctness): &8t A £ AYIE FlashAttention f&
¥, FEBARER R XAREENGBE", XA THERIEE,
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1. R ERERR: benchislett BikE NaN/ sk, #H patch REFLEAN (
NaN SFTERMAN) , 1EBRAREBEEI,; draft logits_spec 8 fp32/-inf BAE walk
5EERHE-ZFENXE, AENREELZAFSERD) ELREA G| iR X T,

2. XZAMAEVIE: gumbel.py B4 /F Gumbel RAEERZ, EMEITARE
APPLY_TEMPERATURE 5 log1p %EHRARFFAE; get_top_k_tokens HrEa
FlashInfer 38427 CUDA 13 E® A JIT £MKik%E (oceanplexian EfL R H A
include B, EARE CI P aEEIN) .

3. CUDA graph / %27 : wewong B9 Z Za R REAE L, 18 z2zw09773 B9 8 FHRHE
HREES yiminghub2024 B TritonBundler cubin #R&5Ei%393E8 M torch.compile +
CUDA graph #REZ2 A FRXRAEANFERE, 455274 wide attention / breakable
graph & T,

4. EAL3EAEERD: % unquantized Im_head SF /&, fused g/k/v 3 gate/up ELBIE
f& checkpoint RA T ENE (#53116) , DFlash context-KV Fit & FH#E F.linear 4%
¥ quant_method (#51581) , & #53122 IR#t; per-tensor + fused B
weight_scale FARBRIMIARIE F AR R,

5. FlashAttention split-KV Ai%: ChengYen-Tang R&EHAESEN BRI ZAM R AOT split
schedule 5Fs1E 0O BHITHRE, XEMIBEHRAT, BT EAKREEN,

6. FEME: clee R SM80 (Ampere) TiEREME, E
VLLM_USE_PRECOMPILED=1 %, HPAZLSXHWHMEREEREEEZ, - PH: AP



fil: DFlash2 EfaAF kAR EEFRA—FF GSMSK SLNFLIR B BEIRA
2.20x-3.51x (3% 1/8/32) , TheEpicDolphin £ GB200 &M% 1.83x, zzw09773
7 8xMI325X £ 3x; #EZKEAE GSMBK LAY 25%, EI1ERA R DFlash2 #4lE
V2 model runner, B num_speculative_tokens B9 ZEE (TEEBXCERIA 15) 584
RAPENRHRAE (2-7) FEAK, TEZRAPETAS. A%M: use_v2_model_runner
BMEHIE _is_dflash2_draft 4%, ®RHEEREEZ; draft_logits 2 BELRAM
“probabilistic 74 E'¥ EA“H draft_logits_spec RiE dtype/fill”, DFlash/DFlash24T
AEBURS, RIRREASM: Z PR ik E) 4 N ETIHEE PR (#52883. #53122,
#53435, #53428 ER) , HRTTMEERS, SN AE (benchislett,
TheEpicDolphin, 2imid. oceanplexian. wcwong) LA commit BREEEAN, KAE
BEMMERIAER PR, - RFQARIE: BIRME R ERMEFRIE , RZFAGTE (
gumbel/LogitsProcessor) , CUDA graph #3xkBHEFEE , E1L checkpoint & O
, FlashAttention split-KV BXIAR®R , OB E
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« PR #52560 [Model] Add Qwen3-Omni DSpark support: DSpark [&/& V2-only &ZHLARR
ZEH, DFlash2 89 _is_dflash2_draft 8% V2 #2485 DSpark T&RM, BEFREHXE
speculator EE KR,

« PR #52883 Unquantized linear LM head support for DFlash2: oceanplexian f£4~ PR
PR ENBE, BWEARLX, BERHLK PR BEENRET head XA ,

« PR #53122 Fix DFlash fused-layer scale loading for quantized drafts: jschmied A&
PR W X HaIAB B L8 8 . quantized draft checkpoint F fused gkv/gate_up B8
weight_scale BRETEIE (#53116. #51581) ,

« PR #53435 Reintroduce decoder_layer_cls indirection for DFlash2: 4~ PR & A&
#52560 EIR T decoder_layer_cls [Bl#E, 3K DFlash2 TL3AEE&IE; jschmied &
e X8z EY3H B #53435 B &,

« PR #52559 [Spec Decode] Adaptive K for DFlash v1: PR body " BA# S B 84 R ATURFF 4T
Ik, BT DFlash vl {289/ #, 54 PR # DFlash2 ERE&,



