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[Bugfix] [KV Offload] Do not let a recurrent group's unhashed block truncate the load boundary
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ZEERTETIREFR (4 Fu GB200, BT Qwen3.5 BE GDN+GQA A FEFRFLLH
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£, NPRWEELRI, BMERAT #52771 988, BRINRALKE, EAHZRERZ— MR
SR E R, PR R RA T AN ENESF (FERHE
num_external_tokens > 0 @ num_locally_computed_tokens > 0) . ft&k3%m (AHEZHH
BERAEKE) URSHCBEE WL,

SRR

1. BREBBASIE (scheduler.py) : # update_state_after_alloc A3%&M, #KRTMES| 0
FF4443%4 group_blocks AEBIKE—NER., LURFHRNIFE, BKANLITEBEITESL RN
&3] first_fresh_gpu_block_idx = cdiv(hum_locally_computed_tokens,
tokens_per_block), REMNIZRII T, FRE—ANFENBZMNR, HETELMNM
num_locally_computed_gpu_blocks E4p4 18X EBR#HY load_start_gpu_block_idx.

2. BrE Mt (scheduler.py) : Y&RABSEERIE assert num_locally_computed_tokens
<= num_locally_computed_gpu_blocks * tokens_per_block ik BB E =
assert num_locally_computed_tokens % tokens_per_block == 0, BT AR ITE S
BETSHRANTTF, XBRAREDRIENAFFAEE,

3. AHEYIMER (test _scheduler.py) : #F3E T test_recurrent_group_unhashed_block_d
oes_not_truncate_load_boundary MR, ZNAMET —NEESFR AL
Mamba fEIFARIES KV ZHEE, HF Mamba AR 0 WiRENEZB LS, Mk
it ERE, RALEMIR (block id=42) #ARMEIMEBEAR, MATETELRTHEL
iA3k (block_id=41) FEWHRMER,



R

« vlim/distributed/kv_transfer/kv_connector/v1/offloading/scheduler.py (#i3k &£k E £
. 27| source; R core-logic; &5 update_state_after_alloc) : BEWEE B LE
38 update_state_after_alloc A%, ZAERRATE KV EELQEEITTENRES LR,

. tests/v1/kv_connector/unit/offloading_connector/test_scheduler.py (#3k #0820
iX; K5 test; M test-coverage; 5 test_recurrent_group_unhashed_block_does_
not_truncate_load_boundary) : ## T $HX ARG ENEVINR, IUEBIFAF e R
F S BB FEM,

X5 update_state_after_alloc, test_recurrent_group_unhashed_block_does_not_tru
ncate_load_boundary
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vlim/distributed/kv_transfer/kv_connector/v1/offloading/scheduler.py

WA E %GB R update state after alloc A3, BAERRE KV EHEAEETEM
BAES R,

# XBETENT update_state_after_alloc F%H, EIREA KV EHEANTL.
# ZER: FERMAERS 0 s, TR EitERXBANIEZTEHERIZ AN MBS,
#EEE: AMMANERNEITERA (first_fresh_gpu_block_idx) FF#&,

num_gpu_blocks = cdiv(num_cached_tokens, tokens_per_block)
assert len(group_blocks) >= num_gpu_blocks
# *load_start_gpu_block_idx " : #£ ~“group_blocks " ®in#k Xk aiea RE|,
# MBITEZFF4E3H/, mIEMN 0 FFid: #HRE (0 Mamba, SWA)
# EEHHEAR I TEEMIFAEELERAE (BERPMRE)
# BN (HE/ NHER) .
first_fresh_gpu_block_idx = cdiv(
num_locally_computed_tokens, tokens_per_block
)
load_start_gpu_block_idx = num_gpu_blocks
for i in range(first_fresh_gpu_block_idx, num_gpu_blocks):
block = group_blocksi]
if not block.is_null and block.block_hash is None:
load_start_gpu_block_idx =i
break

# W AT E ARSI E AT GRAE BARIE) .
assert num_locally_computed_tokens % tokens_per_block ==
num_pending_gpu_blocks = num_gpu_blocks - load_start_gpu_block_idx

# ... 583Z8BE A load_start_gpu_block_idx it& keys_to_load By#EHaRERE] ...
if num_pending_gpu_blocks:
start_chunk_idx = (
load_start_gpu_block_idx // self.config.blocks_per_chunk
)
# .. ITEEFRRERIFY B keys_to_load ...



# ... E8ZHEEA load_start_gpu_block_idx 3R ME B AR % ...
dst_block_ids.extend(

block.block_id

for block in group_blocks[load_start_gpu_block_idx:num_gpu_blocks]
)
group_sizes.append(num_pending_gpu_blocks)
block_indices.append(load_start_gpu_block_idx)

tests/v1/kv_connector/unit/offloading_connector/test_scheduler.py
PG T HRACRGEE N ENINAR, BAEMEIRA T L eR RIS SRR R,

def test_recurrent_group_unhashed_block_does_not_truncate_load_boundary():
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JUfAT4E5#: tokens_per_block = tokens_per_chunk = 16, blocks_per_chunk = 1,
16 NMRREITE (3R 0) , 16 MmE 1) , ERIFERSMMERS] 1
Frit, Mamba HEYR 0 BRIEFHLEAN, SRR, MARERAR,

scheduler = _make_partial_tail_scheduler()

request = MagicMock()
request.request_id = "req"
# ... (REBEREM, EM—NEMEER)

scheduler.on_new_request(request)

req_status = scheduler._reqg_status["req"]
reqg_status.num_locally_computed_tokens = 16
req_status.update_offload_keys()

# HERANARIR: full_blocks (B2"84) A1 mamba_blocks (JEZ B Te#%)
full_blocks = [KVCacheBlock(31), KVCacheBlock(32)]
mamba_blocks = [KVCacheBlock(41), KVCacheBlock(42)]
# AX@FEAENR 0 RESA, Mamba ARFLSEHA RS
full_blocks[0].set_block_hash(
make_block_hash_with_group_id(BlockHash(b"h0"), 0), 16
)
# I9IE Mamba 3REASI R IET B LPEFH
for b in mamba_blocks:
assert b.block_hash is None and not b.is_null

# RPN 897 0%

scheduler.update_state_after_alloc(



request,
KVCacheBlocks((full_blocks, mamba_blocks)),
num_external_tokens=16,

)

[load_job] = scheduler._current_batch_load_jobs.values()

loaded = list(load_job.dst_spec.block_ids)

# I XIMMERS| 1 Fdh, EIHBRANR 0 (ID 41) FEMEK BT,
#EER, WRSARE 0, BEERME,

assert 41 not in loaded

assert 42 in loaded
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« PR #52771 [Bugfix] OffloadingConnector: stop zeroing offload hits under
MTP/EAGLE spec decode: & PR &8 7 7 PR #52771 ({8 MTP/EAGLE T &4+ =)
SINEZSIFRmEE ERSMAN. — AT ERR, AEREINXAR, NRERE
xIEEH,

« PR #49146 [Bugfix][KV Offloading] Handle queued request aborts without allocated
KV blocks: & PR HIIFMZE T EES PR #49146 BENRBEZ L, FHATEERAT
#49146 B9 num_allocated_chunks #tl, & PR FrE B RETEIIR A, FE IR

KV EERIRAZ R RI{EAE X A =] &L,

« PR #52735 [Bug]: OffloadingConnector stores but never serves when MTP/EAGLE
speculative decoding is enabled (hybrid GDN model, XPU): & PR B48£5 PR
#52771 5348y Issue #52735 BT R —a@U% (MTP/EAGLE T/REAERIAY KV K= &A)
o AMEEMERT ZIIABEF —ANEEBAY. IR AYA R S



