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# (B UE device MR TEIE, B8 query K E token 1T,
# ML B ME R Z AR KE H adaptive verification WAETAE,
def _supports_flattened_device_query_lens() -> bool:
return (

current_platform.is_cudal()

and current_platform.is_device_capability_family(90)

and has_deep_gemm()

# Z—RFUREAND, BRERL _init_ BOoBENE%:
# 1) X # native decode AR E RFAL;
# 2) SMA0 LFF /2 adaptive verification B4R -FAL,
# BABGNRIED ZFERH query KEFRTEERR, CPU RAE HMNKE,
def _use_flattening(vlim_config: VlimConfig) -> bool:
speculative_config = vlim_config.speculative_config
next_n = 1 + vlim_config.num_speculative_tokens
return not _supports_native_decode(next_n) or (
speculative_config is not None
and speculative_config.enable_adaptive_verification
and _supports_flattened_device_query_lens()



class DeepseekV32IndexerMetadataBuilder(AttentionMetadataBuilder):
@classmethod
def get_cudagraph_support(cls, vlim_config: VlimConfig,
kv_cache_spec: KVCacheSpec) -> AttentionCGSupport:
# SMI0 RFALBERFAFEERIRKE, FHittEHAN ALWAYS
# RA|8 CUDA graph #3X, TN adaptive HHKHEIREERK.
if _supports_varlen_paged_mqa_logits() or _use_flattening(vlim_config):
return AttentionCGSupport. ALWAYS
return AttentionCGSupport.UNIFORM_BATCH

def __init__(self, *args, block_table_width: int, **kwargs) -> None:
super().__init_ (*args, **kwargs)
# ... (EARREMBRHLLIE)
next_n = self.num_speculative_tokens + 1
self.decode_threshold = next_n
self.reorder_batch_threshold = None
# %5—E _use_flattening, 1 SMJ0 + adaptive verification 3&#l| -1t
self.use_flattening = _use_flattening(self.vlim_config)
self.supports_varlen = _supports_varlen_paged_maqa_logits()

def prepare_decode_tensors(self, ...):
# Ti¥k: adaptive 2% 5 uniform o X M1 &4
spec_config = self.vlim_config.speculative_config
adaptive = bool(spec_config and spec_config.enable_adaptive_verification)
min_decode_len = int(decode_lens_cpu.min().item())
if not use_native:
assert self.decode_seq_lens_buffer.dim() == 1
if (
not self.supports_varlen
# RA—A decode #EXKB, CPU 5 device ByiE R RbR—IK,
# S AEEHN uniform RIEHTEIRENT, #% device-ragged o
and (num_decodes == 1 or not adaptive)
and min_decode_len == max_decode_len

#... (ARG MEGER)
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